Estimation of multiple-branch vocal tract models: the influence of prior assumptions

Christian H. Kasess¹, Wolfgang Kreuzer¹

¹Acoustics Research Institute, Austrian Academy of Sciences, Vienna, Austria
cchristian.kasess@oeaw.ac.at, wolfgang.kreuzer@oeaw.ac.at

Abstract

Branched-tube models can be used for modeling nasal speech such as nasal stops and nasalized vowels. Previously, it has been shown that the use of probabilistic prior information such as smoothness priors can reduce the within-speaker variability of the vocal tract estimates. This model, however, lacked a representation of paranasal cavities and thus a model with a more complex branching structure is desirable. This raises the question of what prior information is necessary for physically plausible parameter estimates. Here, a model with one maxillary sinus is estimated. The sinus is parameterized in terms of its resonance using radius and angle in the z-plane, and the coupling area ratio. The probabilistic scheme mentioned above is used to estimate nasal stops /m/ and /n/ extracted from the TIMIT database. Different prior assumptions concerning resonance frequency, bandwidth, and coupling of the sinus to the nasal cavity are tested. Results show, on average, a better model fit for the model including the sinus. Further, prior assumptions are shown to have a large influence on the estimated resonance of the sinus. In particular, the lack of anatomically motivated assumptions about the bandwidth and/or the resonance frequency yields unrealistic estimates of these values.

Index Terms: nasal stops, paranasal cavities, parameter estimation, prior information

1. Introduction

The human vocal tract (VT) can be roughly understood as a nonuniform acoustical tube terminated by the glottis and the lips. At the velum the nasal tract is coupled to the vocal tract. Modulation of the cross section by velum, lips, jaw, and tongue produces different sounds. As a consequence, branched-tube speech production models are an appropriate representation for speech when the velum is lowered, e.g. nasal stops and nasalized vowels. These computational models have been investigated in some detail [1, 2], however the estimation of such models from speech signals still proves problematic due to the complex relation between the poles and the zeros in the transfer function of the model.

Recently, a probabilistic estimation method for a branched-tube model was introduced [3] that allows to include probabilistic prior information about the vocal tract in order to regularize the solution. Further, contrary to previous methods [2, 4], this new method estimates the VT parameters based on the spectral envelope without requiring an explicit estimation of a pole-zero model. The estimation method was used to estimate a vocal tract for nasal stops as introduced in [4] using a branched-tube model consisting of three segmented tubes representing the pharyngeal, oral, and nasal cavities. It was shown that the use of priors that enforce smoothness of the vocal tract can reduce the within-speaker variability across VT area function estimates without strongly affecting the estimation error. The three-tube model used, however, lacks a representation of the paranasal cavities, i.e. the maxillary, frontal, and sphenoidal sinuses which are thought to be important structures for the transmission characteristics of the nasal tract (see e.g. [5]). Hence, more elaborate models are required in order to get a better representation of the spectral envelope.

One way is to use models with multiple branching points allowing for a much more realistic model of the nasal cavity that includes paranasal cavities as well as the left and right nostrils. Such multi-branch models can be readily derived from basic three-tube units (see e.g. [2]) as long as branching points are limited to three joining tubes which is sufficient in most cases. Applying these models, however, significantly increases the complexity of the estimation. In particular, the question about which prior information to include in order to yield meaningful estimates of the vocal tract parameters seems to be even more pressing as there are many potential physical limitations, e.g. the small coupling area of the paranasal cavities compared to the nasal area [6, 7] or restrictions on the resonance frequencies [5, 7], that may need to be considered.

The aim of this study is to investigate the effect of prior assumptions about the paranasal cavities on the estimation of the acoustic parameters of these cavities and on the overall modeling error. To this end, different assumptions about resonance frequency and bandwidth of a single paranasal cavity and the coupling to the nasal cavity were adopted and these models were estimated using the model inversion scheme introduced in [3].

2. Methods

2.1. Three tubes

The most basic branched-tube model for nasal speech consists of three tubes having $L$, $M$, and $N$ segments representing the pharyngeal, nasal, and oral cavity, respectively. The three tubes are coupled at the velar junction. Using continuity conditions between the segments and at the coupling of the three branches, the forward volume velocity at the glottis $u^+_y$ is given in terms of the constant flow at the nostrils $u_n$ as

$$u^+_y = \frac{1}{M+L} \left( \frac{D^{+}_{M+L-1}(z)}{C^{+}_{N-1}(z) + D^{+}_{M+L-1}(z)} \right)_{u_n}$$

$$= E^{+}_{M+L-1}(z) + \mu_{M+L} E^{+}_{M+L-1}(z), \quad (1)$$

with $E^{+}_{M+L-1}(z)$ representing the forward and backward travelling wave at the glottal end of the pharyngeal tube. The trans-
The coupling matrix between oral and nasal emission. Models with multiple points of emission are not easier notation, scaling factors and the delay factor (see e.g. a typical damping term at the terminal end of the oral tract that can no longer be observed directly. They are, however, encoded in the "global" coupling matrix the roots of the denominator of the global transfer function (see Eqs. 1 to 4). As a consequence, the anti-resonances (i.e. zeros) of the main tract simply vanishes as it factors out in both, the numerator and the denominator of the global transfer function (the analog to $C^+_{N-1} + C^-_{N-1}$ in Eq. 1) is replaced by the flow $E^+_B(z) + E^-_B(z)$ at the left end of branch A₂. So instead of simple polynomials the coupling matrix now combines rational polynomials. In the above example we define the transfer function as the ratio between the flow at the right lower end of branch A₁ and the flow at the left end of branch B, i.e. branch A₁ belongs to the main tract. As the rational polynomials $E^+_B(z)$ are the input on the right side of the "global" coupling matrix the roots of the denominator of $E^+_B(z)$ (i.e. the roots of $C^+_{A_1}(z) + C^-_{A_1}(z)$) are preserved (Eqs. 1 and 2). However, in the case of branch A₂ which acts as a side tract (see Fig. 1) the zeros of the rational polynomial $E^+_B(z) + E^-_B(z)$, i.e. the resonances (poles) of branch A₂, become the zeros of the global tract. The denominator polynomial of $E^+_B(z)$ that represents the anti-resonances of branch A₂ simply vanishes as it factors out in both, the numerator and the denominator of the global transfer function (see Eqs. 1 to 4). As a consequence, the anti-resonances (i.e. zeros) of the main tract are preserved whereas the anti-resonances of the side tract can no longer be observed directly. They are, however, encoded in the resonances of the side tract. Of course, if e.g. the side tract is a simple tube, as will be the case here (Fig. 2), the side tract does not have any anti-resonances. Here, we only consider the case where tract A₂ is closed and hence does not emit sound. If A₂ is also open, the transfer function between the input and the emitting end of A₂ also needs to be calculated with the roles of A₁ and A₂ reversed.

2.3. Paranasal cavities

The paranasal cavities usually have a small coupling area and a comparatively large volume. Thus, a Helmholtz resonator
formation is included as Gaussian distributions, e.g. a smooth-a-priori assumptions about the vocal tract parameters. Prior in-

The estimation of the transfer function to the log of an estimate of the spectral envelope [10] based on the estimated pitch [11]. The estimation scheme fits the logarithm of the paranasal area to the total area at the branching point.

2.4. Estimation scheme

The details of the estimation scheme have been described previously in [3]. Briefly, the estimation scheme fits the logarithm of the paranasal pole pair in the pole-zero plane. This allows a simple restriction to a certain frequency range and bandwidth using e.g. values from the literature. The polynomial generated by the paranasal pole pair is transformed back into a three-segment tube [9] and the coupling area that influences the effect of the resonator on the poles of the vocal tract is estimated in terms of \( \nu \) i.e. the ratio of the paranasal area to the total area at the branching point.

2.5. A-priori assumptions

In [3] it was shown that mild smoothness assumptions about the vocal tract can decrease the within-speaker variance of the parameter estimates without strongly affecting the model error. It was found that a prior variance of \( \sigma^2 = 0.1 \) was the best setting and thus we will use this value for all experiments in this study. The objective of this study was to test the effect of different assumptions on the estimation of the resonances of the paranasal cavities. Thus, combinations of different restrictions are tested for a model containing a model of the maxillary sinus as a side branch to the nasal tract (Fig. 2) located at an anatomically motivated position [5, 6, 7] although it is important to note that the segment length of about 2 cm at 8000 Hz does not allow a very precise placement. First, the resonance frequency of the sinus is either restricted to lie between 300 and 1100 Hz [5] or to vary between 0 and 4 kHz. For the latter case, the prior expectation is either centered around zero with a certain variance defining the strength of the assumption. Gaussian priors imply that the model parameters are defined on the whole real line. As the reflection coefficients are limited to the interval \((-1, 1)\), the estimated parameters are a transformed version of the true reflection coefficient. The transformation is a simple sigmoidal mapping that maps the model parameters that were found that a prior variance of \( \sigma^2 = 0.1 \) was the best setting and thus we will use this value for all experiments in this study. The objective of this study was to test the effect of different assumptions on the estimation of the resonances of the paranasal cavities. Thus, combinations of different restrictions are tested for a model containing a model of the maxillary sinus as a side branch to the nasal tract (Fig. 2) located at an anatomically motivated position [5, 6, 7] although it is important to note that the segment length of about 2 cm at 8000 Hz does not allow a very precise placement. First, the resonance frequency of the sinus is either restricted to lie between 300 and 1100 Hz [5] or to vary between 0 and 4 kHz. For the latter case, the prior expectation is either centered around zero with a certain variance defining the strength of the assumption. Gaussian priors imply that the model parameters are defined on the whole real line. As the reflection coefficients are limited to the interval \((-1, 1)\), the estimated parameters are a transformed version of the true reflection coefficient. The transformation is a simple sigmoidal mapping that maps the model parameters that were found that a prior variance of \( \sigma^2 = 0.1 \) was the best setting and thus we will use this value for all experiments in this study. The objective of this study was to test the effect of different assumptions on the estimation of the resonances of the paranasal cavities. Thus, combinations of different restrictions are tested for a model containing a model of the maxillary sinus as a side branch to the nasal tract (Fig. 2) located at an anatomically motivated position [5, 6, 7] although it is important to note that the segment length of about 2 cm at 8000 Hz does not allow a very precise placement. First, the resonance frequency of the sinus is either restricted to lie between 300 and 1100 Hz [5] or to vary between 0 and 4 kHz. For the latter case, the prior expectation is either centered around zero with a certain variance defining the strength of the assumption.

![Figure 3: Location of the estimated poles of the sinus for a single speaker. The colors code the assumptions about the resonance frequency whereas the different panels show different assumptions about coupling area ratio \( \nu \) and bandwidth \( BW \) (left panels show low prior bandwidths, top panel shows small coupling areas of the sinus). The dotted lines mark 300 and 1100 Hz and the large symbols show the prior mean of frequency and bandwidth.](image-url)
as it is 3-4 times higher than reported [5]. Third, the coupling area ratio ν for the sinus is either set a-priori to 0.5 (symmetric coupling) or to a significantly lower value of 0.15 (asymmetric coupling) which is closer to observed values [6]. Again, the sigmoidal transformation was used to restrict the estimates to their respective valid regions.

2.6. Evaluation data

To test the different a-priori settings nasal stops /n/ and /m/ were taken from 36 speakers of dialect region 1 from the TIMIT database [13]. This amounted to a total of 619 utterances (234 were taken from 36 speakers of dialect region 1 from the TIMIT database). The comparison of the model including one sinus compared to the three-tube model (Figs. 3 and 4). In particular, the assumptions about the frequency range and the bandwidth affect the estimates of the paranasal cavity. An a-priori high bandwidth results in a much larger variation and higher values in the estimated bandwidth (Fig. 3). The effect of the assumptions about the frequency of the sinus is quite different. For the unrestricted frequency range the estimated frequencies lie much higher than what is to be expected for a maxillary sinus (red ‘o’ in both figures) even showing a slight bias towards frequencies above the prior value, i.e. 2 kHz. Setting the prior to a more realistic frequency (700 Hz) leads to a strong decrease of the estimated frequency (green ‘+’). The within-subject variance seems to be increased in both cases as compared to the restricted estimation, however, this is probably mostly due to the higher allowed range of frequencies. The effect of assumptions about coupling area ratio and bandwidth on the resonance frequency estimate is small compared to the effect of the frequency priors.

Comparing the simple three-tube model with the model including the sinus cavity shows that the RMS error is, on average, about 0.2 to 0.3 dB lower (Fig. 5) except for the case when the prior bandwidth is set high (i.e. the zero is a-priori assumed not to have a large influence on the transfer function) and the resonance frequency of the sinus is restricted to lie between 300 and 1100 Hz where the decrease in estimation error is less than 0.2 dB. Summarizing, the results show that, except for a high prior bandwidth, the prior assumptions have only a weak effect on the model error.

4. Discussion

Multi-branch models are powerful tools that allow to model a wide range of effects in the production of nasal speech. Their estimation, however, proves to be difficult simply due to the many degrees of freedom inherent in such models. Here, the effect of different prior assumptions for a paranasal cavity in a model for nasals was investigated with respect to the modeling error and the estimates of the resonance frequency and bandwidth of the paranasal cavity. This was done using a probabilistic model inversion scheme introduced previously.

The comparison of the model including one sinus compared to the three-tube model yielded a decrease in the overall estimation error that was only weakly dependent on the prior assumptions. From the results, however, it is clear that prior assumptions have a large influence on the estimated acoustic parameters of the paranasal cavity. In particular assumptions about the bandwidth and/or the resonance frequency yield quite different estimates of the these two quantities. In contrast, different assumptions about the coupling of the sinus that affects the resonances of the vocal tract model have, on average, only a comparatively small effect on the estimated acoustic parameters of the sinus.

Concluding, this study highlights the importance of adequate prior information in the estimation process of speech production models of nasal speech. A way to partially circumvent this problem may be to utilize the increased amount of data of multiple utterances via a joint estimation scheme. Preliminary data indicate a potential benefit, however, this approach needs to be investigated in more detail.

Figure 4: Frequency estimates for different prior settings for the resonance frequency and for a low prior bandwidth and a small coupling area (compare upper left panel in Fig. 3). Errorbars denote 1.96 times the standard error.

Figure 5: RMS error as a function of prior settings. Errorbars denote 1.96 times the standard error and blue dots show the RMS error for the simple three-tube model.
5. References


