Perception of Spontaneous Narrative Structure

Miguel Oliveira, Jr. 1, Regina Cruz 2, Ebson Wilkerson Silva 1

1 Faculdade de Letras, Universidade Federal de Alagoas, Brazil
2 Faculdade de Letras, Universidade Federal do Pará, Brazil
miguel@fale.ufal.br, regina@ufpa.br, ebswillk@gmail.com

Abstract

The present paper reports the results of a perceptual experiment that was conducted in order to find out to what extent native, untrained labelers can benefit from prosodic information present in spontaneous narratives so as to derive an underlying structure associated with them. Results from inter-rater agreements suggest that even when the lexical, syntactic, and semantic information of a narrative is blocked, labelers can still identify its underlying structure, which clearly indicates that listeners make substantial use of prosodic information in the task of identifying the structure of spontaneous narratives.

Index Terms: spontaneous narrative, structure, prosody, perception

1. Introduction

It’s often postulated that any type of discourse is formed by sets of utterances that have a coherent semantic relationship among them. In this view, discourse is considered to be a structure composed by arranged entities that preserve a similar orientation. The structure of written discourse is most often clear, owing to the use of typographical conventions, such as punctuation, and the organization of the text into paragraphs. Spoken discourse makes use of other mechanisms to signal its structure.

There is a vast scholarly work suggesting that one of the most important structuring devices in spoken discourse is prosody. Variation in pitch range ([1], [9], [23], [26]), pause duration ([5], [9], [25]), speech rate ([8], [11], [15], [21]), and amplitude ([1], [9], [10]) have all been studied, with some success, as potential correlates of discourse structure in speech.

In a large study that used spontaneous narratives told in Brazilian Portuguese as material for analysis, [17] demonstrated that some prosodic variables play a crucial role in structuring discourse, segmenting it into sections that are semantically independent.

Although there are already a considerable number of studies suggesting that speakers often use prosody to structure the flow of information in discourse, there is still very scarce evidence that such procedure is relevant from the point of view of perception. Most of the publications related to this type of research are focused on the Dutch and English languages. [4], for example, based on the analysis of a corpus of sentences read by three different speakers, tried to relate certain prosodic variables with the notion finality from the perspective of perception. Using an empirical unit called Perceptual Boundary Strength (or PBS), which is a measure used by the participants of the experiment to designate how strong they felt the juncture at each sentence boundary to be, he demonstrated that the higher values of the PBS, as judged by the participants on a 10-point scale, the greater the number of prosodic cues associated with that PBS.

[24] demonstrated that listeners not only systematically identify the end of a larger discourse unit, but are also able to predict when there is only one sentence to come or there is much more to come in a monologue. These results would suggest that the proposal that prosody is mainly used to indicate finality or continuity in discourse, as it has been often proposed ([11], [28]) is, perhaps too simplistic.

In order to test whether listeners’ judgments in perceptual experiments of prosody as a structuring device is influenced by lexical, syntactic and semantic information, [19] compared the results of an experiment conducted with normal, read-aloud speech with those derived from an experiment with delexicalized versions of the same speech material. The high correlation between the values of PBS in both experiments indicated that the perception of discourse structure is not biased by lexical, syntactic and semantic information available to the listeners. Prosody would thus be sufficient to derive the underlying structure spoken discourse.

The influence of prosody in the perception of discourse structure was also examined in [23], which, instead of using filtered speech for purposes of comparison, contrasted the results of experiments in different conditions. Two groups of participants were assembled: one that had access only to the transcript of the text under analysis and another that not only had access to the transcript, but also to the audio version of the text. The results of the comparison between these two conditions indicated that access to the speech material incurs into a greater agreement among participants with regard the structure of the text. This would imply that the prosodic information contained in the text makes its structure more transparent from a perceptual viewpoint.

[9] and [10] studied the association between the acoustic-prosodic variation and the structure of discourse through the prism of perception. Using an independent model of analysis, these authors examined the relationship between prosodic features and the structure of discourse based on the results of experiments conducted with participants who had access only to the transcription of spoken texts and participants who, in addition to transcription, had access to the recording of the transcribed text. They found a statistically significant association between aspects of the variation in tone, amplitude and temporal variables and the overall structure of the text under analysis. As in [23], it was observed that when participants have access to spoken version of the text, they can derive its underlying structure with greater success than when this material is not available to them, which suggests that...
listeners make significant use of prosodic information in the task of identifying the structure of texts (see also [18]).

The purpose of this study is to examine to what extent naive, untrained labelers can benefit from prosodic information present in spontaneous narrative to derive the underlying structure of this type of discourse. To this end, an experimental study that utilizes spontaneous narratives as stimuli was designed and carried out.

2. Methods

Four spontaneous/non-elicited narratives, told in the course of “spontaneous interviews” ([27]), were selected for this study. These narratives were presented to a total of 48 participants. The participants in this experiment were invited to participate in this study on a voluntary basis. None of them reported any hearing disability.

The task of the participants was to indicate the points in the narratives at which they thought that the speakers intended to mark as boundaries of communicative units. Each participant had access to a couple of examples of narratives segmented into communicative units, just as illustrations. No formal definition of what a "communicative unit" was presented and the participants were instructed to judge the boundaries of communication units in a purely subjective way.

Each narrative was presented to the participants under four different conditions. In one condition (C1), participants had access only to the transcript of the narrative (a transcription with no punctuation marks and no indication of a paragraph). They were asked to segment the narrative in the transcript, by indicating the communicative unit boundaries with a slash (/). In a second condition (C2), the transcript of the narrative accompanied by its audio was presented to the participants. Similarly, they were asked to segment the narrative in the transcription, by indicating the communicative unit boundaries with a slash (/). In a third condition (C3), only the audio version of the narrative was presented to the participant. After a first hearing, they were asked to indicate the communicative unit boundaries by pressing a key on a computer keyboard.

The narratives were randomized in such way that all four of them in different conditions appeared at least three times in each order of presentation (4 narratives x 4 conditions x 3 orders = 48 unique set of stimuli). In other words, each participant were exposed and responded to 4 stimuli.

Inter-rater agreement in the discourse and dialogue processing community used to be measured as the percentage of the cases on which coders agree ([6]). [2] argued that the Kappa coefficient of agreement ([3], [12]) should be used, because the percentage of times two coders agree with each other is not a meaningful measure, as it is obfuscated by chance agreement. For that reason, the de facto standard to evaluate inter-coder agreement in discourse and dialogue processing studies is now considered to be Kappa (K).

[14] propose the following as standards for strength of agreement for the kappa coefficient: 0 = poor, 0.01–0.20 = slight, 0.21–0.40 = fair, 0.41–0.60 = moderate, 0.61–0.80 = substantial and 0.81–1 = almost perfect. The dialogue processing community considers K > 0.7 as an indicator of substantial agreement ([7]).

In order to calculate the Kappa values for this study, all the narratives were divided into words; the end of each word was considered to be a potential boundary. So what we wanted to know was whether raters agreed on whether the end of each word corresponded to a narrative section or not.

3. Results

Figure 1 below shows the results of inter-rater agreement for each narrative in condition 1 (C1), where participants had access only to the transcripts of the narratives.

Figure 1: Kappa values for each narrative in Condition 1 (C1)

The results in Figure 1 clearly indicate that labelers agree in a statistically significant way on how narratives are segmented in terms of speakers’ intentions. These results are in accordance to what has already been reported in the literature.

Figure 2: Kappa values for each narrative in Condition 2 (C2)
Figure 2 above shows the results of inter-rater agreement for each narrative in condition 2 (C2), when they had access to both the transcripts and the audio of the narratives. [22] reported that inter-rater agreement tends to be slightly higher when subjects have access to the audio of the narratives. According to these authors, this happens as the result of the role prosody plays in the perception of narrative structure. The results displayed in Figure 2 do not replicate the tendency that was reported in [22]: two of the narratives actually have a smaller degree of inter-coder agreement in C2 if compared to C1. It should however be pointed out that while the difference between narratives that had a lower degree of inter-rater agreement in C2 differ only in 0.03 points, the difference between narratives that had a higher degree in inter-rater agreement in C2 differ in 0.07 points - a figure relatively higher.

Figure 3 below shows the results of inter-rater agreement for each narrative in condition 3 (C3), when they had access only to the audio of the narratives.

The results in Figure 3 are very homogeneous and show that labelers agree on a very significant level about the structure of spontaneous narratives when only the audio of the narratives are considered.

Finally, Figure 4 shows the results of inter-raters agreement for each narrative in condition 4 (C4), when they had access to a delexicalized version of the original audio of the narratives.

When exposed to a delexicalized version of a narrative, in which only the prosodic information remains intact, labelers agree to a very significant level on how narratives are structured. It should be pointed out that the highest kappa value from this experiment (0.93) was obtained in C4.

Figure 5 below gives a comparison of mean kappa values in each different condition that narratives were presented to labelers. It is interesting to notice that higher kappa values are associated to C3 and C4, i.e., to judgments that were made based solely on the audio version of the narratives.

4. Discussion and Conclusions

What the general results from inter-raters agreement on narrative structure reported here suggest is that naïve, untrained labelers can indeed consistently identify a discursive structure in spontaneous narratives. [22] had already demonstrated this with a corpus in which the informational content of its constituent parts was available to the labelers. This study takes one step further and shows that even when the lexical, syntactic, and semantic information of a narrative is blocked, making it unrecognizable, labelers can still identify its underlying structure. This clearly indicates that listeners make substantial use of prosodic information in the task of identifying the structure of spontaneous narratives.

Evidently prosody is not the only resource that people use in order to derive the underlying organization of narrative texts. Results of inter-rater agreement for narratives in Condition 1, which were presented without their corresponding sound version, demonstrate that the information content of narratives is sufficient for labelers to agree on an underlying structure of narratives. Prosody, in principal, would function as additional information to make this agreement even more strong. A number of papers ([4], [19], [23], [24]), including a pilot study that used the same stimuli as in the present study [22], have already demonstrated that this is the case. Although two of the narratives in the present study apparently contradict this finding - in that inter-rater agreement in Condition 1 for them were relatively higher than in Condition 2 -, a trend in this direction is still present in the data, if the results are considered in block (see Figure 5).

Perhaps, the most important finding in the present study is that prosodic information is sufficient for the identification of spontaneous narrative structure. This finding derives from the fact that listeners agree in a very systematic way on the segmentation of narratives when no lexical information is available to them (C4) in the perceptual experiment reported here. Previous works have already demonstrated that the perception of discourse structure is not biased by lexical, syntactic and semantic information available to the listeners ([10], [13], [19], [20], [25]). Most of these works, however, used read-aloud / elicited / non-spontaneous material. Furthermore, most of them dealt with either English or Dutch languages. What justifies the present study is the fact that it
utilizes spontaneous, non-elicited narratives told in Brazilian Portuguese. Although there is already an increasing amount of work dealing with prosodic aspects of Brazilian Portuguese and with the functions of prosody in spontaneous discourse, studies on prosody as a structuring device in Brazilian Portuguese spontaneous speech are still very scarce. The present paper stands thus as a contribution to this area of research.

A natural follow-up of this study will be an analysis of the prosodic features that are associated to perceptual boundary strengths (PBS) in different conditions of the narratives. [17], in a production study that used the same material that was utilized here, found that the boundaries occurring between major narratives units (narrative boundaries) are prosodically different from those that occur elsewhere. This was verified in terms of (i) pause occurrence and duration (pauses occur more frequently and are generally longer at narrative boundaries), (ii) pitch reset values (the difference in pitch range values between two adjacent clauses is higher at narrative boundaries) and (iii) boundary tones (low boundary tones usually occur at narrative boundaries).

It is a well-known fact that any study of prosodic aspects of speech should not only consider the production, but also the perception of this phenomenon. The relevance of prosody in the demarcation of discourse structure can only be fully validated after the consideration of their effectiveness from the perspective of perception. The present study is thus a first step toward this pursuit.

5. References


References