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Abstract  

           Automatic speaker recognition technology appears to have 
reached a sufficient level of maturity for realistic application in the 
field of forensic science.  However, there are key issues to be 
solved before the forensic community will accept its use as an 
investigative assistant or as evidence in actual criminal cases.  To 
assess the state of the technology, the Federal Bureau of 
Investigation (FBI) built a speech corpus that included multiple 
levels of increasing difficulty based on text-independence, channel-
independence, speaking mode, and speech duration.  An evaluation 
of multiple automatic speaker recognition programs indicated that a 
large GMM model-based recognition algorithm operating with 
features that are robust with respect to channel variations had the 
best performance.  In this paper we describe (1) the results of 
evaluations of the recognition performance produced by multiple 
participating research organizations, (2) The FBI’s initial Forensic 
Automatic Speaker Recognition (FASR) program based on these 
concepts, and  (3) a confidence measurement method to indicate 
the probabilistic certainty level of correctness of each recognition 
decision. We will also discuss the need and justification for input 
speech screening and pre-processing to improve the recognition 
performance of the FASR as applied in a real forensic environment. 

1. Introduction 
Over the past four decades, the FBI has applied the aural 

and spectrographic method to perform voice identification.  
Currently,  FBI Laboratory examiners perform voice identification 
by comparing recorded voice samples from an unknown speaker to 
a known set.  The two voice samples under comparison are  
required to be verbatim (text-dependent), and to have similar 
recording characteristics (transmission-dependent). In addition to 
these stringent requirements, a rigorous screening of the submitted 
evidential recording is conducted prior to the actual examination, 
thereby reducing the chance of making wrong identification 
decisions (match or no match).  Although it can provide 
meaningful assistance to the law enforcement community when 
performed properly with fair voice samples, this spectrographic 
analysis technique has only been used for investigative guidance 
and not as courtroom admissible evidence.  One obvious reason 
for not using the spectrographic method as a courtroom tool is that 
the technique is subjective and not conclusive.  A more serious 
shortfall of the spectrographic method stems from the lack of 
consistent error rates across different spectrographic studies.  
Major scientific studies on spectrographic voice identifications 
conducted from the 1960’s through 1980’s reported the wide range 
of error rates in the examiners’ performance [3, 4, 5].  

The results of a survey of 2,000 voice identifications 
made by FBI examiners under actual forensic conditions were 
published in 1986 [5].  Although the study reported very low error 
rates, it is more important to note that recognition decisions (either 
identification or elimination) were made in only 34.8% of the 
requested identification examinations, i.e., submitted voice 
samples in 1304 cases out of 2000, were determined to be 

inadequate to conduct voice comparisons. This paper describes a 
forensic automatic speaker recognition (FASR)1 system developed 
and implemented at the Federal Bureau of Investigation to assist in 
criminal investigations involving recorded voices.  The FASR was 
developed following an evaluation of multiple speaker recognition 
systems tested against the FBI’s forensic voice database that took 
place in the period of 1998 to 1999.  Originally twelve candidate 
systems were pre-selected: some were determined by forensic 
speaker identification market survey [1], and others were chosen 
among the participating organizations in the 1998 Speaker 
Recognition Evaluation Workshop, hosted by the National 
Institute of Standards and Technology [2].  Eventually, the 
following seven organizations participated in the FBI’s evaluation 
project.  (1)GTE/BBN Technologies, (2)Oregon Graduate Institute 
of Sciences and Technology, (3)Massachusetts Institute of 
Technology Lincoln Laboratory, (4)U.S. Air Force Research 
Laboratory, Rome, NY, (5)U.S. Air Force Research Laboratory, 
Wright Patterson, OH,  (6) Wagner Associates, and (7)T-Netix.  
The evaluation was conducted as a blind test, and the results from 
each participant were submitted to an impartial third party for 
scoring and analysis. Since the purpose of this evaluation was to 
assess the current state of the technology and not necessarily for 
the purpose of competition among systems, the results in this paper 
will be reported anonymously. 

The FASR is a transition from currently accepted voice 
analysis methods to a new technology that can address forensic 
criteria. The FASR described in this paper is an almost fully 
automated speaker recognition system that processes low-level 
acoustic signal information and applies a robust Gaussian Mixture 
Model (GMM).  As discussed in section 4 of this report, a speaker 
recognition system using a GMM classifier is shown to yield 
respectably high recognition performance with a text-independent 
database containing voices recorded under same-to-similar 
transmission systems (including carbon microphone vs. electret 
microphone).  However, the recognition performance degrades 
when the training and test voices are recorded using significantly 
different transmission systems.  Despite this degradation caused by 
channel mismatch, present day automatic speaker recognition 
systems appear to work reasonably well under general conditions.  
In order to gain court acceptance of evidence generated by an 
automatic speaker recognition system, or to bring it to a functional 
investigative tool, we believe that two important issues must be 
addressed.  The first is to attain the highest level of recognition 
performance for a given set of data conditions.  The second is to 
quantitatively characterize the system performance using a large 

                                                           
1 The system described in this proposal was jointly developed by 
the U.S. Air Force Research Laboratory, MIT Lincoln Laboratory, 
BAE Systems, and the Federal Bureau of Investigation in the 
period of 1998-2000.  However, comments and opinions are solely 
of the authors, and they do not formally  represent the position of  
the FBI, or any of the above listed agencies.  
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population of speakers tested over a representative set of realistic 
operating conditions 

2. Voice Database 
Although there are a number of speech corpora available for 

voice comparisons, many from LDC1, none are designed 
specifically to address the forensic conditions commonly 
encountered by the FBI and other law enforcement agencies in the 
U.S.A.  Four of the primary conditions of interest to the forensic 
community include variations in: 
• Speaking mode characteristics 
• Transmission channel characteristics 
• Usable speech duration 
• Recording session (variations over time) 
To address these concerns, the Forensic Voice Database for 
Automated Speaker Recognition was developed as a part of project 
CAVIS during 1985-1989, in cooperation with the Los Angeles 
County Sheriff’s Department, and with NIJ/DOJ Grant 85-IJ-CX-
0024.  This database contains all male speakers, and each speech 
sample contains a single speaker talking with a minimum of 
silence between words.   

The three modes of speaking that were used in the data 
collection phase included spontaneous (S), reading (R), and 
prescribed (P) speech.  In spontaneous speech mode, the speakers 
were shown 10 different slides, and then asked to talk for thirty 
seconds describing what the slide reminded him of.  In reading 
mode, the speakers were each given 10 different passages to read, 
for a duration of thirty seconds each.  The passages were different 
for each speaker.  In prescribed mode, the speakers were asked to 
repeat the same phrase 10 times.  Spontaneous and reading mode 
speech are text independent (TI) samples, and prescribed speech is 
text dependent (TD).  
 The four variations in transmission channels included a 
B&K model 4155 microphone (M), a standard police-type body 
wire consisting of a microphone and RF transmitter (B), an in-
house telephone (T), and a remote telephone (Tld).  During the 
laboratory data collection, the speakers were recorded 
simultaneously using the microphone, the in-house telephone, and 
the body wire on three channels of a Fostex model R8 reel-to-reel 
recorder.  For the long distance call-in data collection, 50 different 
speakers were asked to phone in from a remote site, and were 
recorded on one channel of the Fostex recorder. 
 All of the laboratory voice samples were collected on 
one day per person, which constituted one session.  The speakers 
provided ten samples each of spontaneous, reading, and prescribed 
speech.  The remote call-in data was collected in two sessions of 
five samples each, with a minimum of two months between the 
sessions.  No restrictions were made on telephone handset or 
phone line that was used.  The longer duration sessions (116 
second and 12 second files) were produced by concatenating voice 
samples 2 through 5, and samples 7 through 10.  This information 
is summarized in Table 1. 

In 1998, the analog tapes and one of the Fostex 
recorder/playback systems were recovered.  The tapes were played 
back and digitized at 16 KHz. and with 16-bit samples.  An Ithaco 
model 451 amplifier and a low pass elliptic filter with a cutoff 
frequency of 7500 Hz and 115 dB/octave roll-off were used prior 
to digitization.  The voice files were converted to both Microsoft 
WAV format and to NIST SPHERE format.  The SPHERE files 
have a 1024-byte ASCII header that conforms to the NIST 
SPHERE format, and use the .sph file ending.  

                                                           
1 Linguistic Data Consortium, University of Pennsylvania, 
http:\\www.ldc.upenn.edu/ 

Table 1: Voice Database Description 

Speaking 
Mode 

Text 
Dep. 

Length 
(sec) 

Trans. 
Mode 

Number 
Speakers 

Sessions/ 
Samples 

S TI 29 M,B,T 51 1 / 10 
S TI 116 M,B,T 51 1 / 2 
S TI 29 Tld 50 2 / 5 
S TI 116 Tld 50 2 / 1 
R TI 29 M,B,T 51 1 / 10 
R TI 116 M,B,T 51 1 / 2 
P TD 3 M,B,T 51 1 / 10 
P TD 12 M,B,T 51 1 / 2 

 

3. Evaluation and Results 
The goal of the FBI evaluation was to assess the 

technical maturity of current automatic speaker recognition 
systems, particularly for forensic applications. Most voice data that 
is brought in as evidence is not recorded under controlled 
conditions.  Therefore, the most interesting voice data is text 
independent and transmission channel independent.  Using the FBI 
voice database, multiple tests were designed according to four 
levels of difficulty.  The four levels of difficulty are a combination 
of text dependence and transmission channel dependence, where 
Level I is the most difficult, and Level IV is the easiest.  These 
four levels are summarized in Table 2 below.  

Table 2: The Four Levels of Difficulty 

Level of 
Difficulty 

Text 
Dependence 

Channel 
Dependence 

I Independent Independent 
II Dependent Independent 
III Independent Dependent 
IV Dependent Dependent 

 
File lists were developed to separate the voice database 

into a development set, a training set, and a test set.  For purposes 
of conducting a fair evaluation, all of the filenames were 
randomized.  Ground truth was provided only for the development 
set, which was relatively small and consisted of at most ten 
speakers.  We therefore allowed developers to use existing 
background models developed from other speech corpora, or to 
augment their models with the new development data.  The 
training set generally consisted of the first voice sample for each 
speaker.  The training set for concatenated voice files consisted of 
voice samples 2-5.  The test set consisted of voice samples 6-10, 
providing up to five files for each speaker.  Concatenated voice 
files for testing were generated from files 7-10.  The training and 
testing file lists originally divided the data files into 48 separate 
tests, broken down by level of difficulty, transmission channel, 
speaking mode, and file length.  Two of the tests involving text 
dependent reading mode were not used due to consistency 
problems.  These tests are shown in Table 3.  There are three test 
numbers listed per row in this table corresponding to the three 
transmission channels: microphone, telephone, and body wire 
respectively. 
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Table 3: Evaluation Test Description  

Level of 
Difficulty 

Test 
Number 

File Length 
(sec.) 

Speaking 
Mode 

I 1-3 29 S 
I 4-6 29 R 
I 7-9 4*29 S 
I 10-12 4*29 R 
II 1-3 3 P 
II 4-6 4*3 P 
III 1-3 29 S 
III 4-6 29 R 
III 7-9 4*29 S 
III 10-12 4*29 R 
IV 1-3 3 P 
IV 4-6 4*3 P 

 
As stated in the introduction, the FBI’s voice database 

was distributed to pre-selected system developers for evaluation 
purposes.  Due to funding limitations, only three developers ran 
the entire set of tests.  One developer ran only the text dependent 
tests.  The remaining developers only ran the first three tests for 
each of the four levels of difficulty.  Test scores were computed for 
both open set verification and closed set identification.  For open 
set verification, we computed the detection error trade-off (DET) 
curve for each of the possible 46 tests, and tabulated the equal 
error rate (EER), the false alarm rate for a fixed 10% miss rate, and 
the miss rate for a fixed 10% false alarm rate.  For comparison 
purposes, we only present the EER percentages of selected tests 
for three developers.   
 Tables 4 and 5 give the EER performance results for 
selected Level I and Level II (mismatched transmission channels) 
tests.  The resulting scores reflect the effect of channel 
normalization and robust processing used by different developers 
to generate the signal features.  Developers 1 and 2 used similar 
channel normalization techniques, but different features.  
According to these results, developers 3 and 4 did not use an 
adequate channel normalizer.  

Table 4: Level I Verification Performance, Spontaneous 
Speech, 29 Second Files 

Trans. Chan. 
TRN/TST 

Developer 1 
EER % 

Developer 2 
EER % 

Developer 3 
EER % 

M/T 5.6 11.9 46.6 
M/B 8.3 16.0 35.3 
T/M 8.2 12.4 45.9 
T/B 9.9 15.3 48.0 
B/M 9.8 21.1 37.1 
B/T 11.5 16.0 40.6 

Table 5: Level II Verification Performance,   Prescribed 
Speech, 3 Second Files  

Trans. Chan. 
TRN/TST 

Developer 1 
EER % 

Developer 2 
EER % 

Developer 4 
EER % 

M/T 8.1 14.1 40.0 
M/B 5.5 9.5 40.1 
T/M 7.7 15.3 35.3 
T/B 7.6 23.3 37.3 
B/M 11.1 7.8 30.0 
B/T 16.0 17.1 36.7 

 
Table 6 shows the EER performance results for selected Level III 
(same channel, text independent) tests.  All developers had similar 

results for the laboratory controlled voice data, but they all showed 
a significant decrease in performance for the remote call-in data.  
Although the remote call-in data was all telephone speech, there 
was a mismatch in the handsets, a mismatch in the telephone lines, 
and a variation in sessions between the training and test sets. These 
mismatches between training and testing files, which are 
commonly encountered in forensic voice cases, contributed to the 
significant decrease in performance compared to matched channel 
conditions.  

Table 6: Level III Verification Performance, Spontaneous 
Speech, 30 Second Files 

Trans. Chan. 
TRN/TST 

Developer 1 
EER % 

Developer 2 
EER % 

Developer 3 
EER % 

M/M 1.3 1.7 3.9 
T/T 1.1 1.1 5.1 
B/B 3.5 4.0 6.3 

Tld/Tld 13.8 --- 37.4 
 

 
Table 7 shows the EER performance results for the Level 

IV (same channel, text dependent) tests.  The decrease in 
performance from Level III is possibly due to a ten times decrease 
in file length. 

Table 7: Level IV Verification Performance, Prescribed 
Speech, 3 Second Files 

Trans. Chan. 
TRN/TST 

Developer 1 
EER % 

Developer 2 
EER % 

Developer 4 
EER % 

M/M 4.4 3.3 1.1 
T/T 3.3 10.0 10.5 
B/B 8.9 6.3 17.9 

 
Detection error tradeoff (DET) curves are shown for one 

set of Level I and Level III tests.  DET curves show the detection 
system performance in terms of the false alarm rate verses the 
probability of a missed detection.  DET curves allow an operator 
to select an operating point based on the possible Type I and Type 
II error rates or minimum Bayes’ risk criteria.  Figure 1 shows the 
DET curves from Developer 1 for one set of Level I tests.  The 
speaker models were generated from in-house telephone data and 
the 29 second  spontaneous speech samples.  Six curves are shown 
for the different combinations of microphone and body wire 
channels paired with spontaneous, reading, and prescribed 
speaking modes.  The most significant difference was the increase 
in error rate due to the 3 second test file lengths. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: DET Curve for Level I Test Performance 
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Figure 2 shows the DET curves from Developer 1 for 
one set of Level III tests.  The speaker models were generated 
from in-house telephone data and the 29 second spontaneous 
speech samples.  Six curves are shown for the different 
combinations of file length (3, 29, and 116 second), paired with 
spontaneous, reading, and prescribed speaking modes.  Again, the 
most significant difference was the increase in error rate due to the 
3 second test file lengths.  The increased file length, created by 
concatenating four files together, generally did not improve the 
results, and in some cases gave a decrease in performance. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2: DET Curve for Level III Test Performance 

 
          For closed set identification, we computed the Rank 1 
performance (the percentage of correct ID for the closest match) 
and the Rank 3 performance (the percentage of correct ID for the 
top three matches).  Table 8 shows the Level I identification 
performance for one set of tests.  The speaker models were 
generated from in-house telephone data and 29 seconds of 
spontaneous speech.  Results are shown for test files with 
spontaneous, reading, and prescribed speech mode data.  These 
results confirm the Level I verification scores and the DET curve 
results:  the highest performance scores result from similar training 
and testing file conditions, and channel normalization is very 
important to use in automated speaker recognition. 

Table 8: Level I Identification Performance, Various 
Speaking Modes and File Lengths 

Trans. 
Trn/Tst 

Speech 
Trn/Tst 

Length 
Trn/Tst 

Dev. 1 
% 

Dev. 2 
% 

Dev. 5 
% 

T/M S/S 29/29 85.6 67.5 5.7 
T/M S/R 29/29 67.1 51.7 7.0 
T/M S/P 29/3 38.2 7.4 0.0 

 
 
 Table 9 shows the Level III identification performance 
results for telephone speech and the three different speaking 
modes.  All developers had similar and very high performance for 
29 seconds of data and voice samples recorded under similar 
conditions.  However, there was a significant decrease in 
performance for the 3 second test files and the remote call-in voice 
samples. 

 

Table 9: Level III Identification Performance, Various 
Speaking Modes and File Lengths 

Trans. 
Trn/Tst 

Speech 
Trn/Tst 

Length 
Trn/Tst 

Dev. 1 
% 

Dev. 2 
% 

Dev. 5 
% 

T/T S/S 29/29 100.0 99.9 97.5 
T/T S/R 29/29 97.0 98.0 92.6 
T/T S/P 29/3 53.6 42.2 50.0 

Tld/Tld S/S 29/29 58.3 --- 30.0 
 

4. FASR Overview 
Although the state of the automatic speaker recognition 

technology has reached a certain level of maturity, an integrated 
package capable of fully addressing the FBI’s analysis 
requirements has not previously been available.  In order to 
continue further research and testing, a prototype FASR has been 
developed. with concepts and algorithms drawn from the results of 
this evaluation   The FASR is a PC based stand-alone workstation 
with an extremely efficient Graphical User Interface.  The system 
supports various fundamental operations, such as analog-to-digital 
and digital-to-analog conversions, produces signal and 
spectrographic displays, and performs manual and automatic 
segmentation and labeling.  FASR can detect and remove 
interfering tones, and can compute several speech quality 
measures such as an estimate of the signal to noise ratio for each 
input file, the usable speech duration, and the effective usable 
frequency bandwidth.  FASR currently supports three databases 
designed specifically for test files, speaker models, and 
background models.  FASR can perform speaker verification and 
speaker identification for both single test cases and for batch 
evaluations, and outputs a log likelihood ratio score and a 
confidence measurement associated with each recognition 
decision.  The confidence measure is based on an estimate of the 
posterior probability for a given set of conditional testing 
conditions, and normalizes the score to a range from 0 to 100 
percent.  The speaker recognition algorithm extracts features based 
on Mel cepstral coefficients, estimates and removes linear channel 
effects using cepstral mean subtraction or RASTA filtering [7,8].  
The recognition engine is a Gaussian Mixture Model that outputs 
the log likelihood ratio of the test signal compared with a 
Universal Background Model (UBM)[6].  Currently the FASR 
uses male, female, and gender independent background models 
generated from the Switchboard II Phase III data set (NIST 
Evaluation 99). Overall recognition of the system has been 
confirmed to be comparable to that reported by the highest 
performing system evaluated against the FBI’s voice database. 
 

5. Confidence Measures 
FASR is currently designed to compare a test voice sample against 
a set of speaker models with known identity.  The GMM classifier 
outputs a log likelihood ratio score, one for each speaker model, 
and a positive detection indicator if the score value exceeds a 
threshold.  The detection threshold is chosen so as to minimize the 
Bayes’ risk, and is based on the analysis of the true and impostor 
scores from a large population of voice samples collected under 
similar recording conditions.  The decision rule that minimizes the 
Bayes’ risk is defined as [9] 
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where C10 is the cost of a false alarm, C01 is the cost of a missed 
detection, C00 is the cost of a correct null hypothesis decision, and 
C11 is the cost of a correct speaker decision.  In a forensic 
application, the cost of falsely accusing someone (false alarm) is 
much higher than that of a false dismissal (missed detection), and 
in general the cost functions obey the following: C10 > C01 and C00 
= C11 .  A decision rule based on the Bayes’ risk criterion is a good 
guideline for automated true/false detection.  However, an analyst 
reviewing the results needs a standardized output score that 
provides a measure of confidence in an automatic decision that two 
voice samples are produced by the same individual.  To address 
this need, FASR incorporates a confidence measure (CM) derived 
from the probability density functions of true and false scores for 
each background model [10].  To compute the CM, we use Bayes’ 
Rule, and then derived a compact linear function that represents the 
confidence measure. The simplest form of confidence measure, 
based only on the output scores of a log likelihood ratio detector, is 
the posterior probability [11,12].  The Bayesian confidence 
measure for a set of True and False scores is given by:  
 

( ) ( ) ( )
( ) ( ) ( ) ( )FFTT

TT
T HxPHPHxPHP

HxPHPxHP
||

||
+

=            (2) 

 
where x is the detector output score.  A simulated example is 
shown in Figure 3, where the distribution of False scores is 
Normal(0,.35), the distribution of True scores is Normal(1,0.35), 
and the test score is 0.7.  The resulting confidence score, assuming 
equal priors, is 84.6% 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3: Simulated Example of Confidence Measures 

 
Assuming that the shape of the True and False distributions are 
Normal, the shape of the confidence measure curve can be 
accurately modeled using the logistic function, given by 
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The logistic function has the desirable property that its range is 
restricted to the interval (0,1), therefore can be easily linearized.  

In the case of confidence measures, the mean response E(Y) is a 
probability, and can be denoted by p. If we make the logistic 
transformation: 
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then we obtain: 
 

Xp 10 ββ +=′ .              (5) 
 
The linear model is then computed by solving for the parameters 
β0 and β1 using a least squares pseudo inverse.  Now we have a 
linear function that represents a measure of confidence for the 
given False and True distributions.  If we have a test score and 
want to compute the confidence, we first compute the linear model 
confidence score: 
 

.* 10 ββ ScoreMC +=′              (6) 
 
The confidence value for this score is then computed as follows: 
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For evaluation purposes, the FBI has developed the score 
distributions and their associated confidence measures for three 
models derived from the NIST 1999 evaluation.  These models are 
for a balanced mixture of electret and carbon-button telephone 
handsets, and include a gender dependent male model, a gender 
dependent female model, and a gender independent model.  The 
DET curves for these three models are shown in Figure 4, and the 
equal error rates are given in Table 10.  Finally, the False/True 
distributions and the resulting confidence measure curve are 
shown in Figure 5. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4: DET Curve for Male, Female, and Gender 
Independent Models 

 

Table 10: Gender Dependent Model Performance 

BKG Model EER % EER Threshold 
Male Bal 14.96 -0.05 
Female Bal 13.68 -0.05 
Gender Indep Bal 15.44 0.001 
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Figure 5: False/True Distributions and Confidence Curve 
for Male Balanced Model 

 
One immediate criticism of the Bayes’ model is what 

prior probabilities should be used [13].  The NIST evaluations 
used ten impostors for every speaker model, and the FBI 
evaluation used forty.  Since the FBI is currently interested in 
speaker verification where the decision is based on comparing one 
test sample with one speaker model, we shall assume for now that 
the priors are equal.  For the speech analyst, equal priors give the 
intuitive result that the equal error rate provides the 50% 
confidence level.  Other decision cost functions, prior 
probabilities, and output score mappings are possible, but must be 
documented for later review and justification. 

6. Discussions 
Currently, automatic speaker recognition technology 

does not provide results, especially when used under forensic 
conditions.  Because of the dynamic nature of the human speech 
production mechanism and the many factors influencing the 
recorded voice sounds, this technology may never reach a 
performance accuracy of 100 percent.  Given these limitations, we 
may never be able to claim with absolute certainty that two voice 
samples are the same based solely on the results of an automatic 
recognizer.  The question that arises in a forensic case is what 
requirements will be imposed by the judicial system in order to 
allow voice recognition results as admissible evidence.  In 1993, 
the U.S. Supreme Court outlined in Daubert [14] the standard for 
federal courts to use in determining the admissibility of scientific 
evidence. In light of the technical evaluation results reported in 
this paper and the court standards set forth in the Daubert ruling, it 
is possible that the FASR can become a useful investigative tool 
pending further studies and improvement.  Several ideas for 
improvement to the FASR system are listed below. 

 
1. Improve on existing channel normalization techniques. 
2. Integrate automatic or manual pre-screening of input speech 

samples based upon signal quality and duration. 
3. Provide for a no decision rule when signal quality or duration 

does not meet preset conditions. 
4. Address the issue of using different background models for  

detected differences in the voice samples.  

5. Integrate higher levels of information, such as supra-
segmental features, into the decision making process [6]. 

7. Conclusions 
The FBI has developed and implemented a PC-based 

forensic automatic speaker recognizer (FASR).  This system has an 
efficient user interface, and incorporates robust speaker 
recognition algorithms.  The system has been extensively tested on 
current standard (NIST) voice recognition datasets, as well as 
voice datasets designed specifically for forensic applications.  
FASR primarily implements speaker verification using gender 
dependent background models.  The outputs of the system include 
a log likelihood ratio score, a True/False decision, and a measure 
of confidence based on statistics with known error rates generated 
from large sample populations. 
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