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Abstract 
The Bayesian information criterion (BIC) is a model selection 
criterion that has previously been applied to speaker 
segmentation of broadcast news by several researchers.  The 
BIC approach treats speaker segmentation as a model 
selection problem.  As the BIC requires the estimation of the 
sample covariance matrix, its performance tends to deteriorate 
as the speaker-turn duration decreases.  It is well known that 
the BIC does not perform well on short segments, making the 
BIC inappropriate for conversational speech. 
 
In this paper, we estimate the hyperparameters of a prior 
distribution from a disjoint set of speakers and use the prior 
information to adapt the maximum a-posteriori distribution of 
the BIC.  We show that this results in improved performance 
for a conversational telephone-speech corpus. 

1. Introduction 
Speaker segmentation is the process of determining where 
speakers engaged in a conversation start and end their turns.  
The ability to provide a correct segmentation of a set of 
unknown speakers has application in numerous speech 
processing tasks such as speaker-adapted speech recognition, 
speaker detection, and speaker identification. 

Recently, segmentation methods related to model-
selection criteria based upon the Bayesian information 
criterion (BIC) have been proposed [1-4].  These techniques 
have been shown to work well on long-duration segments, but 
due to their dependence upon the sample covariance, their 
performance deteriorates on short duration segments such as 
those found in conversational speech. 

In this work, we use an empirical Bayes framework to 
provide maximum a-posteriori (MAP) adaptation of the BIC 
sample covariance estimators.   Section 2 provides a brief 
overview of existing work in this area.  Section 3 describes 
the MAP adaptation.  Section 4 describes the corpora and 
experiments, and section 5 provides a summary of our results. 

 

2. Background 
Efforts in speaker segmentation have been broadly 
characterized by Chen and Gopalkrishnan [1] as falling into 
three categories.  In the first category, segmentation is guided 
by the output of a speech recognizer where the decoder 
provides an initial segmentation.  Pauses detected by the 
decoder are used to form the initial segments, and are 
followed by further analysis of the identified segments.  The 
second category consists of segmentation by models 
constructed for specific acoustic classes, and is limited to the 
set of classes identified by the implementer.  Finally, 
partitions using the maximum of distance metrics (e.g. 

symmetric Kullback-Leibler (KL2) or generalized likelihood 
ratios) of neighboring regions have been proposed.  Examples 
of systems using each of these techniques can be found in [1].   

A sampling of subsequent work along these lines includes 
a generalized likelihood ratio approach for two-speaker 
conversations by Adami et al. [5], the use of multiple time 
resolution KL2 distances by Meinedo et al. [6], and hybrid 
approaches.  One such hybrid approach was proposed by  
Kemp et al. [7].  A first stage  segmented the audio stream by 
likelihood ratio distances and a second stage performed a 
resegmentation with models constructed from the first-stage 
segments.   

Chen and Gopalkrishnan [1] were the first to propose the 
use of the BIC to perform audio segmentation.  The BIC is 
similar to the metric-based systems, but is a model-selection 
method.  Given a model Mj for a data set X={x1, x2, ..., xN}, 
xi∈ℜ

d, the BIC of that model is: 
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where λ=1, L(X|Mj) denotes the likelihood of X given model 
Mj, and kj denotes the number of parameters in Mj.  The model 
which is said to best fit the data is the model which 
maximizes the BIC.  In the special case of a two alternative 
hypothesis, this degenerates to the following rule: 
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where ∆BIC=BIC(X,M1) -  BIC(X, M2).  In [1], the one and 
two speaker hypotheses were assumed to be represented by 
one or two Gaussian distributions respectively.  Let xi be a 
hypothetical change point at time i in a data set.  Thus, the 
change in BIC at point xi is ∆BICi: 
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where Σ , 1Σ , and 2Σ represent the determinants of the 

sample covariance matrices for X, {x1,...,xi},  and {xi+1, ..., xN} 
respectively.  P is a penalty term based upon the number of 
model parameters (mean and symmetric covariance matrices) 
and data size: 
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and λ is the penalty weight.  When ∆BICi>0, the two speaker 
scenario is more likely.  Detection was accomplished by 
slowly increasing the size of a window on the HUB 1997 
evaluation data.  For each window, ∆BICi was computed for 
each point in the window.    When multiple change points 
were predicted the maximal one was selected.  In cases where 
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no ∆BICi was > 0, the region was expanded by a fixed 
number of observations and the BIC was recalculated for each 
point in the region of interest.  Each time a change point is 
detected, the window is restarted.  This results in a quadratic-
time complexity for the search algorithm.  It should be noted 
that the BIC detects any type of acoustic change, not only 
those caused by speakers.   

A shortfall of the algorithm of [1] is that when a segment 
is missed, it contaminates the statistics of the next proposed 
segment.  Tritschler and Gopinath [3] proposed improvements 
to address issues of accuracy on short segments and speed.  
When a boundary had been recently detected, the window was 
extended by a larger number of observations.  On larger 
windows, ∆BICi  was not computed for small i as it was 
unlikely that change points would be detected near the 
beginning of the window.   

Two hybrid techniques similar to [7] both use the BIC as 
a second-stage detector.  Delacourt and Wellekens [2] used 
generalized likelihood ratios followed by use of the BIC.  
Zhou and Hansen [4] proposed using different BIC metrics 
for their first and second stages.  In the first stage, a BIC was 
constructed from a T2 statistic that was less accurate, but 
much cheaper to evaluate.  The second stage explored 
promising candidates using the form of equation . (3)

Our work is an extension of the BIC technique proposed 
by Chen and Gopalkrishnan [1].  We differ from the cited 
works in that we use prior information from an independent 
pool of speakers to provide robust statistical estimates for the 
models of unknown speakers.  We also show that the BIC can 
be used effectively with a fixed segment length, eliminating 
the aforementioned quadratic search. 

3. Bayesian Adaptation 
In Bayesian techniques, model parameters of a distribution 
are modified by the probability of the model parameter 
occurring.  That is, instead of considering L(X|M), we 
consider L(X|M)L(M|η) where L(M|η) denotes the likelihood 
of a given set of model parameters.  The term L(M|η) is called 
the prior distribution of M and the parameters of its 
distribution are represented by η and called hyperparameters.  
The posterior distribution is then given by [8]:   
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In Bayesian statistics, it is common to use conjugate 
priors, prior distributions that have the property such that for 
the selected data model the posterior distribution is of the 
same family as the prior.  If the distributional form of 
L(M|X,η) can be determined, a sufficient statistic of the 
distribution can be used to provide a point estimate for the 
model M.  When the mode of the posterior distribution is 
used, we call the point the maximum a-posteriori probability 
(MAP) estimator.  We can think of the MAP estimator as a 
balance between the observed data and the prior information.  
As the amount of observed information grows, our reliance on 
the prior information diminishes.  Given enough data, 
Bayesian estimates converge to the maximum likelihood 
estimate, but in situations where the quantity of data is small, 
they have frequently been shown to provide better estimates. 

If the estimate of the prior distribution is from data which 
is similar to the data which will be estimated, this is called an 
empirical Bayes estimate.  Gauvain and Lee [9] were the first 

to apply empirical Bayes techniques to speech recognition 
tasks.  They outlined an application of the maximum a-
posteriori adaptation technique to a Gaussian mixture model.  
Their work follows the description of DeGroot [10] and has 
been widely cited.   

As previously described, the BIC does not perform well 
on short data segments where the sample statistics are too 
small to be robust.  MAP adaptation of the models used in the 
likelihood estimates is designed to compensate for inadequate 
sampling. 

3.1. MAP point estimates 

While it is possible to adapt Gaussians with full covariance 
matrices, in this set of experiments we restrict ourselves to 
diagonal ones.  Our application uses Mel-filtered cepstral 
coefficients which are well known to be reasonably 
independent.  This reduces the amount of computation, the 
number of model parameters, and permits a simpler MAP 
adaptation.  Throughout this section, we will denote a 
univariate normal distribution with mean M and precision R 
as n(M, R).  The precision R is used for convenience and is 
the inverse of the variance.  The restriction to diagonal 
covariance matrices permits us to adapt the distributions on a 
component by component basis.  In addition we will denote a 
gamma distribution with parameters α and β as Γ(α, β). 

It can be shown [10] that if X is independent and 
identically distributed as n(M, R) with a joint prior 
distribution of M and R which satisfies R ~ Γ(α, β) and M|R=r 
~ n(µ, rτ) where -∞< µ <∞, and τ, α, β> 0, then the joint 
posterior distribution of M and R is 
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Consequently, if we can estimate the hyperparameters α, β, 
and τ, we can use the mode of the marginal posterior 
distribution of R|X as our MAP estimate. 

3.2. Prior estimation 

For the prior estimation, we require speech features from a 
disjoint set of S speakers.  Each group of feature vectors Xj, 
1≤j≤S contains vectors from a single speaker.  For each set, 
the sample mean sµ̂

µµ ˆ,

and precision  is estimated.  The 
means and precisions of these two statistics are subsequently 

estimated:  , and .  The method of moments 

can be used [9] to estimate the hyperparameters of the prior 
distribution of R.  Γ(α, β) has a mean of α/β and a precision of 
α/β2.  Solution of these two equations with the sample 
statistics produces: 

sR̂

RRµµ
ˆ,ˆ RR̂
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In order to estimate τ, we need to exploit the marginal prior 
distribution of M which is known to have a noncentral t 
distribution of 2α degrees of freedom, location parameter µ, 
and precision1 ατ/β [10].  The variance of such a non-central t 

distribution is )1(
1

−= ατ
β

µR , so we estimate τ as: 
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This completes the estimation of the hyperparameters.  Using  
 and the hyperparameter estimates,  we now have an 

estimate for the posterior distribution R|X.  The MAP-adapted 
variance is simply the inverse of the mode of the posterior 
distribution of the marginal precision R: 

(7)
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Consequently, the mode of the posterior variance Σ is: 
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3.3. Employment of the MAP-adapted BIC 

In the MAP-adapted BIC, the change in BIC (3) is computed 
nearly as before.  The major differences are that the mode 
point estimate of the variance (11) for each component is used 
in place of the sample estimates and the penalty term needs to 
be adjusted.  As we assume that the off diagonals of the 
covariance matrix are zero, the number of model parameters 
is reduced, and the penalty term of equation (3) must be 
adjusted for the reduced number of parameters: 

 NdNddP loglog)(2
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4. Methodology and experiments 
We selected 104 conversations from the SPIDRE corpus 

[11] as the experimental database.  Each conversation 
contains about 5 minutes of spontaneous conversational 
speech with a suggested topic, and the total duration is 8 
hours and 35 minutes of unendpointed speech.  The 
conversation has been transmitted across the public telephone 
network (8 kHz,  8-bit µ-law encoding) and we simulate a 
single channel by summing the two channels after converting 
to a 16 bit linear encoding.  Features are drawn from the 
speech by framing the data into 20 ms windows advanced 
every 10 ms.  A Hamming window is applied to each frame 
before Mel cepstral analysis using 24 Mel-spaced filters [12].  
The Mel filters only cover the telephone bandwidth of 200 to 
3500 Hz [13].  Coefficients C1-C11 are used for recognition, 

and the energy C0 is used in a preprocessing step described 
later in this section. 

The SPIDRE corpus provides word-aligned transcriptions 
which are used to determine the location of “true” change 
points.  As there are some errors in these transcriptions, it is 
possible for a correctly detected change point to be counted as 
an erroneous one, but in general the transcriptions can be 
judged to be sound.  The transcription files are analyzed to 
record three types of change point regions:  speaker change, 
speaker overlap where two speakers talk simultaneously, and 
speaker pause (silence of >150 ms. before the same speaker 
continues).  Each region has a starting and ending time.  We 
judge a detected change point to be correct if it is within 0.2 s. 
of the beginning or end of a change point recorded in the 
transcription database.  Multiple change points detected 
within a single change point region are not counted as errors.  
We define the error rate as the percentage of missed change 
points based upon the change points recorded in the database.  
The false positive rate is the percentage of the test points 
misclassified as change points with respect to all test points 
which were not change points.  The error and false positive 
rates are summarized in equations (13) and (14) where CP 
denotes change point. 

100
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Although the BIC is in theory a threshold-free measure, 
the λ value of the penalty  can be set to values other than 1, 
and has the effect of shifting the resulting BIC curve higher or 
lower, in essence providing a threshold.  We set λ=1.2, a 
value in between that of [1] and [3].   

(3)

As previously noted, the standard BIC computation adds 
feature vectors to the window being analyzed incrementally, 
and a missed change point can influence detection of the 
following change point.  After preliminary experiments not 
reported here, we opted to use the more standard fixed-size 
sliding window protocol of Gish and Schmidt [14].  The 
entire window is used for the single-speaker hypothesis, and 
split for the two speaker hypothesis.  Unlike [14], we use 
overlapping windows as we are interested in determining 
change points as opposed to speaker identity and non-
overlapping windows would not provide the granularity 
required. 

Window sizes of 0.25, 0.50, 0.75, 1, 1.5, and 2 s. were 
evaluated.  The left side of the window was situated at the 
start of the conversation and ∆BIC  was computed repeatedly 
after 50 ms shifts.  The resulting ∆BIC curve was smoothed 
with a low pass filter designed to cut out peaks which 
occurred more than 3 times per second.  The value 3 was 
decided upon as we believe that this is the maximum number 
of speaker change points that one would expect in a second.  
This filtering step permitted the use of a simple peak picking 
algorithm which considered a point on the ∆BIC curve a peak 
if it was larger than its immediate neighbors and greater than 
zero. 

                                                           In addition, our preliminary experiments noted that 
regions of brief silence had a tendency to reduce the 1 The precision of a t distribution is not the inverse of the 

variance. 



Window 
All 

Categories 
Speaker 
Change 

Speaker 
Overlap 

Speaker 
Pause 

False 
Positive 

Sec. BIC 
MAP 
BIC BIC 

MAP 
BIC BIC 

MAP 
BIC BIC 

MAP 
BIC BIC 

MAP 
BIC 

0.25 4.78 3.04 7.55 5.79 8.91 6.68 2.92 1.21 13.51 14.26 
0.50 5.38 2.23 7.52 4.55 5.06 6.28 4.10 0.65 13.81 14.07 
0.75 5.68 3.72 8.01 7.07 11.74 9.92 4.01 1.43 11.58 11.88 
1.00 6.53 5.90 10.09 10.78 17.61 17.21 3.90 2.46 10.52 10.43 
2.50 8.30 8.47 11.86 12.87 20.24 22.06 5.62 5.21 9.99 9.91 
2.00 9.64 9.40 13.84 14.08 18.42 23.89 6.71 5.95 9.96 9.77 

Table 1 – Comparison of error and false positive rates.  The effect of varying the fixed-length hypothesis window is shown 
for the BIC and the MAP-adapted BIC with respect to different categories of acoustic events. 
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Figure 1 - Error Rate for all tracked types of change 
points.  Shows BIC vs. MAP-adapted BIC for varying 
fixed-length hypothesis windows. 

Figure 3 - Speaker change point error rate:  BIC vs. 
MAP-adapted BIC for detection of speaker change 
using  varying fixed-length hypothesis windows. 
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Figure 4 - Overlap error rate:  BIC vs. MAP-adapted 
error rate for detecting speaker overlap for varying fixed-
length hypothesis windows. 

Figure 2 - False Positive Rate:  BIC vs. MAP-adapted 
BIC for varying fixed-length hypothesis windows. 
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Figure 5 - Speaker Pause error rate:  BIC vs. MAP-
adapted BIC error rate with respect to known 
occurrences of a speaker pausing for longer than 150 
ms and then continuing for varying fixed-length 
hypothesis windows 

  BIC 
MAP 
BIC Endpointer

All categories 4.78 2.23 56.37
Change points 7.55 4.55 68.21
Overlap 8.91 6.28 94.13
Pause 2.92 0.65 47.56
False Positives 13.51 14.07 0.09

Table 2- Comparison of BIC performance with 0.25 s. 
fixed-length hypothesis window, MAP-adapted BIC 
with 0.5 s. fixed-length hypothesis window, and using 
pauses detected by the NIST SPQA 2.3 endpointer. 

effectiveness of either the BIC or MAP-adapted BIC.   
Consequently, we evaluated the effect of using C0 to remove a 
percentage of the lowest energy frames.  Removing the lowest 
10% of the frames offered a modest reduction in the error and 
false positive rates.  All experiments except the comparison of 
endpointer-based detection (described later in this section) are 
computed after removing the lowest 10% of the energy 
frames. 

The prior statistics are estimated using 80 endpointed 
single channel conversations from the Switchboard 2 corpus, 
which was collected under conditions similar to SPIDRE.  
The sample mean and variances are computed for each 
conversation and the hyperparameters are computed as 
specified in section 3.2. 

Table 1 reports the error rates for varying hypothesis 
window lengths, and figures 1-5 show these results 
graphically.  Overall, the best performance for the BIC was 
with a 0.25 s. hypothesis widow and the MAP-adapted BIC 
with a 0.5 s. hypothesis window.  As the two speaker 
hypothesis splits the hypothesis window in two, this implies 
that acoustic events as short as one half the window length 
have the possibility of being detected.  It should be noted that 
while we make our comparisons using the best window 
lengths for the BIC and MAP-adapted BIC, for shorter 
window lengths, the MAP-adapted BIC consistently 
outperforms the unadapted BIC for detecting speaker changes 
and short pauses. 

Figures 1 and 2 show the overall error and false positive 
rates for the BIC and MAP-adapted BIC on the 
aforementioned subset of the SPIDRE corpus.  As can be 
seen, the BIC outperforms the MAP-adapted BIC when 
longer hypothesis windows are used.  As the hypothesis 
window size decreases, the system begins to detect short-
duration acoustic events and the error rate falls.  In the case of 
the BIC, the ability to detect more rapid acoustic events may 
be mitigated by decreased accuracy of the model estimators 
due to the lack of training data.  The prior information 
provides more robust variance estimators for the MAP-
adapted BIC and permits the detection of acoustic 
changepoints that the BIC misses using the same amount of 
data.  At the best operating point of a 0.5 s. hypothesis 
window, the MAP-adapted BIC has an error rate of 2.23%, a 
53% relative reduction over the error rate produced with the 
best unadapted BIC (0.25 sec., 4.8%).  The false positive rates 
of both the BIC and the MAP-adapted BIC are similar, 
ranging from about 10-14%.  While this would not be 
acceptable in a real-time application, the relatively pure 
segments (containing one speaker each) can be subsequently 
processed by a clustering algorithm such as the one proposed 
in [1] and are acceptable for non real-time applications.  It 
should be noted that as the BIC detects acoustic changes, not 
merely speaker changes, some of these false positives can be 
attributed to real acoustic events (e.g. children in the 
background) whose time indices are not noted in the 
transcription database. 

Figures 3-5 compare the error rates of the BIC vs. MAP-
adapted BIC with respect to the detection of change points, 
speaker overlap, and short pause.  Except in the case of 
speaker overlap, the MAP-adapted BIC offers superior 
performance.  In the speaker overlap case, the BIC 
outperforms the MAP-adapted BIC by about 20% when 
considering the best overall hypothesis window lengths for 
each method.  This is not surprising as the prior information 
never models situations where speakers overlap.  For speaker 
change point and pause detection, the MAP-adapted BIC 
offers a 39% and 78% improvement respectively when using 
0.5 s. hypothesis window over the BIC with a 0.25 s. 
hypothesis window. 

Table 2 compares the performance of the best BIC and 
MAP-adapted BIC with the hypotheses obtained using 
Kubala’s endpointer distributed in the US National Institute of 
Standards and Technology’s version 2.3 speech quality 
assurance package (NIST SPQA) [15].  Both the BIC and 
MAP-adapted BIC compare favorably with the use of 
endpoint detection except in the category of false positives.  

5. Summary 
We have introduced a novel technique which produces a 
speaker segmentation with low error rate by using prior 
information and performing a point estimate of the posterior 
distribution.  It is over a third more effective at determining 
speaker change points when compared to an unadapted BIC, 
even when the speech duration is extremely short, as is 
frequently the case in conversational speech.  It also 
demonstrates the ability to effectively detect brief pauses with 
an over three-quarter reduction in error rate.  Speaker overlap, 
which was not modeled in the prior data, is the only tracked 
change point where the MAP-adapted BIC did not outperform 
the BIC with a nearly one quarter increase in error rate when 
considering the best overall hypothesis window lengths.  In 



the future, we may consider methods to address this issue 
using overlapping prior data. 

The false positive rates of either method are high (11.5-
14% when hypothesis window lengths are less than 1 s.), but 
it has been noted in [1] that it is preferable to produce shorter 
segments of high purity than longer segments containing 
multiple speakers.  Although spurious segments are produced, 
they are of high purity and have the potential to be merged 
using segment clustering techniques that are beyond the scope 
of this paper.  Future work will concentrate on reducing the 
number of false positives, most likely through improved peak 
selection.   In addition, we will consider a multivariate MAP 
adaptation using the Wishart distribution, the multivariate 
form of the Gamma distribution. 
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