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ABSTRACT

In this paper, a novel architecture is proposed for the speech
recognition component in a reading tutor. Decoding starts
with an unconstrained phoneme recogniser that produces a
phoneme lattice. Next, the best path in the lattice is looked for
based on a phoneme level finite state transducer that models
the words in the sentence to be read and that includes solu-
tions for expected reading miscues and for unexpected events
and disfluencies. An advantage of the architecture is its mod-
ularity as the first module is a generic phoneme recogniser
while the second contains all task specific information. More-
over, the intermediate phoneme lattice adds flexibility to the
system as lattice re-scoring allows, at an early stage of recog-
nition, the incorporation of elaborate acoustic features that
don’t fit in a typical HMM-based recogniser, for instance seg-
ment based features. Experiments with the proposed system
show favorable reading miscue detection and false alarm rates
compared to the state-of-the-art systems described in the liter-
ature. In addition we introduce an efficient VTLN system that
avoids delays in the recognition which would be incompatible
with the immediate feedback often needed in a reading tutor.
Using the VTLN, the acoustic modelling for children between
5 and 11 years old could be improved considerably.

1. INTRODUCTION

While commercial reading tutors have existed for many years
now, typically the role of speech recognition in such sys-
tems is still rather modest. There are two main tasks for a
recogniser in a reading tutor. First it should track the child’s
progress while reading, and therefore align the sentence that is
to be read with the uttered speech, so that the tutor can high-
light the word that should be read, or use speech synthesis
to give reading cues. Second, given the alignment, it should
detect and classify the reading miscues, so that the tutor can
provide reliable error analyses and appropriate feedback. The
fact that the speech is uttered by (often very) young children
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makes these tasks particularly hard: the articulation capabili-
ties of young children are still rather weak hence the intrinsic
speech variation is large. Moreover the tracking should be ex-
ecuted in real time and the same holds in some cases for the
feedback. In this paper we investigate a suitable VTLN sys-
tem which shows significant improvements for acoustic mod-
elling in matched conditions (meaning that both training and
testing material are taken from a database with children be-
tween 5 and 11 years old). As the sentence that should be read
is known in a reading tutor, the task of the recogniser in the tu-
tor seems to be easy. However in practice the variation in pos-
sible utterances by the child is very large for several reasons.
While reading, the child will skip words or re-read part of
the sentence, just like (but more frequently than) for instance
news readers. Moreover, as in spontaneous speech, disfluen-
cies like filled pauses or broken off words will disrupt the nor-
mal course of reading. More specifically for the reading tutor,
the child will make errors in the grapheme to phoneme con-
version, and it can use reading strategies like spelling (letter
by letter or syllable by syllable) or guessing (producing a new
sentence that is only semantically related). Several research
groups are investigating the incorporation of speech recogni-
tion in reading tutors [1, 2, 3, 4] and show promising progress
in their recent publications.

This paper proposes a novel, two-layered architecture for
the speech recognition component in a reading tutor. In the
first layer an unconstrained phoneme recogniser generates a
phoneme lattice, and only in the second layer are the task
specific lexicon and language model applied to find the best
path in this lattice. The task specific information, i.e. the sen-
tence to be read, is modelled by a finite state transducer that
incorporates expected reading miscues and solutions for dis-
fluencies in general. From the above, an important advantage
of the proposed modular architecture is obvious: the second
layer gathers the task specific information while the phoneme
recogniser is a generic module that can be used in other recog-
nition tasks. This architecture was in fact developed in the
FLaVoR project 1, in which it is used for general large vocab-
ulary continuous speech recognition. This development fits in
the recent rich transcription paradigm: the phoneme lattice,

1http://www.esat.kuleuven.be/psi/spraak/projects/FLaVoR
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Fig. 1. Recogniser in reading tutors: proposed system architecture

which may be complemented with other acoustical features,
enriches the word string recognition result. More information
on the use of the architecture in large vocabulary recognition
can be found in [5]. Also other applications can be envisaged,
for instance broadcast news transcription (if the news reader’s
prompt is known, this task is very similar to the reading tutor)
or recognition of natural, spontaneous speech. In both cases,
the problems state-of-the-art recognisers have concerning dis-
fluencies like broken off words can be approached in the same
way as in the proposed system for a reading tutor.

The paper is structured as follows: in section 2, the pro-
posed recogniser architecture is described. Next the different
experiments can be found in section 3: the phoneme recog-
niser is evaluated for feature extractions without and with the
implemented VTLN, the working of the two-layered architec-
ture is demonstrated, and the reading miscue detection exper-
iments are presented. Finally in section 4 some conclusions
and ideas for future work are given.

2. SYSTEM ARCHITECTURE

The proposed recognition system architecture consists of two
layers. The first layer is a phoneme recogniser which out-
puts a phoneme lattice. Note that during the reading, partial
phoneme lattices are produced with low latency in a streaming
mode (this is needed for tracking). The second layer uses a
lexicon (phonetic transcription of the words) and a language
model (modelling the word sequences) to select an optimal

path in the phoneme lattice. An overview of the proposed ar-
chitecture for the specific case of a reading tutor is given in
figure 1.

The first layer, the phoneme recogniser, is in principle task
independent. The acoustic models and the phoneme sequence
model (typically an N-gram) can be general models for the
language involved. In practice the models can be tuned to
the task, e.g. in our case the acoustic models are trained on
children’s speech (though unrelated to the tutor setting).

Since the sentence that should be read is known in a read-
ing tutor, we opted for a finite state transducer (FST) to pro-
duce a detailed model for the lexicon and the possible word
sequences. The FST used is a composed FST: the word FSTs
(top right in figure 1) and the garbage FST (middle right) are
inserted at the right places in the sentence FST (bottom right).
The Dutch sentence in the example is De tafel is rood (The ta-
ble is red).

The idea is to model explicitly all expected, frequent read-
ing miscues and to augment this with general phoneme loops
(the garbage FST) both between expected words and replac-
ing each expected word. The use of a garbage model is needed
to cope with the unavoidable unexpected miscues. Typically
a cost is associated to a phoneme loop for starting it. Using
an accurate model for the frequent reading miscues (relying
on garbage models only would be an alternative) has several
advantages: it improves detection of the modelled miscues, it
provides a classification of the miscue type (this is typically
needed for appropriate feedback to the child), and it simplifies



the alignment between the uttered speech and the sentence to
be read, for instance by avoiding, in most cases, that the sys-
tem decodes the input as a sequence of phoneme loops.

In our current setup, two expected reading miscues are in-
cluded. First, in the word FSTs, arcs are added from any node
to the start when silence is observed (silence in our acous-
tic modelling stands for a combination of real silence and
speaker noises e.g. from breathing). This copes with partially
read words when the child restarts the word to try again. Note
that the phoneme skipping arc in the word FST example in fig-
ure 1 refers to the second allowed pronunciation of the word.
This way the system can handle pronunciation variation, for
instance due to the speaking style or due to the child’s regional
accent. Second, in the sentence FST, extra arcs are added for
skipping and for repeating words. Obviously other expected
miscues can be added easily, for example the words that are
sometimes read instead of the correct one, as predicted by the
rote or extrapolative models [2], can be added to the word
FST.

Comparing the proposed architecture with other state-of-
the-art recognition systems in a reading tutor [4, 1] imme-
diately shows one major difference: these systems use word
units in the first recognition pass. An important problem in
such a setup is to account for unexpected speech: this speech
will be transcribed in function of (or as a sequence of) the
known units. Therefore in these systems, effort is put into
the prediction and modelling of all miscues (hoping to avoid
unexpected speech), and in [4] the set of word units is aug-
mented with the available (automatically defined) syllables.
Still rather low miscue detection rates are reported. This may
indicate that for a word that is read incorrectly (for instance in
one phoneme), none of the implemented alternate unit strings
corresponds to the phoneme string that was uttered, and there-
fore the word itself may still have the highest probability so
that the miscue is not detected.

In the proposed architecture, a general phoneme loop copes
with the unexpected speech, so any phoneme string that was
uttered can be recognised. It should be noted that, from the
theoretical point of view, the phoneme loops can also be im-
plemented in a system with word units in the first recognition
pass. When the same expected reading miscues and the same
sentence FST are implemented, this should even produce the
same results as the two-layered architecture, at least for a suf-
ficiently large beam search. In practice however, this system
may be too time (or memory) consuming as every phoneme
loop can be started at any point in time. It is shown below
that the proposed two-layered system is running easily in real
time. Moreover the two-layered architecture has other impor-
tant advantages. First, as mentioned before, is the genericity
of the first layer due to the modular design. Second is the fact
that the intermediate phoneme lattice adds flexibility to the
architecture: the lattice can for instance be re-scored using
acoustic features that can not be integrated in HMM-based
recognition systems, for example segment based features.

3. EXPERIMENTS

3.1. Database, Acoustic Modelling, VTLN

The experiments in this paper are based on a read speech
database in Dutch, recorded at 16 kHz sampling rate. Chil-
dren aged between 5 and 11 years read different sentences.
The database consists of 22 hours of speech in total from 400
children, distributed equally by age 2. The database was orig-
inally meant for plain acoustic modelling, not for evaluating
systems related to a reading tutor. About 80% of the chil-
dren is used as training speaker, the remaining 20% is used
for evaluation.

Based on all 18 hours of training data, cross word con-
text dependent acoustic models are estimated with 1400 tied
(HMM) states and 16000 tied gaussian distributions in total.
More information about the acoustic modelling can be found
in [6]. A straightforward Mel-spectrum based signal process-
ing scheme was adhered to, including spectral mean subtrac-
tion and discriminant analysis. In the experiments, two sig-
nal processing schemes will be compared: without and with
VTLN (Vocal Tract Length Normalisation).

Some attention must be paid to the VTLN method used
in a reading tutor. Several methods described in the literature
delay decoding or even multiply decoding time and are there-
fore incompatible with the tracking task in a reading tutor. In
this paper we used a VTLN method that estimates a warping
factor based on the incoming data at virtually no cost, this way
also avoiding the need for a priori knowledge (age or height of
the child). In the experiments, the model training and testing
conditions were matched. So we estimated two acoustic mod-
els, one without and one with VTLN, and during the training
of the models with VTLN the same warping factor estimation
method was used as during the testing.

In short the VTLN method works as follows. Two age
groups are defined: Lower Primary (LP, 5 to 8 year old chil-
dren), and Higher Primary (HP, 9 to 11 year). The speech
of each group is modelled by means of a mixture of gaussians
(GMM) with the Mel-cepstrum as features. Frame likelihoods
for frame i are denoted as GLP (i) and GHP (i). From a seg-
ment containing n speech frames (an energy based speech de-
tector is used), the a posteriori probability that the speaker
belongs to age group LP can be approximated by

n/ND

√

√

√

√

n
∏

i=1

GLP (i)

after scaling this value and the corresponding value for age
group HP so that they add up to 1. In fact the total segment
likelihood is calculated, and the root is used to counteract the
frame dependency in speech. The constant ND can be in-
terpreted as the number of independent observations in the
segment.

2One exception: there are only few 5 year old children as in Flanders,
most children learn to read at age 6.
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Fig. 2. Distribution of estimated vocal tract lengths

Furthermore, for each group, a target warping factor is
set. Then the warping factor for a segment of data can be
calculated as the weighted sum of both target warping fac-
tors, the weight being the approximated a posteriori probabil-
ity that the segment belongs to the corresponding age group.
We observed that after only a few speech frames in a sentence,
the warping factor estimate converges. In the literature, other
VTLN schemes can be found in which the warping factor is
also estimated based on likelihoods for general speech mod-
els, e.g. [7]. However to the knowledge of the authors, the
warping factor estimation method proposed in this paper has
not been published before.

For the experiments below, the target warping factors were
set to 1.2 (LP) and 1.0 (HP). The constant ND is set to 2, for
this value the estimated warping factors are distributed for the
two age groups as shown in figure 2. It can be seen that while
the targets differ by 20%, the peaks in the distributions are
separated by only about 8%.

3.2. Phoneme Recognition Results

In this section the phoneme recogniser, first layer in the pro-
posed architecture, is assessed. In addition to the context de-
pendent acoustic models detailed above, a phoneme sequence
model is needed for this recogniser. Therefore a trigram model
was estimated from a forced alignment (allowing a choice be-
tween multiple pronunciations) on a 6 hour database of read
speech (in Dutch) by adults.

Two test sets are made by taking the correctly read sen-
tences from the test sets with 6 and 9 year old children. The
reference phonetic transcription is found by a forced align-
ment, given the orthographic transcription and the lexicon
with phonetic transcriptions, using the same acoustic model
as used in the test. This of course creates a positive bias on

age 6 age 9
no VTLN 34.8% 23.4%
with VTLN 33.0% 21.4%

Table 1. Phoneme error rates for different models

the results, but the aim is to provide a fair comparison be-
tween different acoustic models. Note that this positive bias
may be cancelled out by the negative bias that is due to inac-
curacies in the orthography and lexicon.

The phoneme error rates (PhER, with an error defined as
a substitution, deletion or insertion) for the two test sets are
given in table 1, both for acoustic models without and with
VTLN.

Children of age 6 are clearly more difficult to recognise
than the older children, even for correctly read sentences. This
is a known fact, it is not only attributed to the more diffi-
cult signal analysis of the higher pitched speech, but also to
a weaker articulation by younger children and (in particular
for this database) to the larger tendency towards dialectic pro-
nunciation.

Using the proposed VTLN improves the result signifi-
cantly by about 2% absolute, or by 7% relative. It was es-
tablished that estimating the acoustic models based on only
training data from the correct age or age group does not pro-
duce the same positive effect as VTLN, the result actually
deteriorates. However the main reason for this is the fact that
a smaller training database leads to smaller acoustic models.

For the results in table 1, the control parameters in the
beam search are set such that the system runs 5 times faster
than real time on a mainstream (single) processor computer.
Investigating more hypotheses in the search, as will be done
in the experiments below, does not improve the single best
results assessed in this section.

3.3. Discussion of the Two-layered Architecture

The experiment described in this section analyses the behaviour
of the two-layered architecture. The same test sets and ref-
erence phonetic transcriptions are used as in the phoneme
recognition experiments in the previous section. Since all sen-
tences are read correctly, the additions to the word and sen-
tence FSTs for expected reading miscues are not used. How-
ever the phoneme loops for garbage modelling (both for in-
sertions between words and for replacing words) are needed
for two reasons: the phoneme recognition system produces
errors, and the composed FST contains errors (due to errors
in the orthography, due to assimilation or very fast speech,
...).

As a result of our current choice for the cost associated
with the use of a phoneme loop, the system will always pre-
fer taking a word FST if it can find a correct phonetic tran-
scription in the phoneme lattice. This is of course highly



test set: age 6
no VTLN with VTLN

dens PhER FArate dens PhER FArate
small 3.0 16.1% 21.0% 2.9 13.6% 18.5%
medium 5.0 9.8% 12.3% 4.8 8.6% 10.7%
large 8.5 6.1% 6.8% 8.4 4.9% 5.8%
very l. 16.7 3.0% 2.9% 16.4 2.1% 2.2%

test set: age 9
no VTLN with VTLN

dens PhER FArate dens PhER FArate
small 2.6 9.2% 14.4% 2.6 7.9% 12.6%
medium 4.2 5.6% 8.3% 4.1 4.9% 7.1%
large 7.2 3.1% 4.3% 7.1 2.6% 3.3%
very l. 14.6 1.5% 1.8% 14.5 0.9% 0.9%

Table 2. Phoneme error rate and false alarm (FA) rate for dif-
ferent phoneme lattice densities (dens), acoustic models and
test sets

dependent on the number of hypotheses investigated in the
phoneme recogniser, thus on the average phoneme density in
the phoneme lattice (this number can be compared to 40, the
number of different phonemes).

In table 2, results are given for acoustic models without
and with VTLN for different average phoneme lattice densi-
ties, called small, medium, large, and very large. The false
alarm rate corresponds to the number of times a phoneme
loop is taken (this is always a false miscue detection as the
sentences are read correctly). As the reference phonetic tran-
scription is the result of a forced alignment using the same
acoustic model as used during the test, the errors that con-
tribute to the phoneme error rate are found solely when the
phoneme loops are taken. For these parts of the sentence the
expected phoneme error rate is of course the one given in ta-
ble 1.

It can be seen in table 2 that even for a very large phoneme
density in the lattice, the garbage models are still needed. Lis-
tening to the audio pointed out that many of these cases can
be attributed to causes like a vivid prosody, signal clipping,
deleted phonemes (though the word was classified as being
read correctly), or a terrible cold. Comparing both acoustic
models in this experiment, we can see that the VTLN im-
proves the result for an equal lattice density by between 10%
and 20% relatively (or even more for the very large density
case). While the small, medium and large density lattice can
be produced 5, 4 and 2 times faster than real time respectively,
the very large system is a little slower than real time (on av-
erage, so for many speakers it is too slow). The search with
the composed FST in the phoneme lattice typically takes only
10% of the time needed to produce the lattice itself.

3.4. Analysis of Miscue Detection

For this section of the experiments, the test sets consist solely
of the sentences which contain reading miscues. As this test
set is rather small for age 9 alone, it is combined with the cor-
responding test sets for age 10 and 11. In the database, the
sentences are transcribed by existing Dutch words (to which
a phonetic transcription is added in case of a reading miscue),
and by phoneme strings for inserted garbage. Since no tags
for the type of reading miscue were available (the database
was developed for acoustic modelling in general, not for a
reading tutor application), tags were added manually as fol-
lows. The idea is that the sentence consists of the real words,
and inserted garbage. The real words are tagged as either cor-
rectly read or incorrectly read. The insertions are tagged as
partially read words (in this case the correct word follows),
as word repetitions (so here the reparandum is considered
as an insertion), or as garbage phoneme strings. Incorrectly
read words and all types of inserted garbage are considered
as reading miscues by the child. The reading miscue rate is
17.6% in the test set for age 6 and 13.2% for the 9 to 11 year
old children. Note that speaker sounds like breathing are not
considered here: in our architecture the silence model should
cope with them. Due to the original aim of the database, not
all cases of skipped words occur, e.g. there are no broken off
sentences. As skipping words occurs infrequently compared
to the other reading miscues anyway [3], this problem was not
dealt with in the presented experiment (so arcs in the sentence
FST for skipping words are not used).

The advantage of using the described tags for real words
and insertions is that, in combination with the proposed ar-
chitecture with an FST, the alignment of the reference tran-
scription and the recognition result (thus also the recognition
system analysis) becomes relatively easy. In table 3 the mis-
cue detection and false alarm rates are given for the different
lattice densities, acoustic models, and test sets. Both rates
are defined as in [2]: the miscue detection rate is defined as
the number of miscues correctly detected divided by the to-
tal number of miscues the child made, the false alarm rate as
the number of words erroneously flagged as read incorrectly
divided by the total number of words the child read correctly.

From the table we can see that in most test cases, the ap-
plication of VTLN again improves the results. Given the high
false alarm rates for the fast systems, these only seem to be ap-
plicable for the tracking task. Note that they may still be use-
ful in a real time analysis to tag for instance 10% of the words
which are then post processed by a very large lattice system.
Moreover several post processing steps proposed in the liter-
ature may be applied, for instance allowing small differences
between the correct and the recognised phoneme string.

The miscue detection and false alarm rates in table 3 com-
pare favorably to the values reported recently for other state-
of-the-art systems [1, 3]. At about a 3% false alarm rate,
miscue detection rates are comparable (best results reported



test set: age 6
no VTLN with VTLN

MDrate FArate MDrate FArate
small 63.0% 19.5% 65.2% 18.1%
medium 63.0% 11.6% 73.9% 12.6%
large 60.9% 7.0% 69.6% 5.1%
very l. 63.0% 0.9% 71.7% 0.5%

test set: age 9 to 11
no VTLN with VTLN

MDrate FArate MDrate FArate
small 83.1% 9.1% 83.1% 8.4%
medium 83.1% 4.2% 81.5% 3.3%
large 83.1% 1.9% 76.9% 2.1%
very l. 78.5% 0.7% 80.0% 0.5%

Table 3. Miscue detection (MD) and false alarm (FA) rates
for different lattice densities, acoustic models and test sets

are 56% and 67% respectively). However these systems de-
scribed in the literature seem to be incapable of producing
low false alarm rates (region 0% to 1%) at a reasonable mis-
cue detection rate. As explained in section 2 this may be due
to the lack of phoneme loops in these systems. It should be
noted that comparing the systems is rather tricky as none of
the systems uses the same test data, e.g. the age of the chil-
dren is critical and may differ, and the language involved may
also matter.

More detailed analyses about the classification of the dif-
ferent miscues are typically not given in the literature, it is
even argued in [3] that such a classification task is too hard
given the quality of current acoustic models. An exception is
the investigation of partially read words in [4], where a mis-
cue detection rate of (only) about 15% is found for a false
alarm rate of 0.3%. Using the proposed two-layered architec-
ture with large lattice density, 82% of the partially read words
can be detected (on average for ages 6 and 9 to 11) with a
false alarm rate on the correctly read words of 0.5%.

4. CONCLUSIONS

In this paper, a novel, two-layered architecture is proposed for
the recognition component in a reading tutor. An unrestricted
phoneme recogniser in the first layer results in a phoneme lat-
tice, in which the optimal path is found by applying a detailed
FST in the second layer. The FST models the sentence to be
read including expected reading miscues and phoneme loops
for unexpected garbage. The reading miscue detection and
false alarm rates obtained with the system compare well to
other state-of-the-art systems described in the literature. We
also showed for acoustic models based on data from 5 to 11
year old children, that the use of the proposed efficient VTLN
technique results in significant improvements.

Our future research on the topic, as part of the SPACE
project 3, will be to exploit fully the flexibility of the pro-
posed architecture. This includes improvements in the acous-
tic modelling of the system for instance by re-scoring the
intermediate phoneme lattice using elaborate (e.g. segment
based) acoustic features, and the development of a more ac-
curate model for predicting the expected reading miscues.
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