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Abstract
This paper presents a novel unsupervised calibration framework
of word confidence measures for automatic speech recognition.
It makes it possible to improve the quality of confidence mea-
sures in situations where the training of parametric models is
hindered by a lack of human-labeled in-domain data. The pro-
posed method calibrates confidence scores by utilizing recog-
nition results stored in deployed systems rather than human-
labeled data. In order to stabilize correct/incorrect decision
of words, the confidence score of the target word is calibrated
based on the confidence scores of identical words, called “ex-
amples,” found in the stored recognition results. The confidence
scores of examples are weighted according to the importance of
each example, and the calibrated confidence score of the tar-
get word is calculated as the importance weighted average of
the scores of the examples. The importance of each example is
determined by context similarity between the target word and
the example. Experiments confirm that the proposed calibra-
tion method can improve the correct/incorrect decision of rec-
ognized words compared to word posterior probabilities and the
conventional calibration method on the unknown domain call
center task.
Index Terms: speech recognition, confidence measure, exam-
ple, context similarity

1. Introduction
Automatic speech recognition (ASR) applications that extract
useful information from masses of stored speech data, such as
call center recordings or consumer videos on the Web, are be-
ing deployed. We are researching information extraction from
call center recordings [1]. To extract information reliably, han-
dling the recognition errors present in the transcripts generated
by ASR is an important issue.

Several studies have reported that confidence measures of
the recognizer outputs can be used to improve the performance
of information extraction [2, 3]. The accuracy of opinion extrac-
tion from call center recordings is increased by the simple rejec-
tion of unreliable transcripts which can be achieved by thresh-
olding the confidence scores [2]. The confidence weighted TF-
IDF (term frequency-inverse document frequency) offers good
performance for keyword extraction from consumer videos [3].
The quality of confidence measures is a foundation of these
techniques and a critical factor in the further success of such
approaches. This paper improves the quality of confidence mea-
sures of recognized words.

Many confidence estimation techniques have been pro-
posed [4, 5]. The word posterior probability [6] is widely used
as a basic confidence score that can be obtained without any
parametric models. To improve the quality of confidence mea-

sures, the post-processing step that refines the raw confidence
scores output from the ASR engine, called “confidence calibra-
tion” in [7], is being actively investigated [7-11]. These meth-
ods refine the confidence scores by using discriminative mod-
els that combine many features related to the calibration target
word [8], and its context (i.e. linguistic information around the
target word) [7, 9-11]. If in-domain training data of the dis-
criminative models, which requires labeling each word in the
ASR transcripts as either correct or incorrect, is available, these
methods can greatly improve the quality of confidence mea-
sures. However, in practice the systems will be deployed to
many call centers with different domains (conversation topics),
and it is impractical to create human-labeled training data for
each center due to the cost. The discriminative models trained
for different call centers cannot yield good performance since
the linguistic features depend on the topics of the centers. While
a domain-independent approach based on training data cluster-
ing and model selection has been proposed [12], the method still
requires a lot of training data covering many domains so that the
initial version can handle the model variation expected.

To improve the quality of confidence measures without la-
beled training data, we propose a novel framework of com-
pletely unsupervised confidence calibration. The proposed ap-
proach calibrates word confidence scores by using the confi-
dence scores of identical words, called “examples,” found in
the recognition results stored in each deployed system instead
of the discriminative models trained by labeled training data.
Our proposal makes it possible to improve the confidence mea-
sure quality against unknown domain data without the cost of
creating human-labeled training data at all.

This paper is organized as follows. Section 2 details the
proposed confidence calibration method. Experimental condi-
tions and results are presented in Section 3, and Section 4 con-
cludes this paper.

2. Example-based unsupervised confidence
calibration

2.1. Basic idea

Our main idea is that the correct/incorrect decision of a target
recognized word is made more reliable by using the confidence
scores of identical words rather than using just the target’s score.
Generally, misrecognized words don’t occur randomly and tend
to have typical contexts (prior and post words) as do correct
words. Therefore, identical words that have similar contexts
tend to be correct (or incorrect) to the same degree. We focus
on this and attempt to utilize this tendency in order to improve
the confidence scores.

We call words that are identical to the target word “ex-
amples.” Examples can be extracted from recognition results
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Figure 1: Flow chart of proposed confidence calibration.

stored in deployed systems. Among the many examples ex-
isting in the stored recognition results, those that have similar
context to that of the target word, “similar examples,” are most
important. The importance of each example is determined by
the context similarity between the target word and the exam-
ple. Since similar examples tend to be correct or incorrect to
the same degree, the confidence scores of the similar examples
are biased high when the target word is correct, and low when
the target is incorrect.

By using the mean of the confidence scores of similar ex-
amples, the correct/incorrect decision is made more reliable.
The variance of uncalibrated confidence scores is large, and that
makes the correct/incorrect decision by a confidence score un-
stable. By averaging multiple confidence scores, which are bi-
ased high or low according to their correctness or incorrectness,
the variance becomes small, and the decision should become
stable.

Given a calibration target word, the proposed method first
gathers words identical to the target, i.e. examples of the target,
from the deployed system. Then, in order to determine the im-
portance of the examples, context similarity between the target
word and each example is measured. The confidence score of
the target word is calibrated to the similarity weighted mean of
the confidence scores of the examples.

The detailed implementation of this idea is described in the
next section.

2.2. Confidence score calibration using similar examples

Figure 1 shows the flow chart of the proposed method. When a
recognition result is input, the confidence scores in the result are
calibrated by the procedure consisting of example and context
extraction, context similarity calculation, and confidence score
calibration. The input recognition result has passed through
a part-of-speech filter which drops words other than content
words (nouns, verbs and adjectives) since content words are im-
portant for information extraction. The calibration procedure
for the confidence score, ri, of the i-th word, wi, is detailed
below.

In the example and context extraction step, allK words that
are identical to target word wi are extracted from the recogni-
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Figure 2: Notations and relationships of the target word, exam-
ples and their confidence scores and contexts.

tion results already stored in the system. These K words are
examples of wi, where w(k)

i is the k-th example. Each example
has its confidence score; r(k)i represents the confidence score of
w

(k)
i . Contexts of wi and each example are concurrently ob-
tained with context window width N , i.e. the set of N prior
words and N post words form the context of the center word.
Let ci be the context of target word wi, and c(k)i be the context
of example w(k)

i . Figure 2 summarizes the notations and rela-
tionships of the target word, the examples and their confidence
scores and contexts.

In the context similarity calculation step, context similari-
ties between wi and each example are calculated in order to de-
termine the importance of each example. As mentioned in the
previous section, the confidence scores of “similar” examples
should be averaged to calibrate ri and thus improve the reliabil-
ity of the correct/incorrect decision. The proposed method uses
the cosine similarity between the context of the target word, ci,
and the context of each example, c(k)i :

S(ci, c
(k)
i ) =

|ci ∩ c
(k)
i |√

|ci| · |c(k)i |
(1)

where S(ci, c(k)i ) is the similarity between ci and c
(k)
i , |ci ∩

c
(k)
i | is the number of words that are commonly included in ci
and c(k)i , and |ci| and |c(k)i | are the number of words included
in ci and c(k)i , respectively. The maximum similarity is 1, and
the minimum is 0 since both the numerator and the denominator
are not negative.

In the confidence score calibration step, confidence score ri
of target word wi is calibrated by using the similarities and the
confidence scores of the examples. The proposed method uses
the context similarity (i.e. importance) to weight each example
and ignores dissimilar examples due to the assignment of low
weights as follows:

r̂i =
ri +

∑K
k=1 S(ci, c

(k)
i )r

(k)
i

1 +
∑K

k=1 S(ci, c
(k)
i )

(2)

where r̂i is the calibrated confidence score of the target word
wi. This is the similarity weighted mean of the confidence
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Table 1: Data descriptions of the evaluation set.

Utterance domain Contract of Internet services
# of calls for test 275 calls (39 hours)
Character error rate 19.6%
# of correct words 79,419
# of incorrect words 14,746

scores of wi and the examples. In determining the calibrated
score, the maximum weight value of 1 is used for the uncal-
ibrated (original) score of the target word, ri. The calibrated
confidence score r̂i ranges from 0 to 1 since the proposed
method assumes word posterior probabilities as uncalibrated
confidence scores. In Eq. (2), while r(k)i can be replaced by
calibrated score r̂(k)i , this paper considers the case of uncali-
brated scores.

The confidence scores of all words in the input recognition
result are calibrated by the above procedure. This procedure is
“confidence calibration” since it is a post-processing step that
uses outputs of a general ASR engine (1-best hypotheses and
confidence scores). Note that this method is completely unsu-
pervised since this procedure only uses automatically generated
information, i.e. confidence scores (ri and r(k)i ) and the words
among the recognition results (wi, w(k)

i , ci and c(k)i ), and is do-
main independent since it uses the data generated by deployed
systems.

3. Experiments
In order to evaluate the effectiveness of our proposal, we con-
ducted two experiments on a call center task as follows:

• Experiment 1: Confidence score distributions
The objective of this experiment is to validate our main
idea described in Section 2.1, that is the variance of con-
fidence scores can be reduced by our proposal of using
similarity weighted means of confidence scores of the
examples.

• Experiment 2: Confidence score quality
This experiment evaluates the improvements in the qual-
ity of confidence measures yielded by the proposed cal-
ibration in terms of the performance of incorrect word
detection.

The conditions and results of the experiments are described
below.

3.1. Experimental setup

Phone calls recorded in an actual call center were used in the
experiments. Table 1 shows utterance domains (topics) and data
set size of the evaluation set.

Each phone call was transcribed by the WFST-based ASR
decoder, VoiceRex [13, 14]. The acoustic model was speaker
independent 3-state left-to-right triphone HMMs, which were
discriminatively trained by the dMMI criterion [15] using a 224
hour training set. The language model was trained against a
set consisting of manual transcripts of call center recordings,
with a total of 1 million words. The vocabulary size was 60k
words. Both training sets differed from the evaluation set. Char-
acter error rate of the evaluation set was 19.6% and the numbers
of correct and incorrect words after the part-of-speech filtering,
which passed only nouns, verbs and adjectives in the evaluation

Table 2: Reduction in standard deviation of confidence score
distributions from uncalibrated posterior probabilities (PP) to
calibrated PP by the proposed method.

PP Calibrated PP
Mean Std. dev. Mean Std. dev.

Correct 0.75 0.24 0.80 0.16
Incorrect 0.47 0.26 0.52 0.22

set, were 79,419 and 14,746, respectively (the 4th and 5th rows
in Table 1).

Word posterior probabilities were given for each word as
uncalibrated confidence scores. The examples used in the pro-
posed method were extracted from the recognition results of
calls using the leave-one-out approach, i.e. examples were ex-
tracted from 274 calls in the evaluation set other than the target
test call.

The only parameter of the proposed method is context win-
dow widthN . N was optimized on the development set, which
differed from both the training and evaluation set, and was fixed
to N = 5.

In Experiment 2, confidence score quality of the proposed
method was compared to the quality of the uncalibrated poste-
rior probability and that of the conventional supervised calibra-
tion method using discriminative models. Maximum entropy
(MaxEnt) model was used as the discriminative model. 1-gram,
2-gram and 3-gram of word and part-of-speech tag, and poste-
rior probability of the calibration target word and its prior and
post 2 words were used as features, which can be extracted from
the recognizer outputs in the post-processing step.

The training data for the MaxEnt model is the ASR tran-
script set; the words are manually labeled as either correct or in-
correct. We assume the situation where the system is deployed
to a new call center. Usually in this situation, the human-labeled
training data is not available due to the cost and time. Us-
ing the MaxEnt model already trained by other call center data
is a possible solution for the conventional supervised method.
To simulate this out-of-domain condition, the MaxEnt model
was trained against labeled recognition results of 782 calls (61
hours) recorded in a call center different from that of the evalu-
ation set. The ideal (but not practical) situation for the conven-
tional method is where the labeled training data of the target call
center is available. We also simulated this in-domain condition
by training the MaxEnt model using the labeled recognition re-
sults of a part of the evaluation set (4-fold cross validation on
the evaluation set was conducted). The out-of-domain condi-
tion representing the situation of a new domain call center is our
main target, and the ideal in-domain condition is merely a refer-
ence. In Section 3.3, “Conventional” denotes the out-of-domain
condition, and “Ideal” denotes the in-domain condition.

3.2. Results of Experiment 1

Table 2 shows the means and standard deviations of both the
uncalibrated and calibrated confidence scores of the correct and
incorrect words.

The standard deviations of confidence scores of both cor-
rect and incorrect words are diminished after calibration, but
the difference in the means between correct and incorrect words
was not changed (ΔMean from uncalibrated to calibrated PP
were 0.05 in both conditions). The reduction in variances for
both correct and incorrect words was statistically significant
(p < .01 by the F-test).
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These results validate our idea that calibration to the sim-
ilarity weighted mean of confidence scores of examples re-
duces the variance of confidence scores. This variance reduc-
tion should make the correct/incorrect decision more stable.

3.3. Results of Experiment 2

The quality of the confidence scores was assessed by the nor-
malized cross entropy (NCE). NCE can be calculated without
using thresholds and is used for evaluating the overall quality of
confidence scores [7, 10]. NCE is defined as follows:

NCE =
Hbase −Hcond

Hbase
(3)

Hcond = −
M∑

i=1

log [riδ(yi = 1) + (1− ri)δ(yi = 0)] (4)

Hbase = −m log (
m

M
)− (M −m) log (1− m

M
) (5)

whereM is the number of total (correct and incorrect) words,m
is the number of correct words and ri is the confidence score of
the i-th word. yi = 1 if the i-th word is correct and yi = 0 oth-
erwise, and δ(x) = 1 if x is true and δ(x) = 0 otherwise. NCE
becomes large when the confidence scores have good quality,
i.e. the confidence scores of correct words are biased high and
the scores of incorrect words are biased low.

Table 3 shows the NCEs of uncalibrated and calibrated con-
fidence scores for the evaluation task (see Section 3.1 for the
details of each condition). The confidence scores calibrated by
the proposed method outperformed the uncalibrated posterior
probabilities and the conventional method in the out-of-domain
condition. This indicates that the proposed unsupervised cali-
bration is more effective than the conventional supervised cali-
bration in the situation where human-labeled in-domain training
data is not available.

A general application of confidence scores is incorrect word
detection. The performance of incorrect word detection by
thresholding the confidence scores was evaluated by precision
and recall. The precision is calculated as Ni/Nd, where Nd

is the number of words whose confidence score is under the
threshold and Ni is the number of incorrect words whose con-
fidence score is under the threshold. The recall is calculated as
Ni/NI , where NI is the total number of incorrect words in the
evaluation set.

Figure 3 shows the precision-recall curve that plots the pre-
cision and recall values when the detecting threshold is moved
in each condition. The conventional method could yield very
high performance in the ideal condition where the in-domain
training set was used (“Ideal”). However, in the out-of-domain
condition where the training set of other call center was used,
the performance of the conventional method fell dramatically
(“Conventional”). The line (performance) of the proposed un-
supervised calibration method is always positioned above the
lines of uncalibrated posterior probability and the conventional
method in the out-of-domain condition. This confirms that the
proposed calibration method can yield better confidence scores
in terms of the performance of incorrect word detection than the
posterior probability and the conventional method in the situa-
tion where the labeled data is not available.

The results described in this section confirm that the pro-
posed unsupervised calibration method can yield confidence
scores that have better quality than either the posterior proba-
bility or the supervised calibration method if different domain
training data is used. This means that the proposed method

Table 3: Improvements in NCE from uncalibrated posterior
probabilities (PP) to calibrated PP by conventional and pro-
posed methods.

PP Calibrated PP
Conventional Proposed Ideal

0.015 0.119 0.186 0.563
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Figure 3: Improvements in incorrect word detection perfor-
mance from uncalibrated posterior probabilities (PP) and the
conventional calibration method to the proposed method on the
unknown domain task.

is valuable in practical situations where manually labeled in-
domain data cannot be created, such as deploying the system to
a new call center.

4. Conclusions
In this paper, we presented a novel unsupervised confidence cal-
ibration framework that uses examples of recognized words and
their contexts present in the recognition results stored in de-
ployed systems; it does not require any human-labeled training
data at all. This framework makes it possible to improve the
quality of confidence measures in situations where in-domain
labeled data is not available, such as the case of systems de-
ployed in wide variety of call centers. The proposed method
is based on the idea that the mean of confidence scores of the
examples whose contexts are similar to the target word is more
reliable than just the target’s score. The confidence score of
the target word is calibrated to the similarity weighted mean of
the confidence scores of the examples found in the recognition
results stored in the deployed system.

Experiments showed that the calibration proposal reduced
the variance of confidence scores and improved the performance
of incorrect word detection when challenged with actual call
center data. The results validated our idea and confirmed that
the proposed method can yield higher improvements in the con-
fidence measure quality and the accuracy of incorrect word de-
tection than the conventional method in the practical situation
where manually labeled in-domain data is not available.
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