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Abstract 
Acoustic scene analysis usually requires several sub-systems 
working in parallel for carrying out the various required 
functionalities. Focusing to a more integrated approach, in this 
paper we present an attempt to jointly recognize and localize 
several simultaneous acoustic events that take place in a 
meeting room environment, by developing a computationally 
efficient technique that employs multiple arbitrarily-located 
small microphone arrays. Assuming a set of simultaneous 
sounds, for each array a matrix is computed whose elements 
are likelihoods along the set of classes and a set of discretized 
directions of arrival. MAP estimation is used to decide about 
both the recognized events and the estimated directions. 
Experimental results with two sources, one of which is speech, 
and two three-microphone linear arrays are reported. The 
recognition results compare favorably with the ones obtained 
by assuming that the positions are known.   
Index Terms: Acoustic event recognition, direction-of-arrival, 
multiple source separation, null steering beamforming, 
machine learning  

1. Introduction 
Acoustic scene analysis is a complex problem that requires a 
system encompassing several functionalities: detection (time), 
localization (space), separation, recognition, etc. Usually, 
these functionalities are assigned to different sub-systems. 
However, we can expect that an integrated approach, where all 
the functionalities are developed jointly, can offer advantages 
in terms of system performance.  

On the other hand, time overlapping of events at the signal 
level is often a main source of classification errors in acoustic 
scene analysis. In particular, after the CLEAR’07 international 

evaluations, where acoustic event detection (AED) was carried 
out with meeting-room seminars, it became clear that time 
overlapping of acoustic events was responsible of a big 
portion of detection errors [1]. 

The detection of overlapping acoustic events may be dealt 
with different approaches, either at the signal level, the feature 
level, the model level, etc. In [2], a model based approach was 
adopted for detection of events in a meeting-room scenario 
with two sources, one of which is always speech, and the other 
one is a different acoustic event from a list of 11 pre-defined 
events. That approach is used in the current real-time system 
implemented in our smart-room, which includes both AED 
and acoustic source localization (ASL) [3]. 

However, the model based approach is hardly feasible in 
scenarios where either the number of events or the number of 
simultaneous sources is large, since all the possible 

combinations of events have to be modeled. In such cases, the 
problem can be tackled in alternative ways. In [4], we 
proposed an alternative signal separation based approach. It 
can easily work in real time by using multiple distributed 
linear microphone arrays composed of a small number of 
microphones. For each array, by assuming a set of P 
hypothesized source positions (e.g. provided by the ASL 
system), a set of P beamformers, based on a frequency 
invariant null steering approach, was used to separate up to 
some extent each hypothesized source from the others. Using 
those (partially) separated signals, acoustic event recognition 
was carried out by combining, with a maximum-a-posteriori 
(MAP) criterion, the likelihoods calculated from a set of 
HMM-GMM acoustic event models. Moreover, each 
hypothesized event was assigned to a given source position 
using the same framework.  

In this paper, we aim to take a step further in the direction 
of the integrated approach mentioned above, by avoiding the 
assumption that the various acoustic source positions are 
known, so avoiding the need of a specific ASL sub-system. In 
fact, we present here a new technique as an attempt of jointly 
recognizing and localizing, in an unambiguous way, the 
classes and the positions of the N simultaneous sounds. 
Assuming only the x-y plane is needed; this is done by 
discretizing, for each microphone array, the direction of 
arrival (DOA) with M angles, and building for each event 
class a sequence of posterior probabilities along the angle axis. 
In this way, for each array, i.e. for each multi-channel signal, 
we have a matrix, where each element of that matrix is the 
likelihood for a given class and a given angle. The 
hypothesized event classes are determined from that likelihood 
matrix by applying the MAP criterion. The angle for which the 
posterior of a given hypothesized class shows a minimum is 
taken as the estimated localization angle.  

Experiments are carried out with the concrete meeting-
room scenario mentioned above, using a database collected in 
our own smart-room. A machine-learning-based non-linear 
transformation from likelihoods to posteriors is used. The 
recognition results obtained with one array are comparable to 
the ones in [4], which resulted from assuming known source 
positions. The result of the DOA estimation for each array is 
also presented. Additionally, in the reported experiments it can 
be observed how the use of an additional array further 
improves the performance of recognition. 

2. Joint recognition and DOA estimation 
In our approach, we aim to build for each microphone array a 
posterior matrix that contains information about both the 
identity of the acoustic events that are simultaneously present  
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Figure 1: Joint event recognition and localization system. 

 
Figure 2: Frequency invariant beamforming. 

 
in the room and the direction of arrival of their acoustic waves 
to the array. Then, both the identities of the sounds and their 
DOAs will be estimated with a MAP criterion. 

In our approach, the arrays can be located arbitrarily. 
Notice that, for deployment, this is an advantage with respect 
to using spatially structured array configurations. As shown in 
Figure 1, at the front end of the proposed system, the multi-
channel signal collected by each of the microphone arrays is 
driven to a set of null-steering beamformers (NSB). Each NSB 
is placing a null to a different value of the angular variable θ, 
which is discretized in M values that uniformly span the angle 
interval (–�,��). Note that the vertical coordinate is not 
considered in this study. Feature extraction (FE) is then 
applied at the output of the beamformer, to subsequently 
compute a set of likelihood scores (LC), by using previously 
trained HMM-GMM models for the set of C acoustic event 
classes. Consequently, when K arrays are used, KxMxC 
likelihood scores are fed to the last block, where a MAP 
criterion is used to take the decision about the identity of the 
acoustic events E1…EN, and their directions of arrival �1…�N. 
Note that the number N of acoustic sources is hypothesized in 
this work. 

2.1. Signal separation with frequency invariant null 
steering beamforming 
Null steering beamforming (NSB) allows us to design a sensor 
array pattern that steers the main beam towards the desired 
source, and places nulls in the direction of interferent sources 
[5]. Given the broadband characteristics of the audio signals, 
in order to determine the beamformer coefficients we use a 
technique called frequency invariant beamforming (FIB). The 
method, proposed in [6], uses a numerical approach to 
construct an optimal frequency invariant response for an 
arbitrary array configuration with a very small number of   

 

 
Figure 3: FIB beam patterns; in right: place nulls around 45 

degree, in left: place nulls around -50 degree. 

(a)                                         (b) 
 

Figure 4: (a) Patterns of log-likelihood along the 11 models 
for two different events, (b) log-likelihoods along angles. 

 
microphones, and it is capable of nulling several interferent 
sources simultaneously. As depicted in Figure 2, the FIB 
method first decouples the spatial selectivity from the 
frequency selectivity by replacing the set of real sensors by a 
set of virtual ones, which are frequency invariant. Then, the 
same array coefficients can be used for all frequencies. An 
illustrative example is shown in Figure 3; note how the null 
beams are rather constant along frequency.  

Indeed, in our case we cannot expect with this approach a 
perfect separation of the different mixed signals at the output 
of the NSB, since we use a small number of microphones per 
array, and also because of echoes and room reverberation. 

2.2. Acoustic event recognition  
In this work we follow a detection approach that is based on 
classification. As the silence class is used, when the system is 
running along time and it outputs a non-silence hypothesis, it 
is decided that an event is detected. Consequently, we will 
deal in this section with a classification problem. 

To determine the likelihoods, the acoustic events are 
modeled with Hidden Markov models (HMM), and the state 
emission probabilities are computed with continuous density 
Gaussian mixture models (GMM) [7]. 

Let's assume we have a set of N simultaneous events Ei, 
1≤i≤N, that belong to a set of C classes. For each of the K 
microphone arrays, there is a set of M beamformers, each one 
having a null to a different angle θj. So there is a set of M 
output signals for each array, and, after likelihood 
computations with the HMM-GMM models, we have a MxC-
dimensional matrix of likelihood scores, that can be seen as a 
set of C patterns along the angle variable. An example of such 
patterns for two different events is shown in Figure 4(a).  

Let’s denote with Xk the multi-channel signal 
corresponding to the k-th array (notice that, to simplify 
notation, we do not consider time indices). We want to 
determine the posterior probability of a given class ci for the k-
th array through all the NSBs. Note that our NSBs only 
separate the signals partially, so a class actually produced at  
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Figure 5: Smart-room layout, with the positions of microphone 
arrays (T-i), acoustic events (AE) and speaker (SP). 

the angle θj may still be observed in all the NSBs that do not 
place nulls at θj. We will assume that each angle θj has an 
associated prior probability p(θj). By using the product 
combination rule [8] (i.e. assuming the output signals of the 
beamformers are independent), we have 

 

( | ) ( | , ) ( )
1

( | , ) ( ) ( ) / ( )
1

M
p c X p c X pi j ki k jj

M
p X c p c p p Xk i j i j kj

� �

� �

��
�

��
�

 (1) 

where p(Xk|ci,θj) is the likelihood of class ci for the 
multichannel signal Xk after it goes through beamformer j, 
which is obtained from the corresponding HMM-GMM 
model.  

For combining the posterior probabilities from the various 
microphone arrays, we will use again the product combination 
rule, so the optimal class co will be obtained with 

argmax ( | )
1

K
c p c Xi ko kci

��
�

 (2) 

In the case of N simultaneous sources, and assuming they 
correspond to N different classes, the recognized identities of 
those classes are obtained by applying equation (2) N 
consecutive times and leaving each time the recognized class 
out.  

As it will be explained in sub-section 3.2, in this work we 
use a data-dependent likelihood-to-posterior transformation to 
compute the probabilities p(ci|θj,Xk) involved in the first line of 
equation (1). 

2.3. Optimal DOA estimation  
The optimal DOA θo

i of the i-th event source out of the N 
simultaneous sources is chosen according to 

 

argmin ( , )

argmin ( , ) ( )

i p c Xj i ko
j

p X c pi jk j
j

� �
�

� �
�

�

�
 (3) 

where the minimum is taken because a null is placed by the 
beamformers in the direction of the position, not a maximum. 
Figure 4(b) shows an illustration of the variation of the 

likelihood scores along the angles; and there is a minimum for 
a specific angle, which actually is the true DOA of the given 
class. 

3. Experiments 
In our experimental work, we consider a meeting room 
scenario with a predefined set of 11 acoustic events plus 
speech [1-3]. Like in [3], we assume that there may 
simultaneously exist either 0, 1 or 2 events, and, in the last 
case, one of the events is always speech. The reported 
experiments correspond to the case of two overlapped events, 
since it is the most general one. Consequently, speech is 
always present and only the events need to be recognized. 

3.1. Meeting room acoustic scenario and database  
Figure 5 shows the Universitat Politècnica de Catalunya 
(UPC)'s smart-room, with the position of its six T-shaped 4-
microphone arrays on the walls. We use only the linear arrays 
of 3 microphones in our experiments. For training, 
development and testing of the system, we have used, as in 
[3], part of a publicly available multimodal database recorded 
in the UPC’s smart-room. Concretely, we use 8 recording 
sessions of audio data which contain isolated acoustic events. 
The approximate source positions of the acoustic events (AE) 
are shown in Figure 5. Each session was recorded with all the 
six T-shaped microphone arrays. The overlapped signals used 
for development and testing of the systems were generated 
adding those AE signals recorded in the room with a speech 
signal, also recorded in the room, both from all the 24 
microphones. To do that, for each AE instance, a segment with 
the same length was extracted from the speech signal starting 
from a random position, and added to the AE signal. The mean 
power of speech was made equivalent to the mean power of 
the overlapping AE. That addition of signals produces an 
increment of the background noise level, since it is included 
twice in the overlapped signals; however, going from isolated 
to overlapped signals the SNR reduction is slight: from 
18.7dB to 17.5dB. Although in our real meeting-room 
scenario the speaker may be placed at any point in the room, 
in the experimental dataset its position is fixed at a point at the 
left side (SP, in Figure 5). All signals were recorded at 44,1 
kHz sampling frequency, and further converted to 16 kHz. 

3.2. Event recognition 
The proposed event recognition system at its front end consists 
of a set of frequency invariant beamformers that span all the 
angles in the room. The beamformers are designed to work 
with the horizontal row of 3 microphones each array in the 
smart-room has. With such fewer microphones, it is expected 
that the beamformers have wide lobes and the sources are less 
well separated. But on the other hand, it facilitates a 
computationally efficient working environment. 

In the feature extraction block of the multi-array signal 
separation based system depicted in Figure 1, a set of audio 
spectro–temporal features is computed for each signal frame. 
The frames are 30 ms long with 20 ms shift, and a Hamming 
window is applied. We have used frequency-filtered log filter-
bank energies (FF-LFBE) for the parametric representation of 
the spectral envelope of the audio signal [9]. For each frame, a 
short-length FIR filter with a transfer function z-z-1 is applied 
to the log filter-bank energy vectors and end-points are taken 
into account. Here, we have used 16 FF-LFBEs along with 
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their 16 first temporal derivatives, where the latter represents 
the temporal evolution of the envelope. Therefore, the 
dimension of the feature vector is 32.  

The HTK toolkit is used for training and testing the 
HMM-GMM system [10]. There is one left-to-right HMM 
with three emitting states for each AE and silence. 32 
Gaussian components with diagonal covariance matrix are 
used per state. Each HMM is trained with the standard Baum-
Welch algorithm using mono-event signals from a microphone 
and for a particular array. The state emission probabilities are 
computed with continuous density GMM. For each array and 
angle, the likelihoods are computed by using the same set of 
AE (including speech) and silence models. This approach 
actually introduces a mismatch between training and testing 
conditions, which is a source of classification errors. 

Therefore, to compensate for that mismatch, in the 
decision block we have employed a machine-learning-based 
non-linear transformation technique that is unique for all 
classes. It is trained, in a supervised way, with the likelihoods 
obtained from the separated signals (the NSB outputs). We 
have used a multi-layer feed-forward neural network (NN) and 
a back-propagation training algorithm. The NN consists of 
three layers: input, hidden and output. We have optimized the 
number of hidden nodes in the NN through cross-validation. 
The tan-sigmoid transfer function is used at the output stages 
of the hidden and the output layers. A fast scaled conjugate-
gradient-based training algorithm is used [11]. At the output of 
the NN, we apply the MAP criterion according to (1) and (2). 
In our experiments, all the angles are assigned flat prior 
probabilities. 

 The testing results are obtained with all the 8 sessions 
(S01-S08) with a leave-one-out criterion, i.e. we recursively 
keep one session for testing, while all the other 7 sessions are 
used for training. Table 1 shows a performance comparison of 
the proposed system (System2) with the previous one 
(System1), averaging over all the 8 testing datasets, for two 
different arrays (T4 and T6) and their combination (T4+T6) 
like in [4]. It has to be mentioned here that both the acoustic 
events and the speech sources are physically well separated in 
the room space for these two arrays. System1 was designed 
with the assumption that the two source positions are known 
and thus uses two beamformers. But the proposed System2 
does not require that assumption regarding the source position. 
In System1, the HMMs were trained using the separated 
signals. Conversely in System2, we train it using mono-event 
signals. From the results in Table 1, it is clear that System2 
works better than System1. But for both the systems, it is 
observed that we get a better result with array T4 than T6. But 
the system that combines the arrays even produces a higher 
AED accuracy, as expected.  

3.3. DOA estimations of overlapped events 
The hypothesized classes from the recognizer are used to 
localize the sources in terms of DOA estimation. It is 
performed at the decision block with the likelihood scores 
from HMM-GMM likelihood calculators. Using the mono-
event signals instead of the separated signals for generating 
the HMM-GMM models, it is expected to get more variations 
in the likelihood scores along the angle and consequently, that 
choice should help to produce a better estimation. The optimal 
DOAs of the events for each array are obtained by using (3). 
Here also, we consider flat prior probabilities p(θj) for all 
angles.  

To test the performance of the localization system, we will 
use the normalized root means squared error for direction of 
arrival (RMSE_DOA) given by the following equation:  

2

1

1RMSE_DOA
e test refN

i i

ieN
� �

��

�
�

�	  (4) 

where θi
test is the estimated DOA for an event i, θi

ref is its 
reference DOA, and Ne is the total number of event samples in 
the testing session. The reference DOA for each event class is 
taken from visual inspection during the recording of the 
signal. In our experiments, the null beam width ∆θ is always 
kept constant (9 degrees). 

The testing results for DOA estimation are obtained using 
all the 8 sessions (S01-S08) with a leave-one-out criterion. 
Table 2 shows the DOA estimation results obtained for the 
proposed metric (4), averaging over all the 8 testing datasets, 
for two different arrays (T4 and T6). 

Table 1. Performance comparison of different recognition 
systems. 

 
Accuracy (%) 

T4 T6 T4+T6 
System1  79.18 77.84 81.83 
System2  83.12 81.41 83.93 

Table 2. Source localization result.  

 T4 T6 
RMSE_DOA 2.12 2.68 

 

4. Conclusions 
In this paper, we have presented a combined approach for 
recognition and localization of simultaneously occurring 
meeting room acoustic events. For recognition, a 
computationally efficient beamforming-based source 
separation technique followed by a HMM-GMM-based 
likelihood computation has been presented, where the 
estimation is done with a MAP criterion after applying a data-
dependent non-linear transformation. In the proposed method, 
the system does not require any information about the event 
source position, since by using the hypothesized outputs of the 
recognizer; the system is also able to localize the acoustic 
events in terms of DOA estimation, so avoiding the need of an 
external localization system. Future work will be devoted to 
use the full set of existing linear arrays in the smart-room.   
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