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Abstract
We present a comprehensive analysis of the use of I-vector
based classifiers for the classification of unlabelled acoustic
data as native British accents. We demonstrate the different
behaviours of various popular dimensionality reduction tech-
niques that have been previously used in problems such as
speaker and language classification. Our results show that a
fusion of I-vector based systems gives state-of-the-art perfor-
mance for unlabelled classification of British accent speech
data, reaching ∼81% accuracy.
Index Terms: Accent classification, Ivector representation, Di-
mensionality reduction, SVM, LDA, Discriminant Analysis,
NCA

1. Introduction
Accents of a language can manifest in different ways: they can
have systemic differences (different phonemes), realisational
differences (certain phonemes are always realised differently),
distributional differences (phoneme distributions are different)
or selectional differences (particular words are realised differ-
ently) [1]. Methods of accent classification that emulate human
processes attempt to capture some of these differences using an
accurate phonetic transcription of utterances, and this can give
high accuracy [2]. However, such a transcription is unlikely
to be available in real-world scenarios and phoneme errors in
recognition output are likely to make this approach fail. Our ap-
proach is to use acoustic data labelled only by accent, without
any phonetic labelling, and to use machine-learning techniques
to model the above variations implicitly. This may give lower
accuracy, but it is a practical approach that enables accent clas-
sification to be linked with speaker recognition, which is our
ultimate goal.

In this work, we have used the Accents of the British Isles
(ABI-1) corpus [3], which is one of the most comprehensive
corpora of native accents of a single language that is available.
Acoustic-only processing techniques for classification of the
ABI-1 corpus have been studied in depth by Hanani et. al. [4].
Traditional methods such as GMM-UBM, GMM-SVM super-
vector, and GMM-indexed ngram systems, and fusions of these
have all been utilised, and the reader is referred to [4] for de-
tailed descriptions of these methods. Fusing all the techniques
described in [4] gave an accuracy of 73.6% on 30-second cuts.

The I-vector approach has been shown to be an excellent
method of modelling speech variability, without any knowl-
edge of the phonetic content of the speech, whilst focusing on
variation that is important for discriminating an attribute of the
speech that is of interest e.g. speaker, language, channel etc.
It currently gives state of the art performance for speaker ver-
ification and language identification [5, 6, 7, 8]. In previous
work [9], we described an initial experiment with I-vectors for
classification of the ABI-1 data. In the work presented here, we

show that I-vector based methods can also yield state-of-the-
art performance for accent classification with ∼13% absolute
classification accuracy improvement over our previous I-vector
based classification, and a ∼7% absolute classification accuracy
improvement over the previous state-of-the-art acoustic classi-
fier on the same corpus.

2. Use of corpus
The ABI-1 corpus [3] contains data spoken in fourteen differ-
ent native British accents. Each accent group has ten speakers
per gender. In order to ensure speaker-independent accent clas-
sification testing, the speakers were divided into three roughly
equal sets. Every set contains both male and female speakers,
and no speaker from one set is found in any of the other two sets.
Two sets contain 98 speakers, and one set contains 84 speakers.
For every experiment, the training set is made up of two of these
sets, whilst the third set is used for testing. To test all three sets,
the groups are transposed three times and results are pooled. In
our previous work [9], we used training data from all utterances
in the training set, and then tested on the three long passages for
each speaker. However, in this work, we use only the three long
passages per speaker for both training and testing.

3. System description
3.1. Feature extraction

The feature extraction process is performed as follows: a) per-
form voice activity detection [10]; b) extract 13-dimensional
MFCC vectors on the speech utterance, with a window of 30ms
and a frame rate of 15ms; c) convert each MFCC vector into
a 49-dimensional shifted delta cepstral (SDC) vector using a
7-1-3-7 SDC parametrization [11]; d) warp original MFCC fea-
ture vectors to a standard normal distribution with a 3 second
time window to minimize effects of channel mismatch [12]; and
e) concatenate the warped MFCC feature vectors with their re-
spective SDC vectors, to form a final set of 62-dimensional fea-
ture vectors.

3.2. Accent total variability

The first uses of total variability and I-vector methods for
speech classification were in the area of speaker verifica-
tion [7, 5]. The I-vector representation was based on the success
of the joint factor analysis (JFA) technique. For the purposes of
speaker identification, factor analysis is used to construct a low-
dimensional subspace, termed the total variability space. This
space contains factors of both speaker and channel variability.
Unlike JFA, all the variability is contained in a single subspace,
whereas each kind of variability is modelled in an explicitly sep-
arate subspace in JFA. Once the total variability space is esti-
mated (using training set only), various methods of intersession
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Figure 1: Projections of I-vectors for various dimensionality reduction techniques.

compensation can be performed. For the purpose of speaker
identification, one would perform compensation say, on channel
effects, to retain only speaker-discriminatory information. The
premise of a representation of the data in total variability space
is that a universal background model (UBM), trained on data
from multiple speakers, can be adapted to a given utterance, cre-
ating an utterance-dependent Gaussian mixture model (GMM).
The eigenvoice adaptation technique assumes that the matrix T
contains speaker and channel variability information. The utter-
ance GMM supervector M is the concatenation of mean vectors
of adapted GMM and is obtained as shown in Equation 1.

M = m+ Tw (1)

In this equation, m is the UBM supervector, T is the total vari-
ability space matrix, and w is the I-vector, which is a random
vector with a normal distribution N (0, I). The I-vector w is
obtained for any given utterance. The method is outlined in full
in [5].

The I-vector representation technique has been successfully
applied to language recognition [6], and we treat accent recog-
nition as the same problem, although the differences between
classes are much finer in accent recognition. The idea is to work
on eigenlanguage or eigenaccent adaptation rather than eigen-
voice adaptation. In speaker identification, the total variability
space T is estimated using all utterances of a particular speaker
as belonging to the same class. In language or accent classifi-
cation, every utterance is considered as coming from a different
language or accent class. This is because each utterance has
variability due to both speaker differences and language/accent
differences.

3.3. Universal background model

Training of the universal background model (UBM) is based on
individual training sets (sets of two) as described earlier. We
utilized no other corpora in the training of the system. Note
that the ABI-1 corpus is small compared to other corpora that
have been used for language recognition. About eight hours of
data is available for training and testing, and therefore, train-
ing is performed on approximately five hours of data, rotated as
described in Section 2. If we utilize standard UBM construc-
tion techniques of direct estimation, when using a large number
of mixture components, there is a high chance of running into
problems of components having very small variances (singular-
ities). To circumvent the stability and variance problems, we
perform a slower, but more stable UBM construction by first
obtaining a VQ codebook via the Linde-Buzo-Gray (LBG) al-
gorithm [13]. The codebook splitting criterion we used was to
double the number of centroids at every LBG iteration, and then
re-estimate the centroid means via a traditional k-means algo-

rithm until the desired number of centroids is reached. Once the
cluster centroids (the VQ codes) are estimated, the covariances
and weights of each cluster are estimated. This initial estima-
tion is then passed on to a UBM trainer to perform five iterations
of Expectation-Maximization, which outputs the final UBM.

4. Feature compensation methods
After extracting the I-vectors using Equation 1, the accent
classes are separated by either using a discriminating projec-
tion followed by a suitable classifier, or by using a discrimina-
tory classifier. We analyse four different projection techniques
which we shall describe briefly in the subsections below. A
sample plot of the I-vectors for accent data (where each accent
has a different colour), after performing projection is shown in
Figure 1. All the projections we consider are linear, and there-
fore directly applicable to test data.

4.1. Linear discriminant analysis

Linear discriminant analysis [14] (LDA) is a popular technique
to reduce the dimensionality of I-vectors. LDA projects I-
vectors into a new subspace of reduced dimensionality that aims
to maximize the ratio of between-class variance to the within-
class variance, thus optimizing linear separability. Whatever the
I-vector dimensionality being utilized, LDA reduces this to one
dimension fewer than the number of accent classes.

4.2. Regularized linear discriminant analysis

In the case of high dimensionality feature vectors, LDA suf-
fers from the small sample size problem, and has shortcomings
such as the assumption of a common covariance matrix for all
classes. There is no reason to consider that all accent classes sat-
isfy this criterion. One way of circumventing this assumption is
to assume a separate covariance matrix for each class, leading
to quadratic discriminant analysis (QDA). There is, however,
an intermediate method between LDA and QDA, proposed by
Friedman [15], termed regularized-LDA (R-LDA). In R-LDA,
a regularization term is used to shrink the separate class co-
variance matrices in QDA towards a common covariance as in
LDA.

4.3. Semi-supervised discriminant analysis

Semi-supervised discriminant analysis (SDA) was proposed by
Cai et. al. [16]. Similarly to RLDA, it also aims to overcome
some of the problems with LDA, specifically that of not having
enough training samples, and therefore creating an ill-formed
projection. The idea of SDA is to use labelled data just like in
LDA to maximize class separability, but also to use unlabelled
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samples to estimate the intrinsic geometric structure of the data.
SDA is designed to estimate a projection that satisfies the LDA
objective, but also avoids an ‘overfit’ in the data projection man-
ifold. This is a very interesting idea for accent classification,
since the different speakers in the three test sets can produce
very different LDA projections. By using unlabelled test-set
points at testing time, we build a smoother manifold, which is
more representative of our test data.

4.4. Neighbourhood component analysis

Neighborhood component analysis (NCA) was proposed by
Goldberger et. al. [17]. The technique is not part of the fam-
ily of DA techniques, but is also a popular dimensionality re-
duction technique, and in various results such as [6], provides
better language recognition results when compared to LDA. Un-
like typical DA methods, NCA makes no assumptions about the
shape of class distributions and the boundaries between them. It
tries to utilize the power of k-nearest neighbour (KNN) classifi-
cation for non-linear boundaries. In contrast with KNN, NCA is
designed to learn a distance metric based on the labelled train-
ing data, since standard metrics such as Euclidean distance may
be ineffective for problems such as language or accent classi-
fication. The projection and metric given by NCA minimizes
the training error defined using leave-one-out cross validation,
and is optimized so that 1-NN classification performs well af-
terwards.

5. Classification
In this work, we evaluate various dimensionality reduction tech-
niques under three classifier types: cosine kernel support vector
machine (SVM), LDA classification and 1-NN classification.
Whilst SVMs with a linear kernel and LDA classifiers share
something in common, that of finding a linear boundary be-
tween classes, linear SVMs are more sophisticated in that the
separation rule attempts to find a linear boundary between two
parallel hyperplanes in a way that the distance between these
hyperplanes is maximized. We can think of linear SVMs as a
generalization of LDA classifiers. However, given that we per-
form dimensionality reduction using in most cases, DA-based
projections, it is interesting to see how these methods compare.

5.1. SVM classifier with cosine kernel

A very popular classification technique in I-vector space in the
fields of speaker and language identification is the use of sup-
port vector machines (SVMs) with a cosine kernel [6, 18]. The
cosine kernel is a norm-normalized version of the linear kernel,
and for two I-vectors w1 and w2 is computed by Equation 2.

k(w1, w2) =
wt

1.w2

‖w1‖‖w2‖
(2)

The effect of this cosine kernel over a the standard linear kernel
is that the normalization compensates a widening of the data
in kernel space, which has a positive effect in the case of i-
vectors. In our work we implement a precomputed cosine ker-
nel and build a multi-class SVM classifier system using the LIB-
SVM toolkit [19]. The SVM can be extended to use speaker-
compensated I-vectors after dimensionality reduction using any
of the methods we described earlier. If we consider a dimen-
sionality reduction method to have produced a projection ma-
trix A, then the new cosine kernel for two I-vectors w1 and w2

is computed by Equation 3.

k(w1, w2) =
Atwt

1.A
tw2

‖Atw1‖‖Atw2‖
(3)

5.2. Linear discriminant analysis classifier

We have seen earlier how LDA, and similar DA methods can
be used to perform dimensionality reduction by projecting the
original input space into a new speaker-compensated subspace
consisting of discriminant directions based on the provided
class labels, which in our case, are accent classes. LDA itself
can be used as a classifier to derive a linear decision surface
around the classes in this new subspace. The advantages of this
approach are that LDA classification is easier to implement, it
is a multi-class classifier, and there are no parameters that need
to be tuned via a development data set.

5.3. Length normalization

Length normalization over I-vectors is reported to give perfor-
mance gains in classification tasks [20]. This process is per-
formed by normalizing every I-vector to a unit vector.

5.4. Fusion

In our experiments, the classifier methods described above are
tested on different combinations of I-vector dimensions, dimen-
sionality reduction techniques and UBM component sizes, to-
gether with 1-NN classification for NCA dimensionality reduc-
tion. Each individual system (up to 84 in total) gives a differ-
ent classification result. Fusion is performed by majority vot-
ing on the outputs of a number of different classifiers. Testing
all combinations of classifiers is unfeasible, so a binary genetic
algorithm was used to find the best combination of classifiers
(although it is not known if this is the optimal combination).

6. Results and discussion
In this section we present our results for the various techniques
tested. Each graph has accuracy for four different techniques
as a function of UBM size (groups of bars) and I-vector di-
mensions (individual bars). Figure 2 shows results for a num-
ber of UBMs and I-vector sizes, with and without length nor-
malisation. For UBMs of 512 and 1024, length normalization

Figure 2: LDA Classification over LDA reduced I-vectors.

gives statistically significantly better performance than no nor-
malisation (McNemar’s test [21] gave p-values in the range
[0 0.0037]). It was also found that these results, which are
based purely on 30s passages, are better than the results pre-
sented in [9], which used utterances of all lengths, includ-
ing isolated words and short phrases. This suggests that the
I-vector approach works best on longer samples, as reported
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(a) LDA Classification over R-
LDA reduced I-vectors.

(b) LDA Classification over SDA
reduced I-vectors.

(c) SVM Classification over SDA
reduced I-vectors.

(d) 1-NN Classification over NCA
reduced I-vectors.

Figure 3: R-LDA reduction fusion marginally better than LDA reduction fusion. SDA gives the best performance in our experiments.
SVM classification has no gain over LDA classification. NCA 1-KNN classifier is the weakest in our tests (note y-axis scale in 3(d)).

in [22, 23, 24]. Fusion for non-normalized and normalized sys-
tems reach 76.14% and 78.13% respectively.

(a) LDA Classification (LOSO)
over LDA reduced I-vectors.

(b) LDA Classification (LOSO)
over SDA reduced I-vectors.

Figure 4: With LOSO training SDA reduction outperforms
LDA reduction by a very small margin, since the overall gain
of SDA is reduced when only data for one speaker is used for
online unsupervised training.

Given the gain obtained by length normalization over I-
vectors, all further experiments were performed this way. A test
based on R-LDA dimensionality reduction using an LDA clas-
sifier was performed. Comparing Figure 2 with Figure 3(a), al-
though the individual behaviour of all systems changes slightly,
the final fusion results are the same. On the other hand, when
we employed SDA for dimensionality reduction (seen in Fig-
ure 3(b)), performance improved across the board, giving a fu-
sion result of 80.12%. When using SDA reduction combined
with SVM classification, the fusion result was 78.13% (Fig-
ure 3(c)), thus confirming LDA classification is better for this
classification problem. A fusion of all the classifiers made up
of systems from LDA and SDA reduction increases the classi-
fication accuracy from 80.12% to 80.70%. NCA fusion on the
other hand, performs the weakest (Figure 3(d)). However, when
all systems, including NCA based classifiers are fused together,
performance is further boosted to 81.05%.

6.1. Leave-one-speaker-out (LOSO) training

In order to test the effect of more training data on classifier per-
formance, we also performed tests where the classifiers were
built using all the data available, except for I-vectors from a
single speaker. Each speaker was tested individually, and re-
sults were pooled. Based on the previous results, we opted for
LDA and SDA based classifiers. The results are shown in Fig-
ure 4. Again, a fusion of all the classifiers made up of systems
from LDA and SDA reduction increases the classification ac-
curacy from 86.67% to 87.13%. This is an encouraging result

for the use of accent classification in speaker identification, as
individual’s accents can be more accurately profiled during en-
rolment and at testing.

6.2. Comparison of results

A comparison of results in Table 1 shows how I-vector based
systems are superior to other systems. Unlike in language iden-
tification, NCA dimensionality reduction and a subsequent 1-
NN classifier is the poorest performer. SVM classifiers perform
well, but are outperformed by the LDA classifier when using
SDA, and LDA+SDA fusion based dimensionality reduction.

# Classifier Type Acc.
1 GMM-UBM(4096) 56.11%
2 GMM-SVM (4096) 67.72%
3 GMM-uni-gram 60.12%
4 GMM-bi-gram 52.12%
5 Methods #1 to #4 above fused 73.6%
6 NCA Fusion, 1-NN class. 71.70%
7 SDA Fusion, SVM class. 78.13%
8 LDA Fusion, LDA class. 78.13%
9 R-LDA Fusion, LDA class. 78.25%

10 SDA Fusion, LDA class. 80.12%
11 LDA+SDA Fusion, LDA class. 80.70%
12 LDA+SDA+NCA Fusion, LDA/1-NN class. 81.05%

Table 1: Comparison of classification accuracy of the results
obtained in Hanani et. al. [4] (# 1–5) and the results obtained in
this work (# 6–12) for 30 second test utterances.

7. Conclusions
In this paper, we have presented a comprehensive investigation
of I-vector based classification of accents of the British Isles.
The work shows that purely acoustic approaches are capable of
giving good accent classification results, despite the fact that
accent differences are much finer-grained than language differ-
ences. The performance obtained is the highest ever for acoustic
classification of the ABI-1 corpus, over ∼7% absolute above the
previous best. We highlight a number of interesting findings:

• length normalization is advantageous to I-vector systems
in this task;

• Neighbourhood component analysis (NCA) followed by
1-NN classification does not perform well in accent clas-
sification, unlike in speaker and language classification;

• an I-vector based LDA classifier based on fusion be-
tween I-vector systems derived by LDA and SDA dimen-
sionality reduction is better than SVM classification.

Future work will investigate the use of accent profiling in
speaker identification.
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