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Abstract
Retrieving information from the ever-increasing amount of

unannotated audio and video recordings requires techniques
such as unsupervised pattern discovery or query-by-example.
In this paper we focus on queries that are specified in the form
of an audio snippet containing the desired word or expression
excised from the target recordings. The task is to retrieve all-
and-only the instances whose match score with the query meet
an absolute criterion. For this purpose we introduce a distance
measure between two acoustic vectors that can be calibrated in
a completely unsupervised manner. The use of that measure
also allows the use of a fast matching approach, which makes
it possible to skip more than 97% of full-fledged DTW with-
out affecting performance in terms of precision and recall. We
demonstrate the effectiveness of the proposals with query-by-
example experiments conducted on a read speech corpus for
English and a spontaneous speech corpus for Dutch.
Index Terms: Calibrated Distance Measure; Query-by-
Example; Dynamic Time Warping; Endangered Languages;

1. Introduction
Triggered by the emergence of very large amounts of unanno-
tated audio and video material, we have witnessed a surge in
interest in partially or fully unsupervised techniques aimed at
identifying recurrent patterns (also known as motifs [1, 2, 3, 4])
or at finding additional occurrences of a specific pattern, such
as a word, a phrase, or a jingle (also known as query by example
[5, 6]). Discovering recurrent patterns is relevant for a range of
tasks, for example modeling the initial stages of language ac-
quisition [1, 7], linguistic research into endangered languages
[8, 9], but also surveying telephone communications in an ar-
bitrary language [2], and music retrieval [5, 6]. While motif
discovery and query-by-example may seem to be very similar
at first sight, effective implementations may differ substantially
depending on the requirement of a specific task. Most of the
approaches to spoken term detection rely on the decoding of a
speech (or audio) signal in the form of a lattice of subword units
[10, 11], which assumes that a powerful large vocabulary ASR
system is available for the language used in a recording. This
requirement can only be met for a small number of resource-
rich languages. For resource-poor languages, not to mention
the zero-resource languages [2] or endangered languages [8, 9],
such ASR systems are simply not available. It might be argued
that any system that can decode speech in the form of a lattice of
basic units should be up to the task of discovering recurrent pat-
terns (e.g., [12, 13]). However, the results in [4] showed a very
large gap between the performance in a motif detection task on
a French corpus between language-independent and language-

specific representations of the speech signals. In tasks such as
modeling language acquisition it may be unrealistic to assume
that infants encode spoken utterances in the form of a sequence
or lattice of phonemes [1, 7]. Therefore, it is interesting to in-
vestigate approaches to motif discovery that do not require a
full-fledged ASR system.

In this paper we focus on discovering recurrent tokens of
words/expressions that are offered to the system in the form of a
speech signal excised from a recording, without using language-
dependent knowledge. This form of query-by-example requires
a procedure for matching the representations of two speech sig-
nals and a criterion for determining whether a match is good
enough to consider it as an instance of a recurring pattern. In
many cases the matching procedure is based on Dynamic Time
Warping (DTW) [14, 15]. When the aim is to find a predeter-
mined number of N stretches in a collection of variable-length
time series that best match an example time series, a DTW-
based search can do with an uncalibrated distance measure,
because the scores of the matches are strictly ordered. How-
ever, if one wants to find all-and-only the matches that are good
enough in an absolute sense, a relative ordering is no longer
sufficient. In these cases a calibrated distance measure is re-
quired. In the absence of a calibrated distance score in mo-
tif discovery and query-by-example, authors were obliged to
take recourse to time consuming and volatile empirical opti-
mizations of distance thresholds to determine which distances
qualify as ‘good enough’. In this paper we propose a distance
measure that can be calibrated independently of the motifs or
examples, as well as independent of the contents of the corpus
that must be processed. For this purpose we propose a distance
measure that is based on the distribution of the distances be-
tween observations that can be considered as ’highly similar’
compared to the distance between unrelated sample pairs (cf.
[16]). Intuitively, developing such a measure seems to require
supervision for creating a set of ‘highly similar’ pairs. In this
paper, we show that distributions of distances between ‘highly
similar’ observations can also be obtained without supervision,
as long as the observations are sampled from fairly continu-
ous underlying processes, where we take speech as an example,
while the idea is easy to extend to other time series that repre-
sent (semi-)continuous processes, such as gestures and locomo-
tion. The resulting distance measure can be normalized using
only the observations in the example and the time series to be
searched. The signal representation affects the degree to which
distance measures represent (dis)similarity. Since in this work
we use MFCCs, which capture substantial speaker-dependent
information, we only investigate speaker-dependent tasks.

It is well known that searching for motifs and query-by-
example in large speech corpora invokes a very large computa-
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tional effort. Using the novel calibrated distance measure, we
propose a procedure for implementing a fast match that can be
used to identify candidates for which a detailed match is promis-
ing. This procedure can reduce the computational load to as
little as 3% of what is needed for straightforward processing,
without significant loss of detection performance. The inspira-
tion for this approach is the use of early abandonment in motif
detection in time series databases (e.g., [17, 18]).

The remainder of this paper is structured as follows: In sec-
tion 2 we first recall the basic issues in DTW that are affected by
the use of a specific distance measure. After that, we introduce
our proposed absolute distance measure and show that is can be
derived in an unsupervised manner. Section 3 then introduces
the query-by-example task that we use to demonstrate the via-
bility of the absolute distance measure, as well as the evaluation
criterion that we will use to assess the quality of the measure.
Section 3.2 presents the results of our experiments, and finally
Section 4 discusses future extensions of the distance measure
introduced here and draws some conclusions.

2. Absolute criteria for Dynamic Time
Warping-based speech pattern matching

2.1. Dynamic Time Warping (DTW)

DTW computes a unique optimal alignment path and the cor-
responding distortion cost between two sequences of vectors
X = 〈x1, · · · , xi, · · · , xn〉 and Y = 〈y1, · · · , yj , · · · , ym〉,
where n and m are number of vectors in sequence X and
Y , respectively. An alignment between X and Y and
the associated cost are computed incrementally by filling a
cost matrix H and a backtrack matrix B. At any given
position (i, j), one of the possible backward steps b ∈
{(i− 1, j − 1), (i, j − 1), (i− 1, j)} is chosen, such that the
cumulative costs of the path leading to (i, j) is minimized (cf.
Eq. (4)). Here d(·, ·) denotes a distance or distortion measure
between two vectors.

H[i, j] = min
b

H[b] + d(xi, yj) (1)

The minimizing backward pointer b is assigned to B[i, j]. The
optimal alignment between X and Y is then found by following
the path recorded in B starting from B[n,m], while its accu-
mulated distortion cost is given by the value H[n,m].

The basic version of DTW described above requires the full
computation of H and B, which incurs a time and space cost
of O

(
nm

)
. It does not prevent extremely non-diagonal align-

ments, which are unlikely to have any meaning. Therefore,
modifications have been proposed that impose local or global
constraints on the admissible alignment paths. Local constraints
act on the backward step sequences b that are the argument of
(4), while global constraints exclude parts of H and B from the
beginning, typically restricting the computation on a parallelo-
gram around the diagonal connecting positions (1, 1) to (n,m)
(see [19] for details). In section 2.3 we will make use of DTW in
the latter global constrained version, by defining the admissible
region as intersection of the two triangular regions

1 +
i− 1

R
≤ j ≤ 1 +R · (i− 1) (2)

m+R · (i− n) ≤ j ≤ m+
i− n
R

(3)

where R > 1 is a user-defined ratio and .

2.2. How close are two matching acoustic vectors?

Here, we propose an unsupervised method to estimate the prob-
ability density distribution p(d|Match) of the distance d be-
tween two vectors that must be considered as ’similar’. In
a speech application, it is reasonable to consider spectra be-
longing to different realizations of the same speech sound as
’similar’. The information in the distribution p(d|Match) can
be used to design an absolute goodness-of-match criterion for
DTW-based pattern matching/discovery techniques. More pre-
cisely, knowing the expected value of the distance between any
pair of similar vectors, we can estimate the value of the accu-
mulated distance along the optimal DTW path when the two
aligned sequences are realizations of same behavior, because in
that case we can assume that most of the pairs of vectors be-
longing to the optimal path are similar. This allows us to define
an absolute reference threshold above which we consider two
time series as different. We demonstrate the viability of this ap-
proach by means of a query-by-example task for spotting words
in a speech recording.

We represent speech as 13-dimensional MFCC vectors
(only static components, no deltas) computed on 25 ms of
speech at a 10 ms frame rate. In this paper we use the Eu-
clidean distance. If we have a database of transcribed speech,
we can create an empirical distribution p̂(d|Match) by aligning
signal segments that correspond to the same word or sequence
of words. This can be done by collecting the distance between
all pairs of speech frames after alignment. The dark blue ‘refer-
ence’ histogram in Figure 1 is an estimate p̂(d|Match) obtained
by collecting 40,000 distances between pairs of vectors belong-
ing to optimal alignment paths for 397 pairs of matching words
spoken by the same speaker.

However, we want to be able to obtain an empirical dis-
tribution from speech that is not transcribed. For this purpose
we redefine ’similar’ as the distance between two frames that
are close to each other in arbitrary speech. Figure 1 shows
the distributions that were collected using 10,000 distances be-
tween randomly selected frames from the speech of the same
speaker and neighboring frames at a distance of one, two or
three frames. It can be seen that the distance at lag two is very
similar to the distribution obtained when aligning different to-
kens of the same utterance. We found the same result for other
speakers: distributions of distances at a lag of two frames are
very similar to distributions obtained after aligning different to-
kens. In the remainder of this paper we will always use p̂ based
on lag = 2.

The procedure for estimating p̂(d|Match) is independent of
the spectral representation (here MFCCs) and the distance mea-
sure (here Euclidean). Obviously, when the distance is based
on MFCCs the estimate is speaker and channel dependent, but
since estimating p̂(d|Match) is not constrained to limited con-
ditions or representations, this is not a problem. For example,
a posteriorgram-based unsupervised representation like the one
proposed in [20] could replace MFCCs.

2.3. An absolute reference for DTW-based matching

We conducted an experiment to verify that p̂(d|Match) can
be used to derive an absolute threshold to decide whether two
speech utterances are similar or different. For this purpose we
compute the average value of the distribution E[p̂] and we use
this value to compute a normalized value D of the accumulated
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Figure 1: Speaker-dependent distributions of the distance be-
tween pairs of ’similar’ 13-dimensional MFCC vectors. The
‘reference’ histogram is obtained by aligning matching utter-
ances. The ‘lag’ histograms are obtained from the same speech
material by selecting random pairs of vectors at ‘lag’ distance
from each other.

Figure 2: The distribution of the normalized DTW score D de-
fined in Eq. (4) for three sets of 80 utterance pairs (see text).

distortion cost H[n,m] by

D =
H[n,m]

l · E[d|Match]
, (4)

where H[n,m] is the accumulated distortion cost in case of
standard DTW, l is the number of steps in the optimal DTW
path. The intuition behind Eq. (4) is that the distance be-
tween frames along the optimal DTW path tends to the value
E[d|Match] when the utterances are matching; therefore, we
expect D to be close to one in matching condition and larger
than one otherwise.

We aligned three sets of 80 phrases spoken by the same
speaker as in Figure 1. A global constraint was applied to
DTW as in Eqs. (2) and (3) with R = 1.5. The three sets
are: match when the pairs comprise different realizations of the
same phrases, weak mismatch when the phrases overlap par-
tially (e.g. “is on the table” - “is on the floor”), and strong mis-
match when the phrases are completely different. The results
are summarised in the box plots in Figure 2. It can be seen that
the normalized valueD = 1 offers a trustworthy absolute refer-
ence for the discrimination between matching and mismatching
phrases.

3. Experiments
3.1. Procedure

We tested the power of the normalization of Eq. (4) in a query-
by-example spoken term detection scenario. For our experi-
ments we used two speech data bases. One is a read speech cor-
pus collected for the ACORNS project [7], where four speakers
read out loud short English sentences constructed using a dictio-
nary of a few hundred words. In total we have 1,000+ sentences
per speaker. We identified a set of 20 words or short phrases
(e.g. “kitchen”, “on the table”), that occur repeatedly in differ-
ent sentence contexts. A randomly token of these words/phrases
was selected for use as example query Q in an experiment
aimed to find all occurrences of the examples in the recordings
of a speaker. The recordings are constructed by concatenating
100 sentences produced by that speaker in a long stream S. Sen-
tences were not separated by silences. The second data base is
the spontaneous speech part of the IFA Corpus [21], an open
source corpus that provides manually segmented Dutch speech
of different styles of eight speakers of balanced age and gender.
In this case we constructed the query set by searching for words
or phrases that occurred at least three times in the speech mate-
rial of a given speaker, while excluding sequences shorter than
three phones. This provided us a set of 447 queries (fragments)
unevenly distributed among the eight speakers and containing
different word types for different speakers (e.g. anderen “oth-
ers”, kwam “came”, met een “with a”). For each query, a cor-
responding search stream S was constructed by concatenating
chunks of speech (maximum 3 s, silence removed) produced by
the same speaker and making sure that one out of ten of those
chunks did contain a realisation of the query.

The search is carried out by using a modified DTW that
allows an open end at one side. While the queryQ (cf. Figure 3)
is fixed at m frames, we create candidate matching segments X
by shifting a window on S with a duration ofR ·m frames, with
R = 1.5. Each time the window is shifted, a DTW is computed
with a triangular global constraint defined in Eq. (2), with the
same R = 1.5 that defines the length of X . The optimal path in
each window starts in (1, 1) and ends in (n∗,m), where

n∗ = argmin
i

H[i,m]. (5)

In this way, we allow the optimal match to vary in length on the
stream side between 1

R
and R times the length of the query. We

shift the window every 4 frames, which corresponds to twice the
lag = 2 that is used to estimate the average distance between
’similar’ frames, i.e. twice the ‘time resolution’ of the speech
signal, so that we make sure we do not miss relevant starting
points.

Every time a DTW must be computed, a normalized dis-
tance D for the optimal path is computed using Eq. (4), where
the value E[d|Match] is pre-computed from speech material of
the given speaker. On the basis of D a decision can be taken
whether or not X matches Q. While we might take the value
θDTW = 1 as threshold, we preferred to explore a range of val-
ues close to 1, since the assumptions we made in section 2.3 do
not guarantee that D ≤ 1 in case of match. Since a full DTW,
which must be repeated for each window position, is computa-
tionally expensive, we took advantage of the fact that we can
compute an absolute distance D between Q and S along an
arbitrary path. We considered three straight paths that begin at
frame (1, 1) and end at (m

R
,m), (m,m) and (R·m,m), respec-

tively (see Figure 3). We then approximated the distance D of
the optimal alignment in the window as the minimum distance
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m

Figure 3: A schematic representation of the modified DTW de-
scribed in section 3.1.

θDTW

θDIAG 1.0 1.1 1.2 1.3 1.4 1.5
1.0 0.704
1.1 0.726 0.678
1.2 0.848 0.796 0.782
1.3 0.893 0.860 0.832 0.799
1.4 0.840 0.773 0.691 0.666 0.645
1.5 0.832 0.709 0.630 0.592 0.557 0.530

Table 1: F-scores for different combinations of θDTW and
θDIAG for the ACORNS corpus.

of the three straight paths score obtained among those three, i.e.
computing (4) with the numerator being substituted by the sum
of the distances along the cheapest of those three diagonals. We
define a new threshold θDIAG ≥ θDTW for deciding whether a
window seems to correspond to a match. Every time a window
position approximated value D < θDIAG, a full DTW is com-
puted and a match is declared if the exact D < θDTW. When
a match is found, the window is shifted ahead by a length equal
to the match, and the procedure continues until the end of S.

3.2. Results

On the ACORNS read speech data set, 80 query-by-example
tasks were conducted, 20 for each of the four speakers.
For the IFA spontaneous speech corpus 447 tasks were con-
ducted. Since there is almost no overlap between query
word/phrase types between different speakers of the IFA corpus,
the search tasks were conducted only in matched-speaker condi-
tion. For the sake of comparison, and also because MFCCs cap-
ture speaker-dependent information, we present only matched-
speaker results also for the ACORNS data set.

For each task we computed recall (the proportion of exam-
ples in the long files that were found) and precision (the propor-
tion of segments returned that did correspond to the example
query Q). A true positive is assigned when a segment X de-
clared as match (partially) overlaps with an occurrence of Q.
Values of θDTW and θDIAG are explored in the range between
1.0 and 1.5 at 0.1 steps. The results are presented in the form
of F-scores, viz. the harmonic mean of precision and recall,
in Table 1 and Table 2 for the ACORNS and the IFA corpus,
respectively.

The first interesting fact is the behavior of θDTW. Table 1
shows that best performance in the ACORNS corpus is obtained
when θDTW = 1.0, which is in line with the prediction we
made in section 2.3. Table 2 shows that the optimum is shifted
to θDTW = 1.2 for the IFA corpus, which is to be expected
because of the higher variability in the acoustic realisation of

θDTW

θDIAG 1.0 1.1 1.2 1.3 1.4 1.5
1.0 0.041
1.1 0.110 0.114
1.2 0.190 0.215 0.223
1.3 0.261 0.357 0.374 0.369
1.4 0.308 0.454 0.500 0.488 0.475
1.5 0.316 0.484 0.576 0.573 0.535 0.517

Table 2: F-scores for different combinations of θDTW and
θDIAG for the IFA corpus.

spontaneous speech, while remaining well below values that are
typical for mismatch conditions (cf. Figure 2). The overall drop
in performance from Table 1 to Table 2 is also to be ascribed to
the impact of speaking style.

For the ACORNS data set, the computational load in terms
of fraction of computed DTW divided by the total number of
window shifts was: 0.003, 0.006, 0.014, 0.028, 0.056 and 0.122
for θDIAG varying between 1.0 and 1.5. The best F-score is
0.893, obtained for θDTW = 1.0 and θDIAG = 1.3 with less
than 3% of DTW computed. Similarly, for the IFA data set the
computational load was: 0.00008, 0.0003, 0.0008, 0.002, 0.007
and 0.02 in the same range of θDIAG. The best F-score is 0.576,
obtained for θDTW = 1.2 and θDIAG = 1.5 with 2% of DTW
computed. Finally, we set θDIAG = ∞, i.e., we computed all
DTWs, and we verified that no θDTW value improved F-scores
with respect to the values in Table 1 and 2, which proves that
the use of θDIAG does not incur any loss in performance.

4. Conclusions and Future Research
In this work we proposed a distance measure between pairs of
vectors that can be interpreted in an absolute sense. The mea-
sure is based on the distribution of the distances between pairs
of vectors that should be considered as ’similar’. No labeled
data are necessary to obtain the distribution. This measure can
be used to provide decision criteria (e.g. acceptance/rejection)
that are grounded on absolute measures of similarity for unsu-
pervised pattern matching. Results of two experiments in which
speech is represented in the form of MFCCs show that thresh-
olds for acceptance/rejection of matching speech segments can
be safely set on values predicted solely on the base of unsuper-
vised estimations carried out on the target signal itself. This is
radically different from a post-hoc calibration based on perfor-
mance measured on a test set, or from a definition of a detec-
tion problem in terms of N-best, i.e. in relative terms (e.g. see
[20]). Moreover, great computational savings can be obtained,
because the absolute scale of the cost of an arbitrary alignment
path can be used to avoid almost all of the full DTW calcula-
tions.

In our experiments we only investigated speaker-dependent
tasks. In future work we will show that the calibrated distance
measure can also be applied to speech representations that are
speaker-independent, such as the posteriorgrams introduced in
[20].
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