
Synthetic Speaker Models Using VTLN to Improve the Performance of
Children in Mismatched Speaker Conditions for ASR

D. R. Sanand and T. Svendsen

Norwegian University of Science and Technology, Trondheim, Norway
[ramad,torbjorn]@iet.ntnu.edu

Abstract
The paper proposes to train synthetic speaker models using
vocal tract length normalization (VTLN). Speaker adaptation
based approaches require certain amount of data from the test
speaker to either update or transform the model parameters of
the trained model. If there is very little or no data available
from the test speaker, we propose to create a synthetic speaker
model that is acoustically close to the test speaker by scaling the
training data with VTLN. For this purpose, we train multiple
VTLN warped speaker independent (SI) models by scaling the
training data with VTLN and choosing one of the models that
is acoustically close to the test speaker for performing recog-
nition. We show that the proposed approach is advantageous
in mismatched speaker conditions, especially while recogniz-
ing children speakers using models trained on adult speech.
Index Terms: Synthetic speaker models, Vocal tract length nor-
malization, Speaker adaptation, Speech recognition.

1. Introduction
The paper primarily focuses on improving the performance
of children speech recognition using models trained on adult
speech. Due to limited availability of children data for training,
it is quite common to employ models trained on adult speech for
recognizing children. Since there are a wide variety of differ-
ences in acoustic and linguistic characteristics between children
and adults [1], the performance of the system degrades drasti-
cally while recognizing children using models trained on adult
speech [2, 3, 4]. A wide variety of techniques have been pro-
posed in literature to reduce speaker variability in ASR, that
include vocal tract length normalization (VTLN) [5, 6], max-
imum a-posteriori (MAP) adaptation [7], maximum likelihood
linear regression (MLLR) [8] and constrained MLLR (CMLLR)
[9, 10]. These techniques are applied as stand alone operations
or in combination to improve the performance in either matched
or mismatched speaker conditions [11, 12, 13].

The paper proposes to train synthetic speaker models us-
ing VTLN. Adaptation based approaches transform the param-
eters of the SI model to create a speaker dependent model that
is acoustically closer to the test speaker. They require certain
amount of data from the test speaker to modify the model pa-
rameters. If there is very little or no data available from the test
speaker, it is difficult to perform adaptation. The paper proposes
to use VTLN for creating synthetic speaker dependent models
without using any data from the test speaker. The idea is to
train multiple speaker independent (SI) models by scaling the
training data with VTLN and selectively choosing one of the
models that is acoustically close to the test speaker for perform-
ing recognition. We will show through recognition experiments
that the proposed approach improves the performance of chil-

dren speakers using models trained on adult speech.
The rest of the paper is organized as follows: First, we

briefly discuss how speaker normalization is done using VTLN
and speaker adaptive training (SAT). We then present our ex-
perimental setup and preliminary results. We will then discuss
how to train synthetic speaker models using VTLN and show
that the proposed approach performs better in mismatched task
and speaker conditions.

2. Conventional Speaker Normalization
In this section, we briefly review VTLN and CMLLR and how
they are combined to reduce speaker variability in ASR.

2.1. Vocal Tract Length Normalization (VTLN)

Vocal tract length normalization [5, 6] reduces speaker variabil-
ity by frequency scaling the spectra of speech signals. Since it
is difficult to choose a single speaker as reference for the en-
tire population of speakers, a maximum likelihood (ML) search
is followed in practice to find the optimal scaling factor and is
given by:

α̂ML = arg max
α

p{Xα|λ; W} (1)

where, λ is the HMM model and W is the true transcription
during training and first-pass transcription during recognition.
Xα are the VTLN-warped Mel-frequency cepstral coefficients
(MFCC) appended with delta and acceleration coefficients. The
range of α is between 0.80 and 1.20, with steps of 0.02. From
Eq. 1, it is evident that the features are warped such that they
move acoustically close to the model (λ). VTLN transforms the
test speaker acoustically close to the trained model and can be
seen as a way to derive speaker independent features.

2.2. Speaker Adaptive Training (SAT)

Speaker adaptive training (SAT) [14] applies CMLLR matrices
[9, 10] to train speaker independent (SI) models. CMLLR is a
constrained transformation approach to speaker adaptation that
estimates a single matrix to transform both mean and covariance
parameters of the model, i.e.

µ̂ = Bµ+ b and Σ̂ = BΣBT (2)

where, B is the CMLLR transformation matrix. µ and Σ are the
mean and covariance parameters of the model respectively and
b is the bias parameter. Each speaker in training or recognition
has its associated matrix which is estimated by pooling all the
data corresponding to that speaker.

CMLLR can also be seen as a feature transformation ap-
proach due to the constraint that the same matrix is used for
transforming both means and covariances [10], i.e.

L(X;µ,Σ,B) = L(B−1X;µ,Σ) + log(|B−1|) (3)
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The above equation states that, the likelihood of the feature X
given the model parameters mean (µ) and covariance (Σ) along
with the transformation (B) is equivalent to transforming the
features with the inverse transformation and accounting for Ja-
cobian. This means CMLLR performs feature transformation
similar to VTLN, with the exception that it is learnt from the
data. So CMLLR can also be seen as a way to derive speaker
independent features.

2.3. Combining VTLN and SAT

VTLN and SAT are applied in combination to improve the per-
formance of SI-ASR [12, 13] and is very common in large
vocabulary continuous speech recognition (LVCSR). It is im-
portant to understand that the features need to be transformed
with VTLN first before the SAT matrices are applied. This
means, there is a restriction on the sequence of operations while
combining VTLN and SAT. VTLN performs spectral scaling
whereas SAT or CMLLR directly transform the MFCC features.
So once the features are transformed using SAT, it is not known
how to scale the spectra using VTLN and hence the restriction.
Since VTLN and SAT are applied in our experiments to cre-
ate SI models, we summarize the sequence of steps involved in
training and recognition below.

2.3.1. Training

1. Create the baseline model (λB) using all the training data
without any speaker normalization.

2. Create the VTLN model (λV ) using the warped features
estimated on the training set. The warp-factors are esti-
mated using Eq. (1) w.r.t. λB and true transcription at
utterance level.

3. Create the SAT model (λV S) by adapting the λV model
obtained in Step 2. The CMLLR matrix is estimated us-
ing the VTLN-warped data corresponding to a particular
speaker and λV . It is also possible to adapt the baseline
model (λB) to create the SAT model (λBS - no VTLN),
in which case the CMLLR matrix is estimated using the
un-warped data and λB .

2.3.2. Recognition

1. Perform recognition using the baseline model (λB).

2. Perform recognition using the VTLN model (λV ) and
the VTLN-warped features estimated on the test set. The
optimal α for the test speaker is estimated using λB and
the transcription obtained in Step 1.

3. Perform recognition using λV S . The SAT matrices are
estimated on VTLN-warped features, transcription ob-
tained in Step 2 and λV . While performing recognition
using λBS , the SAT matrices are estimated on un-warped
data, transcription obtained in Step 1 and λB .

It is important to note that the same sequence of operations
are applied both in training and recognition. Before proceeding
further with our discussion, we present our experimental setup
and preliminary results using VTLN and SAT.

3. Experimental Setup
All the experiments were done using HTK toolkit on WSJ0
[15], CMUKIDS [16] and TIDIGITS [17] corpus. Table 1 sum-
marizes the different combinations of tasks investigated in our
experiments. The WSJ0 task is a matched speaker experiment

Table 1: Summary of speech recognition tasks with train and
test speaker conditions.

Task Train Test
WSJ0 WSJ0 - Adults WSJ0 - Adults
TIDIGITS TIDIGITS - Adult Male TIDIGITS - Children
CMUKIDS TIMIT - Adults CMUKIDS - Children

and includes adult male and female speakers in both training
and recognition. TIDIGITS is a mismatched speaker experi-
ment, where the models are trained using adult male speakers
and are used for recognizing children speakers. CMUKIDS is
a mismatched task and speaker experiment, where the models
are trained on the TIMIT corpus [18] using both adult male and
female speakers and are used for recognizing children speakers
from the CMUKIDS database.

In the WSJ0 task, the models use context-dependent
HMM’s and have 3 emitting states with 16-component GMMs
per state. We start with 41 context-independent phones that
include silence and short-pause. In the TIDIGITS task, we
use word models, that include zero to nine and oh. The dig-
its were modeled with 16 emitting states with 5-component
GMMs per state. Silence is modeled using a 3 state HMM hav-
ing 6-component GMMs per state. For the CMUKIDS task,
we train 39 context-independent HMM models, that have 3
emitting states with 32-component GMMs per state using the
TIMIT corpus. The features in all the tasks are of 39 dimen-
sions comprising MFCCs appended with delta and acceleration
coefficients. In all cases cepstral mean subtraction is applied.
A two-pass approach is followed in recognition for both VTLN
and SAT.

For the WSJ0 task in recognition, we use the Nov. 92 test
set, that has 8 speakers and has a total of 330 utterances. For
the case of TIDIGITS, we have 50 children speakers and a total
of 3847 utterances. The CMUKIDS database has two sets of
recordings, namely SUM95 (the speakers were good readers)
and FP (the speaker have more dialectical variations). For our
experiments we use recordings from SUM95 set and only use
utterances that belong to bin1, where the sentences were read
correctly. This test set has 51 speakers and a total of 834 utter-
ances.

3.1. Preliminary Results

Table 2 presents the preliminary results using VTLN and SAT
to perform speaker normalization as stand alone operations and
in combination. Please ignore the results for CMUKIDS in
brackets for the time being. We will visit them in later sec-
tions of the paper. Observe that the baseline (λB) result with-
out any transformation of the features or the model parame-
ters has a huge degradation in performance for CMUKIDS and
TIDIGITS. This degradation can be attributed to the difference
in speaker characteristics between the train and test speakers.
The performance improves with subsequent VTLN (λV ) and
SAT (λBS) as stand alone operations. The combined VTLN
and SAT model (λV S) gives the best performance.

Note that the performance of λBS is inferior when com-
pared with the performance of λV for CMUKIDS and TIDIG-
ITS. A possible reason for this can be poor first-pass transcrip-
tion for estimation of SAT matrices. On the other hand, CMLLR
is a generic acoustic compensation technique where as VTLN
is specifically designed to tackle the differences in VTL’s and
might be well suited for compensating the acoustic mismatch
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Table 2: Recognition performance (% WER) comparing VTLN
and SAT for WSJ0, CMUKIDS and TIDIGITS tasks.

Model WSJ0 CMUKIDS TIDIGITS
Baseline (B) λB 4.5 33.0 34.1
B + VTLN λV 3.8 21.0 (20.5) 3.0
B + SAT λBS 3.2 23.9 (22.8) 10.9
B + VTLN + SAT λV S 2.6 17.8 (16.8) 1.6

between children and adults. The range of α is between 0.80
and 1.20 for WSJ0 task and between 0.60 and 1.20 for children
in CMUKIDS and TIDIGITS tasks for VTLN in recognition.

4. Synthetic Speaker Models Using VTLN
The idea to train synthetic speaker models using VTLN draws
inspiration from speaker adaptation, where the model parame-
ters are updated or transformed to suit a particular test speaker.
VTLN on the contrary transforms the features either in training
or recognition to make them speaker independent. The ques-
tion we are exploring: Can VTLN be used to move the train-
ing model acoustically close to the test speaker, thereby making
it speaker dependent similar to speaker adaptation? Such an
approach might be quite useful when there is very little or no
data available from the test speaker to create speaker dependent
models using speaker adaptation.

Since VTLN scaling can be used to transform the test
speaker to move acoustically close to the training data, in prin-
ciple it should also allow us to transform the training speaker
to move acoustically close to the test speaker. If we can find
the appropriate VTLN scaling to transform the training speaker
acoustically close to the test speaker, the VTLN warped features
of the training data can be used to create speaker models that are
acoustically close to the test speaker.

The warp-factor estimation in VTLN (from Eq. (1)) per-
forms a maximum likelihood search w.r.t to a model, that is
built using the training data. Since we are proposing to esti-
mate the scaling required to transform the training data rather
the test data, the question will be, which model to use for ob-
taining the optimal α. Ideally, a model of the test data is re-
quired. Since it is not possible, we propose to train multiple
VTLN warped models by scaling the training data with VTLN
and selectively choosing one of the models that is acoustically
close to the test speaker while performing recognition. The se-
lected VTLN warped model for a particular test speaker is only
a representative speaker model and does not use any informa-
tion of the test speaker. Hence we call these VTLN warped
models as synthetic speaker models.

The idea to train multiple VTLN warped models for per-
forming VTLN in not new and has been previously proposed
in literature. In [6, 19], it has been proposed to represent the
distribution of each warp-factor with mixture of multivariate
Gaussians. The optimal α for the test speaker is chosen for
the distribution that yields the best likelihood. In [20], it has
been used to compensate for Jacobian in VTLN. In [21], it has
been explored to perform VTLN at phoneme level. The ma-
jor difference between the proposed approach in this paper and
previously proposed approaches is that, previously the multiple
VTLN warped models were only used to estimate the optimal
scaling factor in VTLN. We are proposing to use the VTLN
warped models for performing recognition. Initial impression
would be that both conventional VTLN and the proposed ap-

proach might have similar performance, which might be true for
matched speaker conditions. We will show that the proposed ap-
proach is quite helpful in mismatched speaker conditions, espe-
cially for the case of children where we rely on models trained
using adult speech.

The steps involved in training and recognition for the pro-
posed approach are given below. VTLN and SAT are applied in
training to make the models speaker independent. For our ex-
periments, the range of α is between 0.80 and 1.20 with steps of
0.02 for WSJ0 (matched speaker) task, where as between 0.80
and 1.50 with steps of 0.02 for TIDIGITS and TIMIT (mis-
matched speaker) tasks during training.

4.1. Training

The following steps are followed for each value of α in the
search range.

1. Warp all the available training data with a specific α. We
denote this as Trnα.

2. Create the baseline model (λαB) corresponding to a par-
ticular α using Trnα.

3. Create the VTLN model (λαV ) using warped-features of
Trnα for a particular α. This means VTLN is performed
on top of already warped training data Trnα.

4. Create the SAT model (λαV S) for a particular α by ap-
plying SAT matrices estimated using the VTLN warped
features obtained in step 3.

By the end of training, we have a set of models corresponding
to all the warp factors in the search range.

4.2. Recognition

1. Find the optimal warped model that is close to the test
speaker using a maximum likelihood search and is given
by:

λ̂αML = arg max
α

p{X|λα; W} (4)

The only difference compared with Eq. 1 is that, a set
of warped models are used in place of a set of warped
features. Note that the test features are un-warped. The
warped-model that gives the best likelihood is chosen as
the model that is acoustically close to the test speaker and
is used for performing recognition. We select a single
warped model for all the utterances corresponding to a
particular test speaker.

2. VTLN in the proposed approach is implicitly included
as a part of the training and it would not be necessary to
apply VTLN in recognition. Since we choose a single
warped model for all the utterances corresponding to a
particular speaker, performing VTLN in recognition al-
lows for variation of warped features at utterance level.
For our experiments, the range of α during recognition is
between 0.96 and 1.04 with steps of 0.02 only to allow
small changes in spectral scaling.

3. The features of the test speaker can also be transformed
using SAT matrices and the corresponding warped mod-
els are used for estimating the CMLLR matrices.

Table 3 presents the results using the proposed approach to
reduce speaker variability. The results also include subsequent
VTLN and SAT operations applied in recognition. We make
the following observations in comparison with the results in Ta-
ble 2:
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Table 3: Recognition performance (% WER) for WSJ0,
CMUKIDS and TIDIGITS tasks using multiple VTLN-warped
SI models with subsequent VTLN and SAT operations.

Model WSJ0 CMUKIDS TIDIGITS
Baseline (B) λαB 3.8 17.7 1.6
B + VTLN λαV 3.6 16.7 1.5
B + SAT λαBS 2.9 13.0 0.8
B + VTLN + SAT λαV S 2.4 11.8 0.8

• WSJ0 Task.

- The baseline result (λαB) in the proposed approach is sim-
ilar to performing VTLN (λV ) in the conventional ap-
proach.

- The improvement observed with subsequent VTLN and
SAT either as stand alone operations or in combination
seem to provide small improvements.

• CMUKIDS and TIDIGITS Tasks.

- The baseline result (λαB) already reaches the best per-
formance that could be achieved using the conventional
approach combining VTLN and SAT (λV S).

- Subsequent VTLN and SAT operations either as stand
alone or in combination improve the performance of the
proposed approach further. Comparing the best results in
the conventional (λV S) and proposed (λαV S) approaches,
we see a relative improvement of 34% for CMUKIDS
and 50% for TIDIGITS tasks.

The proposed approach seems to perform very well in mis-
matched speaker conditions.

5. Analysis and Discussion
The results corroborate the fact that VTLN can be used to cre-
ate synthetic speaker models similar to speaker dependent mod-
els in speaker adaptation. Before we can conclusively say that
the proposed approach helps improve the performance in mis-
matched speaker conditions, we address some more concerns.
For analysis, we will be using the results from CMUKIDS task.

• Applying VTLN in the proposed approach during recog-
nition is like applying another stage of VTLN on top of
the warped features in the conventional approach, which
inherently means a much finer grid search is performed
and the proposed approach may be at an advantage.

- In order to understand this, we perform the VTLN ex-
periment with a much finer grid in the conventional
approach. The results are presented in Table. 2 for
CMUKIDS task in brackets. We observe that there is
small improvement in performance, but could not reach
the performance of the proposed approach (Table. 3).

• Performing another stage of adaptation during recogni-
tion in the conventional approach with improved tran-
scription might help us achieve a performance obtained
in the proposed approach.

- The results are presented in Table. 2 for CMUKIDS in
brackets. Applying SAT as a stand alone operation or
when combined with VTLN seem to provide improve-
ments in the conventional, but could not reach the per-
formance of the proposed approach.

Table 4: Recognition performance (% WER) for WSJ0,
CMUKIDS and TIDIGITS tasks using the modified training pro-
cedure to bypass VTLN in training and apply only SAT.

Train Model Test Condition WSJ0 CMUKIDS TIDIGITS
λBS VTLN + SAT 2.7 17.5 1.7
λαBS VTLN + SAT 2.5 11.7 0.7

These observations indicate that using synthetic speaker mod-
els might be better and seems to improve the performance in
mismatched speaker conditions.

5.1. Simplifications to the proposed approach

The proposed approach comes with its own limitations in terms
of implementation. Multiple SI models have to be trained in
advance, with subsequent VTLN and SAT operations to obtain
the VTLN warped SI models. This means a set of models have
to be trained instead of a single model. Here we will discuss
certain simplifications that can help reduce the computational
load while implementing the proposed approach.

• Training multiple VTLN warped models can be simpli-
fied by representing VTLN scaling as a matrix operation
[22]. Considering the VTLN matrix as a CMLLR trans-
formation common for all the speakers in the training
data, we can easily adapt λB to λαB .

• If VTLN and SAT are applied while training the SI
model, we will show through recognition experiments
that it would be sufficient to perform only SAT and by-
pass VTLN in training. VTLN is applied as usual in
recognition.
Table 4 presents the results using the proposed modifi-
cation in training, where only SAT is applied in training
bypassing the VTLN normalization. Comparing the re-
sult of λBS in Table 4 with λV S in Table 2 and λαBS in
Table 4 with λαV S in Table 3, we observe that the perfor-
mance is almost similar. The results indicate that VTLN
can be bypassed in training and it is sufficient only to
apply SAT. The transcription of VTLN warped features,
required for estimating the SAT matrices in recognition
is generated by performing recognition using the SAT
model instead of the VTLN model.

The above discussed simplification make the training procedure
fast, but this does not mean that they are necessary for training
synthetic speaker models.

6. Conclusion
In this paper, we proposed an approach to train synthetic
speaker models using VTLN. The approach draws inspiration
from speaker adaptation based approaches, that transform or up-
date the model parameters of the SI model to make it speaker
dependent. We proposed to train multiple VTLN-warped SI
models by scaling the training data with VTLN and choosing
one of the models that is acoustically close to the test speaker
while performing recognition. We believe such an approach
might be quite helpful when there is very little or no data avail-
able from the test speaker to create speaker dependent mod-
els using speaker adaptation. We showed that the proposed ap-
proach improves the performance in mismatched speaker con-
ditions, especially while recognizing children speakers using
models trained on adult speech.
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