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Abstract

Using information from a person’s gaze has potential to
improve ASR performance in acoustically noisy environments.
However, previous work has resulted in relatively minor im-
provements. A cache-based language model adaptation frame-
work is presented where the cache contains a sequence of gaze
events, classes represent visual context and task, and the rela-
tive importance of gaze events is considered. An implementa-
tion in a full ASR system is described and evaluated on a set of
gaze-speech data recorded in both a quiet and acoustically noisy
environment. Results demonstrate that selectively using gaze
events based on measured characteristics significantly increases
the performance improvements in WER on speech recorded in
the noisy environment from 6.34% to 10.58%. This work high-
lights: the need to selectively use information from gaze, to
constrain the redistribution of probability mass between words
during adaptation via classes, and to evaluate the system with
gaze and speech collected in environments that represent the
real-world utility.
Index Terms: speech recognition, language model adaptation,
cache, gaze, multimodal

1. Introduction
There is potential to use the information from non-acoustic
sources to improve Automatic Speech Recognition (ASR) per-
formance. In multimodal systems, where speech is one of many
input channels, Language Model (LM) adaptation can be per-
formed using the information from non-verbal modalities such
as gaze [1] [2]. Psycholinguistic studies have shown that eye
gaze is highly related to human language processing and carries
information of the human attention [2]. Although information
from gaze may improve ASR performance, earlier studies at-
test that the performance improvement for ‘clean’ speech (i.e.
negligible background noise) is minimal; words not correctly
recognised which are prone to speaker dis-fluency are not nec-
essarily words semantically related to gaze events (i.e. nouns
associated with visual foci); recognition errors are more likely
due to common short words such as ‘it’, ‘the’, ‘a’ etc. [3].

Environmental acoustic noise can greatly degrade ASR per-
formance. Speech is harder to detect and there may be greater
dis-fluency; a person tends to adjust their speech in noise for ro-
bust communication, leading to changes in spectral power, pitch
and speech rate - the Lombard effect [4]. In this scenario, ASR
could benefit from using information from gaze.

Unlike speech, because gaze is ‘always on’, the assump-
tion that all information from gaze is relevant to adapting an
LM is not evident. In this work, we propose that this relevance
should be considered as a prerequisite to using gaze information
in ASR. Cache-based adaptation of a class-based LM is pro-
posed, with the cache containing gaze events instead of word

or topic events, and classes formed by considering how gaze
information relates to information in speech.

In Section 2 previous work is summarised. A generic
framework for selective use of gaze in cache adaptation of class-
based N-gram LMs is proposed in Section 3. The implemented
system including a matched corpus of speech and gaze collected
in varying noise conditions is described in Section 4. Section 5
describes an evaluation of the system for three of its important
parameters - the features from gaze, the change in LM perplex-
ity and the ASR Word Error Rate (WER). Section 6 discusses
findings, limitations and future work.

2. Related work
2.1. Gaze-based LM adaptation

LM adaptation is the process of modifying the word probabili-
ties in a LM trained in speech from one domain to better model
speech in another domain (e.g. a topic). In [5], LM adapta-
tion based on the speakers focus of visual attention at time t
modified the probabilities of words associated with map objects
viewed. It was demonstrated that in the LM adaptation process,
the redistribution of probability mass in a two class LM yielded
better WER performance improvement compared with a single
class LM; one class contained words associated with the visual
field, and probability mass was redistributed only within that
class in response to a gaze event.

2.2. Cache LM adaptation

Cache-based LM adaptation utilises a cache of previous events
to boost the probabilities of words occurring in the cache. Typ-
ically, the cache at time t contains the previous hypothesised
words up to time t, e.g. [6] proposed a cache model applied
on a class-based LM [7] in which the word probability P (w|C)
of class C is updated by the recent 200 words. LM perplexity
and WER improvements have also been shown by using topic-
based cache models [8] [9] where previous hypothesised topics
of conversation form the cache rather than words.

2.3. Caches based on vision

In addition to linguistic-derived caches, caches based on vision
contain a reference to physical objects in the environment [10]
or in the users field of view [11]. The object references in these
caches are associated with keywords which are boosted in LM
adaptation relative to their cache occurrence; in [2] this showed
decreases in LM perplexity. In [1] a cache was proposed con-
taining gaze events (fixations on visual foci) before and after
a hypothesised word based on assumptions of psycholinguistic
processes. However, in all of these studies WER improvements
are limited.
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2.4. Gaze events

A specific gaze event type such as a fixation upon a visual fo-
cus will have measurable characteristics - e.g. fixation dura-
tion, pupil size and the saccade length. These are used in gaze-
contingent interfaces. E.g., typing on a graphical keyboard [12]
or choose menu items [13]. Some systems sense natural gaze
behaviour passively. E.g., gaze is selected for reading detection
based on the saccade length and movement direction [14] and
the gaze sequence is selected by tracing eye-movement proto-
cols for several different tasks [15].

2.5. Novelty

This study builds on previous work by investigating the selec-
tive use of gaze in cache LM adaptation of a class-based LM,
where the selection criteria for gaze events are learned. An
N-class LM model extends the 2 class model proposed in [5]
so that multiple classes are used to represent the visual field
and task. The evaluation is conducted using eye movement and
speech data recorded in acoustically noisy environment to better
match real-world utility.

3. Framework
For the baseline LM a class-based n-gram is used:

Pb(W ) =

N∏

i=1

Pb(ci|ci−n+1
i−1 )Pb(wi|ci) (1)

Where N is length of the word sequence W =
{w1, w2, . . . , wN}. ci the class and wi the word. ci−n+1

i−1 =
{ci−n+1, . . . , ci−2, ci−1} is the history of n previous classes
associated with the n previous words. The class based model
enables a visual task-specific grammar to be captured - e.g.
words associated with groups of visual foci, where the group-
ing of foci is related to task. It also overcomes the sparseness
problems estimating infrequent words which have support from
the frequent ones in the same class [16].

The baseline LM word probabilities Pb(wi|ci) are time in-
variant. Cache-based LM adaptation is used to modify the LM
at time t given extra information in a cache. Figure 1 illustrates
the basic idea. The cache is formed from the sequence of gaze
events up to time t, g = {gM−l+1, . . . , gM}whereM is the to-
tal number of gaze events and l is the cache length (i.e. history
of gaze events). The gaze event cache LM word probabilities,
P t
g(wi|ci) are computed at time t as:

P t
g(wi|ci) =

∑M
m=M−l σ(gm, wi)∑M
m=M−l σ(gm, ci)

(2)

Where σ(gm, wi) is a function that represents the relevance
of the gaze event gm to the word wi and σ(gm, ci) is a function
that represents the relevance of the gaze event gm to the class ci.
These relevance functions σ(.) determine whether and to what
degree the gaze event modifies the word probabilities. Thus, the
word sequence probability becomes:

P t
g(W ) =

N∏

i=1

Pb(ci|ci−n+1
i−1 )P t

g(wi|ci) (3)

The adapted LM word probability P t
a(wi|ci) at time t is

determined from the weighted interpolation of the baseline LM
Pb(W ) and the cache LM P t

g(W ) i.e. :

P t
a(W ) = (1− λ)Pb(W ) + λP t

g(W ) (4)

Figure 1: General framework. A cache of gaze events is used
selectively (via relevance function) to adapt the class based LM.

3.1. Relevance functions

The interpolation parameter λ given in expression 4 enables in-
formation from gaze to be used in toto to adapt the LM. The
relevance between a gaze event g and a word w ranges from
[0, 1] is defined as the confidence that the user uses this g to
assist his speaking of w (i.e. looking at an object while saying
it). The relevance functions σ(g, w) and σ(g, c) represent the
degree to which a specific gaze event g is related to the word
w and class c respectively. We define σ(g, ω) where ω is either
class of word. Three implementations are proposed.

3.1.1. Approach 1: Non-selective use

In the first approach all gaze events associated with ω are con-
sidered equally relevant in the cache. This is comparable with
the approach in [1]. The function σ(g, ω) in expression 2 is
defined as:

σ(g, ω) =

{
1 if g is related to ω
0 otherwise.

(5)

3.1.2. Approach 2: Score-based selective use

In approach 2, the relevance of gaze events is variable and mea-
sured by a score s. The function σ(g, ω) in expression 2 is
defined as:

σ(g, ω) =

{
s if g is related to ω
0 otherwise.

(6)

Where s is a continuous value representing the measure of
relevance between 0 (no confidence) and 1 (full confidence).

3.1.3. Approach 3: Definitive selective use

In approach 3, the relevance of the gaze event depends upon a
definitive decision i.e. a boolean value, e.g. a classifier decision.
The function σ(g, ω) in expression 2 is defined as:
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Figure 2: Graphic illustrating the captured gaze and speech features without(N0 in top half) and with(N1 in bottom half) environmental
acoustic noise.Top right inset: the visual task displayed to the user.

σ(g, ω) =

{
1 s ≥ γ and g is related to ω
0 otherwise.

(7)

Where γ represents a threshold for score s used in approach
2.

4. Implementation
4.1. Method

A full ASR system is built to implement the framework. Imple-
mentation details are evaluated, notably the feature representa-
tions for gaze events and approaches to implementing the rele-
vance function. The performance of the ASR is evaluated using
a corpus of matched eye movement and speech data collected in
two levels of background acoustic noise. Beyond that given be-
low, additional information regarding the dataset can be found
in [17].

4.2. Task

A two-person collaborative ’put that there’ [18] map task is con-
ducted. The two participants are assigned different roles - an
’Instruction Giver’ (IG) and an ’Instruction Follower’. The IG,
our observation target, acts as the system user who issues com-
mands and the IF controls the system to react as the ’Wizard
of Oz’ [19] paradigm. The task involves the IG instructing the
system (controlled by the IF) to position a coloured shape on
a map displayed on a computer screen (Figure 2). The IG in-
structs by using speech. The IG’s gaze is sensed by the EyeLink
II eye tracker. The speech is recorded by attached microphones.
The IF remained unchanged through all the recordings to mini-
mize the possible inconsistency. Seven participants took part as
the IG. The data collected from the task are used for the evalua-
tion and empirical tuning of the parameters for optimum system
performance.

4.3. Acoustic noise condition

The task is repeated in conditions without (N0) and with (N1)
added acoustic noise. Speech babble noise from Noisex-92 Cor-

pus [20] is played via closed back headphones with a mean
power of 60dB; selected approximately to be in line with out-
door commercial areas [21]. Each of the IG repeats the task
10-15 times in both noise conditions and in total 100 tasks are
recorded for each noise condition. There is some data loss from
calibration failures such as unwilling head movement; conse-
quently 13 task recordings from noisy condition are discarded.
Figure 2 illustrates the speech features and corresponding gaze
fixations on display objects in time for the two noise conditions
- N0 and N1.

4.4. Post processing

The gaze data recorded consists of time-stamped fixation events
and saccade events. The fixation events in the gaze data are
assigned to their nearest visual focus, i.e. a colour, shape or
position on the map, in order to uncover the focus of visual at-
tention. Fixations landing off the screen are ignored. Speech is
time-aligned transcribed in two steps - the first step by a human
transcriber and second step using an ASR system employing
forced alignment [22] to temporally segment words. This base-
line ASR is described in Section 5.

4.5. Language model class construction

With the prior knowledge of the task involving IG instructing
positioning of coloured shapes (e.g. ‘red square at left’), four
classes are created in the LM - colour, shape, position and non-
visual-related. Words related to these classes are assigned to
them. This implementation is used to reflect the task-specific
relation between words and visual foci.

4.6. Tests conducted

Three studies are conducted:

1. Gaze event feature selection. Selection of gaze features
for gm that provide the best performing relevance func-
tion σ(g, ω).

2. LM Adaptation Performance. The best performing gaze
feature set for gm found in test 1 is used to adapt the LM
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and the performance of σ(g, ω) is compared for different
interpolation weights λ.

3. ASR Performance. The optimum value for λ in test 2 is
used in the ASR system and performance is measured in
terms of WER.

5. Evaluation
5.1. Gaze event feature selection

The relevance functions σ(g, ω) in expressions 5 and 6 make
use of a score s to measure confidence in a gaze event g being
related to speech. For the evaluation, this score is determined
using a Naive Bayes classifier s = P (r|g) ∝ P (g|r)P (r)
where r is a variable representing relevance. The likelihood
function is implemented as an asymmetric single Gaussian with
diagonal covariance, with dimensions representing the gaze fea-
tures. For Maximum likelihood estimation of p(g|r), g refer-
ring to a specific visual foci that occurs at time t has value r = 1
if the participant is speaking a word in a class associated with
the visual foci at time t, and r = 0 otherwise.

The gaze event g in the proposed system is a fixation upon
a specific visual focus - a colour, shape or position. Two com-
monly used gaze features [23] are proposed to build the feature
vector representing g. They are fixation durations and saccade
lengths [24].

A 10-fold cross validation is employed for the likelihood
estimation. The classification results confirm that fixation du-
ration and the saccade length are appropriate features having
82% accuracy, demonstrating good performance in terms of the
Area Under the receiver operator Curve (AUC = 0.86). This
is better than using fixations (73% accuracy) or saccades (72%
accuracy) individually.

5.2. LM Adaptation Performance

The baseline LM is constructed from the speech transcriptions
of the data containing 1056 utterances and 3764 words. Bi-
grams with Witten-Bell smoothing [25] are used. The perplex-
ity of the baseline LM is 10.52 and the % improvements are re-
ported for evaluation. The cache length for gaze events is fixed
at l = 15 which is determined empirically.

Figure 3 shows the % change in perplexity of the adapted
LMs for the three σ(g, ω) implementations compared to the
baseline LM. For all values of λ, the score-based relevance
function (Section 3.1.2) shows the highest perplexity improve-
ment, with best performance at λ = 0.6 (17.04%), compared to
the non-selective approach (5.74%) (p < 0.01, two tailed t-test,
same tests conducted after).

5.3. ASR Performance

The baseline ASR was built using HTK [26] and trained on the
WSJCAM0 corpus of British English [27]. Further details of
this baseline ASR system may be found in [5].

Because the baseline ASR is trained on another corpus
which has different speakers and acoustic characteristics, acous-
tic adaptation to this dataset is applied to the HMMs using Max-
imum Likelihood Linear Regression (MLLR) and Maximum
A-Posteriori (MAP) adaptation [28]. A leave one out strategy
is used to avoid compromising the result. For both noise con-
ditions, Regression MLLR followed by MAP gives the lowest
Baseline WER - 10.84% in N0 and 63.42% in N1.

N-best list rescoring of ASR output (N = 5) is used to
measure WER changes. In the ‘clean speech’ (N0), the non-

Figure 3: The perplexity percentage improvement of the three
approaches to relevance function for different LM interpolation
weights λ.

selective σ(g, ω) LM adaptation has a 1.52% (p = 0.01) im-
provement in WER. This is comparable with the previous stud-
ies [1] [2]. Neither selective use approach shows a statistically
significant (p < 0.05) improvement over the non-selective one.

When recognising speech in acoustically noisy environ-
ment (N1), the baseline WER increases to 63.43%. However,
the non-selective σ(g, ω) adaptation shows a 6.34% (p < 0.01)
statiscially significant improvement. The selective σ(g, ω) ap-
proaches have a further 4.24% (p < 0.01) improvement.

WER(%) N0 N1
Baseline 10.84 63.42

Non-selective 9.32 57.08
Definitive selective 9.13 52.87

Score-based selective 8.95 52.84

Table 1: The WER performance. The selective use of gaze (rows
3 & 4) is more valuable in the noise condition N1.

6. Discussion
In this study a cache-based class LM adaptation framework is
proposed which uses information selectively from gaze via rele-
vance functions to improve ASR performance. Statistically sig-
nificant improvements in WER are demonstrated when recog-
nising speech in acoustically noisy environments - the scenario
where using information from gaze is potentially beneficial.

Although results for two noise conditions are reported, the
data collected for this study also includes other acoustic noise
conditions and pupil diameter data. This additional data is be-
ing to used to model the relationship between gaze and speech,
and how it changes in noise - i.e. whether there exists a ‘Lom-
bard effect’ for gaze. Depending on findings, this could afford
additional development and evaluation of this LM adaptation
framework, which could also include other datasets.
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