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Abstract
In this paper we describe a real-time speech-driven method

for synthesising realistic video sequences of a subject enunciat-
ing arbitrary phrases. In an offline training phase an active ap-
pearance model (AAM) is constructed from hand-labelled im-
ages and is used to encode the face of a subject reciting a few
training sentences. Canonical correlation analysis (CCA) cou-
pled with linear regression is then used to model the relation-
ship between auditory and visual features, which is later used
to predict visual features from the auditory features for novel
utterances.

We present results from experiments conducted: 1) to de-
termine the suitability of several auditory features for use in an
AAM-based speech-driven talking head, 2) to determine the ef-
fect of the size of the training set on the correlation between the
auditory and visual features, 3) to determine the influence of
context on the degree of correlation, and 4) to determine the ap-
propriate window size from which the auditory features should
be calculated. This approach shows promise and a longer term
goal is to develop a fully expressive, three-dimensional talking
head.
Index Terms: visual speech synthesis, speech-driven facial an-
imation, audio-to-visual mapping

1. Introduction
Speech is multi-modal in nature. The production of speech
sounds result in physical movements on the face of a talker that,
when visible, can assist in the speech perception process [1].
Re-synthesising these movements is extremely challenging as
they are the result of a complex interaction between a number
of anatomical layers, which include bone, muscle, subcutaneous
fat, and skin. The problem is compounded by the fact we are all
expert at interpreting even the most subtle changes in the fea-
tures of the face and so are sensitive to the smallest discrepan-
cies from normal behaviour. The central problem then is how
best to approximate the intricacies of the face with sufficient
detail such that synthesised visual speech looks realistic?

Broadly speaking there are two main techniques for gener-
ating synthesised visual speech: 1) speech-driven approaches,
which map directly from parameterised auditory speech to vi-
sual gestures [2, 3, 4, 5, 6], and 2) text-driven approaches, which
synthesise visual speech by mapping a sequence of phonemes
to visual gestures and use concatenation, interpolation, or tra-
jectory synthesis to generate the visual sequence [7, 8, 9, 10,
11, 12]. Generally the synthesised speech can be rendered in
one of three ways: 1) using computer graphics models [13],
using image-based techniques [7, 10, 14], or a hybrid of the
two [8, 12]. The choice of renderer will largely be determined
by the application. For example, a speaker-independent or
a real-time system might adopt a graphics-based approach as
these tend to offer efficiency and flexibility. However, graphics-

based methods generally lack videorealism — it is difficult to
convince a viewer the video sequence contains a real person.
This is true even when a static image of a face is texture-mapped
onto the model. The static nature of the texture becomes ap-
parent as the model is animated. Conversely, modern image-
based approaches can achieve close to videorealism, but they
lack flexibility: only the face can be re-animated, the range
of facial gestures is usually confined to examples seen during
training, and the identity of the talker is also limited to those in
the training data.

The system described here extends our previous text-
based approach [12] that uses Active Appearance Models
(AAMs) [15], which offer a convenient hybrid of image-based
and graphics-based methods [16] in the form of a compact
statistical model of the shape and appearance variation of the
face. In this study we consider speech-driven synthesis and in-
vestigate the correlation between various types of auditory pa-
rameters and the (visual) parameters of an AAM. In particu-
lar, canonical correlation analysis (CCA) [17] is used to derive
two sets of basis vectors such that the correlations between the
projections of the original auditory and visual parameters onto
these new basis vectors are mutually maximized. Several stud-
ies have previously considered the correlation between audio
and visual signals [4, 18, 19, 20], however we are interested
in the abstract (visual) parameterisation provided by the AAM,
which is an (almost) complete description of visual speech (in
the sense that near-photorealistic images can be reconstructed
from the parameters). Other advantages of AAMs are: 1) we
are able to separate shape and appearance information, and 2)
we do not need to specify the parameters in which we are inter-
ested (e.g. degree of mouth opening, etc.). The parameters are
entirely data-driven and capture the subtleties of speech produc-
tion.

2. Data Capture

The training data used in this work consisted of a single speaker
reciting 279 sentences. To ensure the pose of the head re-
mained as constant as possible, the training data was collected
using a head mounted camera and transferred from DV tape to
computer using an IEEE 1394 compliant capture card with a
frame size of 360x288 pixels (one quarter DV-PAL). The audio
was captured using the on-camera microphone and digitised at
11025 Hz, 16 bits/sample stereo. The video sequences were
recorded in a single sitting to ensure the lighting was even and
constant throughout the entire training video. The speaker was
instructed to maintain a neutral facial expression (no emotion)
to confine, as far as possible, the variation of the facial features
to speech gestures.
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3. Background
The following sections describe the core techniques used in our
synthesiser, before describing their application to the problem
of generating synthesised visual speech.

3.1. Active Appearance Models: AAMs

The shape, s, of an AAM is defined by the concatenation of the
x and y-coordinates of n vertices that form a two-dimensional
triangulated mesh: s = (x1, y1, . . . , xn, yn)T . A compact
model that allows a linear variation in the shape is given by,

s = s0 +

mX
i=1

sipi, (1)

where the coefficients pi are the shape parameters. Such a
model is usually computed by applying principal component
analysis (PCA) to a set of shapes hand-labelled in a correspond-
ing set of images [15]. The base shape s0 is the mean shape and
the vectors si are the (reshaped) eigenvectors corresponding to
the m largest eigenvalues. An example shape model is shown
in Figure 1.

(a) s1 (b) s2 (c) s3

Figure 1: The first three basis vectors of the shape of an AAM
overlaid onto s0. The parameters are varying between ±2σ.
Typically, 5–10 parameters are required to account for 95% of
the shape variation. For the model shown here, s1 appears to
capture the opening and closing of the mouth, s2 the degree
of lip rounding, while subsequent vectors capture more subtle
variation in mouth shape.

The appearance, A(x), of an AAM is defined by the pixels
that lie inside the base mesh, x = (x, y)T ∈ s0. AAMs allow
linear appearance variation, so A(x) can be expressed as a base
appearance A0(x) plus a linear combination of l appearance
images Ai(x):

A(x) = A0(x) +

lX
i=1

λiAi(x) ∀ x ∈ s0, (2)

where the coefficients λi are the appearance parameters. As
with shape, the base appearance A0 and appearance images
Ai are usually computed by applying PCA to the (shape nor-
malised) training images [15]. A0 is the mean shape normalised
image and the vectors Ai are the (reshaped) eigenvectors corre-
sponding to the l largest eigenvalues. An example appearance
model is shown in Figure 2.

To render a face image from a set of AAM parameters, first
the shape parameters, p = (p1, . . . , pm)T, are used to generate
the shape, s, of the AAM using Eq. (1). Next the appearance
parameters λ = (λ1, . . . , λl)

T are used to generate the AAM
appearance image, A(x), using Eq. (2). Finally a piece-wise
affine warp is used to warp A(x) from s0 to s.

(d) A0 (e) A1 (f) A2

Figure 2: The base and first two basis images of an appearance
model. Note: A1 and A2 have been suitably scaled for visuali-
sation. Typically, 20–30 parameters are required to account for
95% of the appearance variation.

3.2. Canonical Correlation Analysis: CCA

Canonical correlation analysis (CCA) [17] is a powerful statis-
tical technique used to measure the linear relationship between
two multi-dimensional variables — in our case parameters de-
rived from auditory speech and the corresponding parameters of
an AAM. The goal is to find an optimal basis for each variable
such that the correlations of the projections of the variables onto
these new bases are mutually maximised.

Given two sets of (zero-mean) feature vectors {x} ∈ <r

and {y} ∈ <s, CCA seeks the projections xp = WT
x x and

yp = WT
y p that maximise:

ρ =
WT

x CxyWyp
WT

x CxxWxWT
y CyyWy

, (3)

where Cxx and Cyy are the within-set covariance matrices, and
Cxy is the between-set covariance matrix.

One solution for solving for the basis vectors (Wi) is to

use singular value decomposition (SVD), C
− 1

2
xx CxyC

− 1
2

yy =
UDVT , where U = (u1, . . . ,up) and V = (v1, . . . ,vq) are
orthonormal matrices and D is a diagonal matrix of singular
vaules.The canconical factors can then be found using:

wi
x = C

− 1
2

xx ui, and

wi
y = C

− 1
2

yy vi.

The relationship between a r×t matrix of auditory parame-
ters (A) and the corresponding s×t matrix of AAM parameters
(V) — shape and appearance are considered separately — is
computed by first calculating the canonical factor pairs Wa and
Wv for the auditory and visual parameters respectively. Next
the auditory parameters are projected onto Wa:

Ap = WT
a A, (4)

(assuming the mean has been removed) and finally the transfor-
mation matrix that maps auditory to visual parameters is found
using:

τ = VAT
p

“
ApA

T
p

”−1

. (5)

The transformation matrix can then be used to estimate the vi-
sual parameters, v, given an arbitrary vector of auditory param-
eters, a, as follows:

v = τWT
a a. (6)

Note τ and Wa are pre-computed, so the cost of generating the
visual parameters amounts only to a matrix-vector product.



4. Evaluation
The following sections outline experiments conducted to deter-
mine the suitability of four auditory parameter types for use in
an AAM-based speech-driven talking head. Specifically these
are: linear predictive coding (LPC), line spectral frequencies
(LSF), mel frequency cepstral coefficients (MFCC) and for-
mant frequencies. Although other parameter types are available,
these are standard and have been used previously in audio-to-
visual mapping for visual speech synthesis [2, 5, 6, 20]. In the
following we aim to determine which of the parameters, if any,
are highly correlated with AAM parameters such that they can
be used in our speech-driven talking head. Previous studies us-
ing these parameters have considered visual models other than
AAMs.

4.1. Auditory Parameter Selection

The auditory and visual information of speech is tightly linked.
We might, therefore, expect a strong relationship between the
parameters that encode the auditory signal and the parameters
that encode the visual signal. The goal of this experiment is to
measure the strength of the relationship between four types of
auditory parameter and the shape and appearance parameters of
an AAM.

4.1.1. Methodology

The audio signal from the training video (Section 2) is divided
into frames of 40ms duration (to match the 25Hz frame-rate
of the video) and the signal in each frame parameterised as
formant frequencies, MFCCs, LPCs and LSFs. Next the face
in each video frame is encoded in terms of shape and appear-
ance parameters using an AAM search [21]. The training data
is thus represented as four r × 33, 575 matrices for the audi-
tory signal, where r is the dimensionality of the auditory data
(r = {3, 13, 16, 15} for formant frequencies, MFCCs, LPCs
and LSFs respectively) and 33, 575 is the number of frames.
The visual data is represented as two s × 33, 575 matrices,
where s is the dimensionality of the visual data (s = {5, 23}
for shape and appearance respectively).

Each run of the experiment consisted of selecting a num-
ber of corresponding auditory and visual frames and performing
CCA (the same frames were selected for each auditory-visual
parameter pair). To determine the influence of sample size on
the correlation, the number of frames selected was varied. For
each sample size of N = {50, 100, 150, . . . , 2500}, frames
were randomly sampled 100 times and the canonical correla-
tion coefficients averaged over all iterations.

4.1.2. Results

The mean value of the two largest canonical correlation coef-
ficients (averaged over 100 iterations) for each auditory-visual
parameter pair are shown in Figure 3. The shape and appear-
ance components of the AAM are reasonably strongly corre-
lated with MFCCs and LSFs (ρ1 > 0.8), but this quickly falls
off after ρ1. LPCs are less well correlated (ρ1 ≈ 0.75) and for-
mant frequencies are poorly correlated (ρ1 ≈ 0.5). For small
sample sizes (N ≤ 50) the correlation for both the shape and
appearance between the MFCCs, LSFs and LPCs is very strong
(ρ1 > 0.97), but in this instance the model cannot generalise
well to examples not included in the training set. Increasing
the sample size decreases the correlation, but allows the model
to better generalise. The estimate of the degree of correlation
appears to stabilise after training on approximately 200 frames.

It is interesting that for all parameter types, it is the (shape-
free) appearance information rather than shape that is better
correlated with the auditory parameters. Generally, the correla-
tion for appearance is at least 0.1 higher than the correlation for
shape.

Figure 3: The effect of the number of training frames on the first
(top two figures) and second (bottom two figures) canonical cor-
relation coefficients. For each coefficient the shape (upper fig-
ure) and appearance (lower figure) is shown. The auditory pa-
rameters are: formant frequencies (green), LPCs (blue), LSFs
(black), and MFCCs (red). Each point represents the mean
value averaged over 100 trails.

4.2. Choice of Auditory Window Size

The experiment outlined in Section 4.1 assumed a window size
of 40ms, where the speech signal is windowed so the auditory
features are in direct correspondence with visual features from
the video. In terms of the auditory signal 40ms is a relatively
long time. Many speech applications utilise a shorter (typically
10ms) window so the signal can be assumed stationary within
the window. This second experiment was conducted to deter-
mine the affect of the auditory window size on the audio-visual
correlation.



4.2.1. Methodology

The audio signal from the training video (Section 2) is divided
into frames of both 10ms and 40ms duration and the signal
in each frame parameterised as MFCCs and LSFs — the re-
sults from Section 4.1 demonstrate LPCs and formant frequen-
cies are less well correlated with AAM parameters, so are dis-
carded here. Next the face in each video frame is encoded in
terms of the shape and appearance parameters using an AAM
search [21]. To bring the 25Hz visual features into correspon-
dence with the 100Hz auditory features, the AAM parameters
are up-sampled using cubic spline interpolation. The 10ms
training data is represented as two r × 133, 356 matrices for
the auditory signal, where r is the dimensionality of the audi-
tory data (r = {13, 15} for MFCCs and LSFs respectively) and
133, 356 is the number of frames. The visual data is represented
as two s × 133, 356 matrices, where s is the dimensionality of
the visual data (s = {5, 23} for the shape and appearance re-
spectively). The 40ms training data is represented in the same
way, but each matrix has only 33, 575 columns.

Each run of the experiment consisted of selecting a num-
ber of corresponding auditory and visual frames and perform-
ing CCA (the same frames were selected for each auditory-
visual parameter pair, and the corresponding columns were
selected from the 10ms and 40ms data). To determine the
influence of sample size on the correlation, the number of
frames selected was varied. For each sample size of N =
{50, 100, 150, . . . , 2500}, frames were randomly sampled 100
times and the canonical correlation coefficients averaged over
all iterations.

4.2.2. Results

The mean value of the largest two canonical correlation coef-
ficients (averaged over 100 iterations) for each auditory-visual
parameter pair and each window size are shown in Figure 4. The
trend for both window sizes is the same, but a longer auditory
window captures more of the correlation (an improvement of
≈ 0.1∀ρi) in fewer parameters. This is perhaps because move-
ments of the articulators are, on the whole, relatively smooth
compared to the rapidly changing properties of the auditory sig-
nal. Computing auditory features over a longer period will ef-
fectively smooth the acoustic properties, so they better corre-
late with the visual signal. To check this the experiment was
repeated, but rather than up-sample the video the auditory fea-
tures were decimated by calculating the auditory features from
10ms windows every 40ms. The results are identical to those
obtained by up-sampling the video, which shows smoothing the
auditory features helps improve the audio-visual correlation.

4.3. Including Context in the CCA

The experiments described in Sections 4.1 and 4.2 compute a
frames-wise audio-to-visual mapping. That is, each frame is
assumed independent as there is no temporal information (con-
text) included in the features. This last experiment aims to de-
termine if the inclusion of temporal information improves the
degree of correlation between auditory features and the corre-
sponding AAM parameters.

4.3.1. Methodology

The audio signal from the training video (Section 2) is divided
into frames of 40ms duration (to match the 25Hz frame-rate of
the video) and the signal in each frame parameterised as MFCCs
and LSFs. The training data is thus initially represented as two

Figure 4: The effect of the number of training frames and du-
ration of the window from which the auditory features are cal-
culated on the first (top two figures) and second (bottom two
figures) canonical correlation coefficients. For each coefficient
the shape (upper figure) and appearance (lower figure) is shown.
The auditory features are MFCCs (red) and LSFs (black) and
the window sizes are 10ms (triangles) and 40ms (squares).

r × 33, 575 matrices for the auditory signal, where r is the di-
mensionality of the auditory data (r = {13, 15} for MFCCs
and LSFs respectively) and 33, 575 is the number of frames. To
determine the influence of context on the audio-visual correla-
tion, {t = 0, 1, 3, 5} frames to the left and right of each feature
vector are appended to all feature vectors, so the MFCCs and
LSFs are each represented as four matrices (one for each con-
text width). To remove redundancy and help ensure the matri-
ces are full-rank the columns are decimated, where only every
2t + 1 column is retained. Next the face in each video frame
is encoded in terms of shape and appearance parameters using
an AAM search [21]. The visual data is represented as two
s × 33, 575 matrices, where s is the dimensionality of the vi-
sual data (s = {5, 23} for shape and appearance respectively).

Each run of the experiment consisted of selecting 2000
frames (to ensure a stable estimate of the correlation) of corre-
sponding auditory and visual information and performing CCA
(the same frames were selected for each auditory-visual param-



eter pair). For each context width the process was repeated 100
times and the canonical correlation coefficients averaged over
all iterations.

4.3.2. Results

The mean value of the largest two canonical correlation coef-
ficients (averaged over 100 iterations) for each auditory-visual
parameter pair and each context width are shown in Figure 5.
There is a modest improvement in correlation (ρ ≈ 0.03) that
results from appending an increasing number of adjacent frames
to each feature vector. However the improvement in correlation
is negligible and is gained at the expense of requiring the first t
frames to be buffered prior to synthesis, which itself can impact
on the suitability of the approach for a real-time system.

Figure 5: The affect of context width on the first (top) and sec-
ond (bottom) canonical correlation coefficients. For each coeffi-
cient the shape (squares) and appearance (triangles) are shown.
The auditory features are MFCCs (red) and LSFs (black).

5. Synthesis Results
To generate a video sequence of synthesised visual speech
aligned to an incoming (novel) auditory signal, the auditory sig-
nal is first buffered into frames of 40ms duration. The auditory
features are then calculated and applied to Eq. 6 to generate
the shape and appearance parameters. Generally, the parameter
trajectories are noisy, which results in movements of the facial
features that are not smooth. This is true even when adjacent
frames are appended to include context as the parameters of one
frame are still generated independently of neighbouring frames.
To overcome this the parameters are smoothed using a cubic
smoothing spline. For a non real-time system an approach sim-
ilar to that in [9] could be adopted. The CCA mapping is used to
generate a trajectory of parameters, which is then used to index
a training database, where segments of original parameters are
extracted that best approximate the synthesised trajectory. This
would have the advantage of fewer concatenation boundaries
(each frame of our approach is effectively a concatenation) and
short-term coarticulation effects are retained. The cost of this is
the time taken to search the original database, making it unsuit-
able for real-time applications.

Given the smoothed parameters, Eqns. 1 and 2 are used
to generate the shape and appearance of the face respectively,

and the final rendered frame created by warping (using graph-
ics hardware) the appearance image to the generated shape.

Figure 6: Original (black) and synthesised (red) trajectories for
the first shape (top) and appearance (bottom) parameter of an
AAM over the sentence “Sarah argued that I acted as though
under his thumb”. The visual parameters are derived from
MFCCs. A 40ms window was used to calculate the MFCCs,
and a single frame each side of the current frame was included
as context.

6. Summary
In this paper we have described an approach for synthesising, in
real-time, visual speech from an auditory signal. CCA is used
to derive a compact parameterised space that captures the cor-
relation between auditory and visual features. In this paper we
consider the visual representation of the face to be the param-
eters of an AAM and have shown that MFCCs and LSFs are
relatively strongly correlated with these parameters. However,
we note there are instances where mapping from auditory to vi-
sual parameters in this way does not perform well. A focus for
future work will investigate when the mapping from the various
auditory parameters is incorrect — are the failure conditions
different for different auditory parameters? It could be that it is
better to construct the mapping as a combination of the various
auditory parameters. Also, more than one mapping could be



Figure 7: Original (black) and synthesised (red) trajectories for
the first shape (top) and appearance (bottom) parameter of an
AAM over the sentence “I found a toy outside in the rough
sand.”. The visual parameters are derived from MFCCs. A
40ms window was used to calculate the MFCCs, and a single
frame each side of the current frame was included as context.

defined, and the mapping used to generate any particular frame
is determined by the values of the auditory features (e.g. ignore
MFCCs/LSFs when they are known to fail).
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