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Abstract

When the audio and visual portions of a speech stimulus are
presented synchronously, the resulting enhancement in intelli-
gibility is generally much larger than the one obtained when the
audio and visual stimuli are presented sequentially. However,
perfect synchronization is not required to obtain a substantial
audiovisual (AV) benefit: many studies have shown that AV
integration is maximum when the audio signal is slightly de-
layed relative to the visual signal, and other studies have shown
that substantial AV intelligibility enhancement typically extends
over a 250+ ms range of AV delay values, from a 50 ms lag in
the visual stimulus to a 200 ms lag in the audio stimulus. In
this study, artificially accelerated speech stimuli were used to
examine the impact that speaking rate has on the characteris-
tics of this temporal integration window. The results indicate
that maximal AV enhancement occurs over a progressively nar-
rower range of delay values when the speaking rate increases.
The results for the fastest speaking rates also show that peak
AV enhancement occurred at a larger AV delay value (150ms)
than has been reported in previous studies. However, there was
no conclusive evidence to suggest that the audio delay value for
peak AV enhancement systematically changed with the speak-
ing rate of the stimulus.
Index Terms: time compressed speech, AV synchrony

1. Introduction
It is now well known that visual cues obtained by seeing the
face of the talker can enhance the detection and the intelligibil-
ity of auditory speech [1].It is also widely known that this visual
enhancement of speech perception is much greater when the au-
dio and visual portions of the stimulus are presented simultane-
ously than when they are presented sequentially. However, the
audio and visual portions of the speech signal generally do not
need to be perfectly synchronous in order for AV integration
to occur. Numerous psychophysical studies [2, 3, 4, 5] have
shown that peak AV enhancement occurs when the audio signal
is slightly delayed (� �� � �� ms) relative to the visual sig-
nal [5, 4, 6] and that AV intelligibility enhancement can occur
over a temporal window of integration in AV speech perception
which approximates the syllable unit ( 100-300ms [7, 8]) re-
gardless of task or congruency of the tested speech tokens. This
window of integration is also asymmetric, with a much greater
tolerance for situations where the audio signal lags the visual
signal (with significant AV with delays in excess of 200 ms or
more) than for situations where the visual signal lags the audio
stimulus (where little or no integration occurs when the audio
signal leads by more than 50 ms) [9].

One aspect of AV speech perception that has not been ex-

plored in detail is the impact that speaking rate has on the tem-
poral integration window for AV speech perception. Naturally
produced speech can vary over a wide range of speaking rates
(from roughly 1-5 syl/s), and studies conducted with artificially
accelerated speech have shown that normal listeners can under-
stand speech accelerated by a factor of three or more [10]. It
is also clear that speaking rate can influence AV speech percep-
tion. Green and Miller [11] showed that the speaking rate was
equivalently assessed in either visual, auditory or AV speech
presentations with normal faces, but not with inverted faces,
suggesting that the speaking rate in visual speech is not only ac-
cessible to but also inherent to the AV speech integration mech-
anism. It has also previously been suggested that the speaking
rate can be fundamental in the segmental categorization of AV
speech [12] and indeed, the rate of visual speech affects pho-
netic categorization [11, 13] (even when the McGurk effect [14]
does not take place [13], suggesting that the extent to which au-
ditory and visual information integrate may be underestimated
in the study of the McGurk effects). There is also evidence
that both McGurk fusion and combination are enhanced dur-
ing slow speech [4, 15], and that AV integration can occur over
a very wide range of speaking rates including extremely fast
speech stimuli. A recent study conducted in our laboratory has
also shown that listeners can obtain a substantial AV benefit for
speech presented in noise at rates of up to 20 syl/s [16].

While there is ample evidence that speaking rate has a sub-
stantial impact on AV speech perception, very little is known
about the effect changes in speaking rate might have on the
temporal integration window for AV speech perception. Recent
studies using brain imaging techniques with exquisite spatial
(e.g. fMRI) and temporal resolution (e.g. electro- and magneto-
encephalography) have shown that the neural mechanisms un-
derlying auditory speech processing are tuned to key tempo-
ral properties of the (auditory) speech features [17, 18] such
as the syllable and the sub-phonetic features. Thus, it is quite
conceivable that the audio delay required for peak AV integra-
tion or the width of the temporal integration window for AV
speech might similarly be influenced when the speaking rate is
changed. Increases in the speaking rate also change the kine-
matics of speech production, which might significantly influ-
ence the temporal dynamics of AV speech perception. Within
the kinematics of the face, different kinds of motion of the
surface structures, velocity patterns and frequency components
over a wide spectrum [19] are all likely to vary with speak-
ing rate, and any or all of these could contribute differently to
AV speech integration for fast and slow speech. Recently, an
analysis-by-synthesis model positing a close relationship be-
tween the articulatory internal representations (as distinctive
features [20, 21]) in speech production/perception has been ex-
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Figure 1: Examples of video frames from the recording setups
used for the normal-speed MRT corpus (left panel) and for the
fast and slow MRT corpora (right panel).

tended to include AV speech. Empirical evidence shows the in-
volvement of the speech perception/production system [22, 23]
with a unitary forward-mechanism for auditory-somatosensory-
visual interactions in speech perception based on distinctive fea-
tures [23, 24, 25, 26]. Therefore, a precise description of the
AV speech dynamics in the perceptual domain would provide
much needed empirical descriptions to push forward the bio-
logical study of AV speech integration.

Whether the brain derives speech-relevant information from
seeing the dynamics of the articulators as “pure information
varying over time,” reconstructs shapes and structures from
motion of the articulators based on the face kinematics [27],
and/or detects and integrates the co-modulation of AV informa-
tion [28, 9], a crucial underlying parameter is speaking rate.
Here, we present data from an experiment that examined AV
speech intelligibility in a rhyming consonant identification task
as a function of the speaking rate of the talker and the degree of
asynchrony between the audio and visual speech signals.

2. Methods
2.1. AV Speech Materials

The stimuli from the experiment were generated with AV
recordings of four native English-speaking talkers (two female,
two male) speaking carrier phrases of the form “You will mark
�keyword� please.” [16] A total of 150 different keywords
were used in the experiment, selected from the 25 lists of six
monosyllabic words differing only by the initial consonant con-
tained in the Modified Rhyme Test (MRT) [29]. The record-
ings were made by computer with a DV video recorder (Sony
Handycam DCR-TRV120) and a high-quality free-field micro-
phone (B&K 4131) in a sound-treated room. The files were
captured with an automated system that, for each phase, fol-
lowed the following procedure. First, a visual representation
of the target word was shown on a tablet PC mounted in front
of the talker. Next, an example of an audio recording of the
desired carrier phrase was played to the talker through a loud-
speaker mounted in the audio booth. This example was used
to try to minimize variations in speaking rate and style across
the talkers. The audio example was followed by a beep that
prompted the talker to begin speaking the carrier phrase. This
initiated the digital recording of the AV phrase through the DV
port of the camera via the recoding functions in the VideoCapX

toolkit (Fath Technologies). The recording ended when the
talker pressed a mouse button to indicate the end of the carrier
phrase. Each recording was immediately reviewed by an exper-
imenter, who could either reject the recording due to technical
problems or pronunciation errors (thus prompting the computer
to re-record that MRT phrase) or accept the waveform and hand-
mark the beginning and end points of the speech waveform.

A total of three sets of recordings were made for each talker.
In the first, the talkers were instructed to speak at a “normal”
speaking rate. This resulted in phrases with an mean length
of 1.45 s and a standard deviation in length of 0.21 s. In the
second second set of recordings, the talkers were instructed to
speak at a slow rate (mean length 3.08 s, �=0.46 s). In the final
set of recordings, the talkers were instructed to speak at a fast
rate (mean length 1.03 s, �=0.10 s). Each set of recordings took
approximately two one hour sessions to complete.

Once the recordings were complete, the files were pro-
cessed using the VirtualDub software package to crop the pic-
ture and compress the video content using the Indeo 5.1 codec.
In the “normal” corpus, the video files were cropped to include
both the head and shoulders of the talkers. In the “slow” and
“fast” corpora, which were recorded later with a slightly differ-
ent setup, the video files were cropped so the talker’s head filled
almost the entire frame of the video. Figure 1 shows example
frames from the AV corpora used in the experiment.

2.2. Speaking Rate Modification

In order to examine the effects of AV asynchrony as a function
of speaking rate, the speaking rates of the AV recordings were
modified according to the following procedure. First, the dura-
tion of the audio portion of each recording was modified using
the pitch-synchronous overlap and add (PSOLA) algorithm im-
plemented in the PRAAT software package [30]. In this stage,
the “fast” speaking rate files were modified from their original
durations (variable with a mean duration of 1.03 s) to one of
three fixed durations (0.64 s, 0.8 s, or 1.0 s). The “normal”
speaking rate files were adjusted to a fixed duration of 1.5 s.
And the “slow” speaking rate files were adjusted to a fixed du-
ration of 3.0 s.

Next, the video files were modified to match the durations
of the modified audio signals. This was done by 1) loading
the video portions of the files into MATLAB; 2) increasing the
frame rate of the original recordings by a factor of two; 3) scal-
ing the time stamps associated with each frame of the origi-
nal to exactly match the duration of the modified audio signal;
and 4) linearly interpolating the RGB image from the original
frames prior to and immediately following the time stamp of
each frame in the modified output file.

Finally, the audio and video files were padded with silence
in order to provide 0.5 s of silence at the beginning of each file
and 1.0 s of silence at the end of each AV file. In the video
file, this was accomplished by introducing duplicate copies of
the initial video frame prior to the start of the audio phrase and
duplicate copies of the final video frame at the end of the audio
phrase. The resulting processed files were stored in AVI format.
This resulted in a total of five different versions of the AV MRT
corpus, each at a different speaking rate: 7.8, 6.3, 5, 3.3, or 1.7
syllables per second.

2.3. Experimental Procedure

Thirteen paid volunteer subjects with normal corrected vision
and normal hearing participated in the experiment. These sub-
jects conducted the experiment in a self-paced manner while
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Figure 2: Percent correct responses for each combination of speaking rate and audio delay tested in the experiment. Each data point
represents mean performance across the 14 subjects at a single delay value. The solid curves show the raw data points smoothed with
a five-point smoothing filter. The two dashed lines show performance in the audio only and visual only conditions of the experiment.

seated in front of PCs running custom MATLAB software. Each
block of trials consisted of 46 stimulus presentations at fixed
speaking rate. Prior to each trial, a random AVI file at the de-
sired speaking rate was selected from the AV MRT Corpus. The
audio signal from that file was then loaded into MATLAB and
combined with additive speech shaped noise (derived from the
spectrum of that particular speech utterance) to produce a over-
all RMS signal-to-noise ratio (SNR) of -8 dB. In the 42 AV
trials in each block, this audio signal was circularly shifted to
introduce one of 21 different delays values in the audio signal
relative to the visual stimulus (-400, -300, -200, -150, -100,-
50, 0, 25, 50, 75, 100, 125, 150, 175, 200, 225, 250, 275, 300,
400, or 500 ms, with positive values indicating points where
the audio signal lags the video signal) before being redubbed
onto the .AVI file using the VirtualDub software package. Each
block also contained two visual-only trials, where the audio sig-
nal was replaced with speech-shaped noise, and two audio-only
trials, where the audio signal presented with no accompanying
visual signal. Once the stimulus file was constructed, the sub-
ject was prompted with a button that could be pressed to start
a single presentation of the stimulus in Microsoft MediaPlayer
6.4. At the end of the stimulus presentation, the subject was
provided with a GUI interface containing six buttons, with each
button representing one of the six rhyming response alterna-
tives for for that stimulus in the MRT test. For instance, for
a stimulus presentation of the word “WENT,” the subject would
be presented with the six alternative response words “WENT,
”SENT,” “BENT,” “DENT,” “TENT,” and “RENT.” Once the
response was made, the subject was provided with feedback
about the correct answer while the program prepared the next
stimulus. When the next stimulus was ready, the subject again
was prompted by a button that could be pressed to start the next
trial, and so on until the end of the self-paced block of trials.

Each of the 13 subjects participated in a minimum of 64
blocks of trials in the experiment, representing a minimum of
23 trials for each combination of AV delay and speaking rate
tested in the experiment.

2.4. Results

The overall results of the experiment are illustrated in Figure 2.
Each panel represents a different speaking rate, and each point
within a panel represents the average percentage of correct word
identifications at a single audio delay value. These raw data
points are quite noisy, so in order to interpret the results a
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Figure 3: Comparison of the smoothed response curves across
the five speaking rates tested in the experiment.

smoothing filter1 was applied to the individual data points to
obtain the bold line shown in each panel of the figure. For com-
parison purposes, the dashed horizontal line in each panel shows
performance in the audio-only condition of the experiment, and
the solid horizontal line shows performance in the video-only
condition. From these results, it is clear that audio-only per-
formance tended to be better than visual-only performance in
the experiment, and that there were some audio delay values
where AV performance was substantially better than audio-only
performance in every speaking rate condition tested. It is also
apparent that there was a systematic increase in overall perfor-
mance as the speaking rate decreased from 7.8 syl/s to 1.7 syl/s.

The five curves in Figure 3 show the smoothed results from
each speaking rate condition in the experiment, which allows
a more direct comparison of the effect of audio delay on AV
performance. In the 7.8 syl/s condition, there is a clear, sharp
peak in AV performance at an audio delay of approximately
150 ms. As the speaking rate decreased to 6.3 syl/s, the overall
function shifted up, but the peak remained in almost exactly the
same position. At slower speaking rates, the peak value of the
curve stayed in approximately the same location, but the sharp
peak tends to broaden into a wider plateau that suggests that
the visual signal provides a greater AV benefit across a wider
range of AV delay values when the speaking rate decelerates. In

1This filter had the following formula: .0625*x[n-2]+.234*x[n-
1]+.4063*x[n]+.234*x[n+1]*.0625*x[n+2].
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Figure 4: The top panel shows the calculation of the low and
high threshold audio delay values for 70% of the maximum AV
benefit. The bottom panel shows the low and high thresholds
for the five conditions of the experiment.

the extreme example of the 1.7 syl/s speaking rate, this plateau
appears to extend from less than -100 ms to more than 300 ms.

Figure 4 shows estimates of the minimum and maximum
delay thresholds for audio enhancement derived from Figure 3.
In this procedure, the low and high threshold delay values for
obtaining an AV benefit were calculated by determining the
minimum and maximum delay values where the AV benefit ob-
tained was at least 70% as large as the maximum AV benefit
obtained at the peak performance value in the curve. This cal-
culation is illustrated in the top panel of Figure 4. The bot-
tom panel of the figure shows the low and high threshold delay
values obtained from this calculation as a function of speaking
rate. At speaking rates from 7.8 syl/s to 3.3 syl/s, the low au-
dio delay threshold was relatively stable. However, the high
audio delay threshold seemed to systematically increase, from
approximately 200 ms at a 7.8 syl/s rate to nearly 300 ms at a
3.3 syl/s rate. When the speaking rate decreased to 1.7 syl/s, the
low threshold decreased to less than -100 ms and the high delay
threshold increased to more than 350 ms. Thus, it appears that
the delay range where a substantial AV benefit occurs increases
by more than a factor of 3, from 150 ms to nearly 500 ms, as
the speaking rate decreases from 7.8 to 1.6 syl/s.

3. Discussion
In AV speech perception, there are three components that might
influence the sensitivity of AV integration to asynchronies in
the presentation of the audio and visual portions of the stimulus
(Figure 5). The first component, which we refer to as temporal
redundancy, is directly related to the temporal characteristics of

−200 0 200

Temporal Redundancy

Audio Delay (ms)

Phoneme
Viseme
Integration Region

−200 0 200

Sensory Delay

Audio Delay (ms)
−200 0 200

| |

Audio Delay (ms)

Integration Window

Figure 5: Factors that may influence the temporal region for AV
integration. The left panel shows the region of AV overlap for
phonemes and visemes that are both 32ms in duration. The cen-
ter panel shows the effect of a roughly 40-ms longer delay in the
arrival time of the visual stimulus at the auditory cortex [31].
The right panel shows the effect of a hypothetical AV temporal
integration window that lasts for 100 ms after the initial arrival
of the auditory information at the auditory cortex. In each case,
the bar at the botom of the figure shows the resulting range of
audio delays that would hypothetically result in AV integration
of the speech stimulus.

the audio and visual portions of the speech stimulus. In real-
world speech production, phonemes and visemes are generally
not instantaneous. They extend over dozens of milliseconds,
and it is likely that listeners can adapt to small asynchronies in
an audio signal as long as the start of the phoneme overlaps with
the end of the viseme or vice-versa. This factor could extend the
range of delays over which effective AV integration occurs by
as much as 100 ms in either direction [5]. This component is
likely to be highly dependent on speaking rate, but in a non-
linear manner that varies according to the specific viseme and
phoneme category of the utterance [32, 33].

The second component that might influence the dynam-
ics of AV speech integration is the amount of time needed for
the sensory system to process the audio and visual portions of
the multimodal stimulus. Neurophysiological evidence from
the Macaque suggests that visual feedback information reaches
the auditory cortex roughly 50 ms poststimulus, while auditory
feedforward information reaches the auditory cortex roughly 11
ms poststimulus [31, 5]. Thus, one might expect sensory in-
formation to reach the auditory cortex simultaneously when the
visual signal leads the audio signal by roughly 40-50 ms. No-
tably, this delay is roughly consistent with the mean point of
perceived audio/visual synchrony for AV speech [5] and non-
speech [6] stimuli, and with the point where the peak number
of McGurk fusions occurs [4, 23]. Fundamentally, there is no
reason to believe that speaking rate would have a substantial
impact on sensory processing time in either modality.

The final component that might play a role in the perception
of asynchronous AV speech stimuli is the temporal window for
AV enhancement that occurs at the neuronal level in the audi-
tory cortex. This window can be viewed as the “tolerance” of
the speech perception system to differences in the arrival time
of the audio and visual portions of a multimodal sensory stim-
ulus. This tolerance might result from some form of sensory
storage of the audio and visual stimuli that could extend for
tens of even hundreds of milliseconds [3]. The size and shape
of this integration window are not completely known, but ex-
periments conducted with speech produced at a normal speak-
ing rate typically show that the intelligibility benefits of adding
a visual component to an auditory speech signal extend over
a wide range of audio delays extending from -50 ms to +270
ms. If one assumes that there is a 50 ms sensory processing
delay in the visual signal, and that the durations of the viseme
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and phoneme allow a variation of � 100 ms around this point
of sensory synchrony, then one might deduce that the tempo-
ral window of integration for normal speech might extend over
roughly a 100-120 ms range from the point where the visual
and audio of the signal are received simultaneously to the point
where the audio signal lags the visual signal by 100 ms. This
would be consistent with a model of speech perception where
the presence of visual speech information directly influences
the perception of subsequently perceived auditory speech. The
length of this temporal window may or may not be dependent
on speaking rate: it could be a fixed parameter, or it could in
some way be related to the syllabic rate of the stimulus.

The results of this experiment provide some insights into
how these individual components might vary with the speaking
rate of the talker. The most unambiguous results are those re-
lated to the fastest speaking rates tested in the experiment (7.8
and 6.3 syl/s). In those cases, the intelligibility curves clearly
show a sharp peak in intelligibility at an audio delay of approx-
imately 150 ms. These sharp peaks differ substantially from
previous results examining the effects of AV asynchrony on
speech, which have typically shown broad plateaus in AV in-
tegration extending over a range of 300 or more milliseconds.
The sharpness of the peak in these AV integration functions is
most likely a result of the relatively short durations of the in-
dividual speech components. In these rapid speech conditions,
the visemes and phonemes are very short in duration, which
probably results in a reduced potential for overlap in the audio
and visual components of the utterance and, consequently, less
tolerance to variations in the delay of the audio signal. It is also
conceivably possible that the window for temporal integration
might be reduced in these conditions, if it is in some way influ-
enced by the syllabic rate of the speech stimulus. This would be
consistent with results that have shown that auditory processing
in the cortex may be influenced by the overall speaking rate of
the perceived speech [17].

Perhaps more puzzling is the location of the peak (150 ms),
which appears to be a much greater audio delay than has typi-
cally been reported for peak performance in other AV integra-
tion tasks [5]. In both the 7.8 and 6.3 syl/s cases, the AV benefit
at this peak delay value appears to be almost twice as large as
it was when the audio and visual portions of the stimulus were
presented simultaneously (i.e. at a 0 ms delay). This contrasts
markedly with other AV speech perception studies, which have
generally shown that most, if not all of the benefits of AV speech
integration are realized when the A and V portions of a speech
signal are presented synchronously. At this point it is unclear
why maximal AV enhancement would occur at such a large de-
lay value in this study. One possiblity it that this value reflects
a true optimal delay for AV speech enhancement that has been
obscured by the the much longer phoneme and viseme dura-
tions that typically occur in speech produced at slower speaking
rates. However, it is also possible that the longer optimal delay
value is specifically related to the MRT speech materials tested
in this experiment.

In the 5 syl/s condition, the results were generally similar
to those in the 7.8 and 6.3 syl/s conditions. However, the results
do appear to show that near-optimal AV enhancement occurred
over a broader range of audio delay values than in the two faster
conditions. This broadening in the temporal window is likely
related, in part at least, to the relatively longer phonemes and
visemes durations that occurred in this condition. It might also
be related to a lengthening of the temporal window for AV inte-
gration.

In the 3.3 syl/s condition, the results start to differ more

substantially from those for the faster speaking rates. In this
condition, the peak in performance appears to occur at roughly
the same delay value (150 ms), but the range of delay values
where maximal AV enhancement occurred is shifted somewhat
to the right relative to the 5 syl/s condition, spanning across de-
lay values from 125 to 250 ms. Here there is more ambiguity
in interpreting the data. Clearly part of the enhanced width of
the plateau is due to the longer durations of the phonemes and
visemes in this condition. However, one is tempted also to in-
fer that the delay value for peak performance may also have in-
creased in this condition, suggesting that the audio delay for op-
timal AV processing is inversely related to speaking rate. This
is certainly possible, but there are also other possible explana-
tions that might also account for the data. One is that there are
simply differences in the production of 3.3 syl/s speech (which
was derived from a different AV corpus than the faster speech
samples) that can account for this difference in shape. Another
is that the increased width of the plateau could be an increase in
the variability of the peak delay value across the 13 subjects in
the experiment. Yet another explanation is that the audio signal
was relatively more dominant in the integrated AV speech stim-
ulus at the 3.3 syl/s speaking rate (as suggested by the relatively
higher level of performance in the audio only condition) and
that this may have had some influence on the characteristics of
the performance curve. Clearly there are a lot of potential com-
plications in this condition, and without additional data it is very
difficult to conclusively distinguish between these possibilities.

In the slowest speaking rate condition (1.7 syl/s), the data
again are relatively unambiguous. In this condition, it is very
clear that the listeners were able to tolerate large variations in
the synchronization of the audio and visual signals with little
degradation in AV speech perception. Indeed, in this condition
the plateau in performance seems to extend across audio delays
from -100 ms to +300 ms. In this very slow speaking rate con-
dition, it is likely that the visemes and phonemes were so long
in duration that they provided the listeners with a wide range
of delay values where the audio and visual components were
effectively simultaneous.

Certainly one curious aspect of the data is that none of the
speaking rates tested seemed to exhibit the plateau in perfor-
mance for audio delays from 0-200 ms that has been reported
in previous experiments examining AV speech perception [9].
This may be related to differences between the six-alternative
MRT speech materials used in this experiment and the open-set
IEEE sentences used in the previous experiment. The multiple-
choice MRT sentences were probably also responsible for the
AV benefits that appeared to occur at very long audio delays
(400-500ms) in this experiment (Figure 2). In these long-delay
conditions, subjects indicated that they consciously employed
a “multiple-look” strategy where they eliminated some of the
possible response words on the basis of the visual phase and
others on the basis on the audible word. It is notable that this
strategy does not seem to have been effective at negative de-
lay values, which seems to suggest that there is a asymmetry
between selecting an audio signal that is consistent with a pre-
viously viewed visual stimulus and selecting a visual speech
signal that is consistent with a previously heard audio stimulus.

4. Discussion and Conclusion
In this experiment, we examined the effect that AV asynchrony
has on speech intelligibility as a function of the speaking rate
of the talker. At the highest speaking rates, the results show
that AV speech enhancement was maximized when the audio
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signal was delayed roughly 150 ms relative to the visual signal,
and that performance degraded relatively rapidly when the au-
dio signal varied from this optimal value. As the speaking rate
decreased, the range of delay values resulting in peak AV per-
formance systematically increased, suggesting that listeners are
tolerant to a wider range of AV delay values when the speak-
ing rate is relatively slow. However, there was no compelling
evidence to suggest that the optimal delay value for AV en-
hancement systematically changed with the speaking rate of the
talker. Further research is now needed to determine the extent
to which the temporal window for AV integration is influenced
by the actual durations of the phonemes and visemes in the mul-
timodal stimulus, and the extent to which the optimal delay for
AV integration varies across different kinds of speech stimuli.
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