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Abstract 
Discrimination of vowel duration was explored with regard to 
JNDs, error bias, and effects of modality and consonant 
context. 90 normal-hearing participants discriminated either 
auditorily, visually, or audiovisually between pairs of stimuli 
differing with regard to duration of the vowel /a/. Duration 
differences varied in 24 steps: 12 with the  first token longer 
and 12 with the second token longer (33–400 ms). Results: 
accuracy was lower for V than A and AV; step difference 
affected performance in all modalities; error bias was affected 
by modality and consonant context; and JNDs (> 50% 
correct) were not possible to establish. 
Index Terms: vowel duration, discrimination, perception, 
accuracy 

1. Introduction 
Much more is known about how the acoustic speech signal 
and the auditory perception of speech works than about the 
optical properties of the speech signal and their relation to 
visual perception of speech. For example, no studies on visual 
perception of vowel duration are found in the literature. 
Visually, vowels are supposedly much easier to identify than  
consonants. In speechreading, accurate visual perception of 
vowels should therefore be a quite necessary basis for 
perception, since many consonants have places of articulation 
inside the mouth, and are therefore difficult to see. Also, those 
consonants that are relatively easy to visually distinguish are 
relatively easy to confuse with each other. For example, /f/ 
and /v/ share place of articulation, and only differ with regard 
to voicing, which is very difficult or impossible to see [1]. 
Vowel duration may constitute prosodic cues, and is also a 
semantic feature in ”quantity languages”, such as Swedish, 
Finnish, and Japanese [2], while it is not in other languages, 
such as German and American English. Thus, discrimination 
of vowel duration is potentially highly relevant for 
speechreading in ”quantity languages”. 

The primary purpose of the present study was to explore 
visual discrimination of vowel duration. In order to do so, 
comparisons were made with auditory and audiovisual 
discrimination. Further, tokens of two different consonant 
contexts were used to examine the effect of articulatory 
distinctiveness: /lal/ versus /mam/ stimuli. The consonant /l/ is 
pronounced inside the mouth, hidden from sight in the present 
study, and the lips do not close. The consonant /m/, on the 
other hand, is pronounced with lip closure, and is therefore as 
visually distinct as possible. This difference in visual 
distinctiveness also provides an opportunity to study 
audiovisual perception: how much does vision affect 
audiovisual discrimination of vowel duration? It could be 
conceived that audition should have priority over vision in 
audiovisual discrimination of vowel duration, due to the fact 
that the acoustic signal carries more qualities, such as changes 
in pitch and volume, compared to mere mouth opening. 
 Another purpose was to explore how small a difference in 
vowel duration can be discriminated, that is, the just 

noticeable difference (JND). Nothing is known about JND for 
visual dicrimination of vowel (or sound) duration. In this 
study, the criterion for a JND was the level when accuracy 
passed from not statistically significantly better than chance 
(50%) to statistically significantly better than chance (> 50%). 
 Finally, the study was designed to explore patterns in 
error bias (i.e., a response that the first token was longer when 
in fact the second token longer, and vice versa). If the 
participants perceive and process the tokens accurately, there 
will be no error bias simply because there are no errors. 
Similarly, if they perceive and process the tokens in a purely 
stimulus driven (bottom up) fashion, no error bias should be 
expected, either. Then the errors regarding which token in the 
pair was longer should be evenly distributed, that is, both the 
first and the second token should have identical probability to 
be perceived as being longer. Error bias to either side can be 
claimed to reflect conceptually driven (top down) processing. 
For instance, Swedish has many every-day two-syllabic words 
with a long first vowel and a short second vowel; whereas 
two-syllabic words with a short first and a long second vowel 
are few and infrequent. Hence, if the discrimination of vowel 
duration is performed with linguistic lexical influence, more 
errors should be made when the second token is longer for the 
Swedish participants in this study. 
 

2. Method 

2.1. Participants 

The total number of participants was 90; with 30 participants 
per modality group. Each one received a cinema ticket for her 
or his participation. All were or had been college students, 
had Swedish as their first language and had spoken Swedish 
since before the age of five. They also had normal or 
corrected visual acuity and no hearing loss. 
 Table 1 presents descriptive statistics of the modality 
groups in terms of age, and how handedness and sex were 
distributed across modality groups.  
 
 Table 1. Descriptive statistics for the modality groups. 
 
 Modality 
 A V AV 
Age, range (years) 20–35 21–34 21–36 
Age, M (years) 25.7 26.2 25.1 
Age, SD (years) 4.6 3.9 3.5 
Females/males 21/9 21/9 21/9 
Righthanded/lefthanded 26/4 26/4 27/3 
 

2.2. Design 

Modality was between groups (A, V, and AV, respectively); 
consonant context (/mam/ vs. /lal/) and step difference (–12 to 
12 steps) were within groups. Note that the present paper 
focuses on the minimum differences of –1 and +1 step. 
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2.3. Materials 

Recordings were made of the tokens /lal/ and /mam/, 
pronounced with a long /a/, on an Apple MacBook Pro and 
with a frame rate of 29.97 frames per second and a spatial 
resolution of 640 ✕ 480 pixels. The talker’s head was held as 
still as possible during recording to reduce risks of movement 
artifacts as cues to duration differences. 
 One /lal/ and one /mam/ recording were chosen and the 
two video files were edited into 13 tokens each to be used in 
the experiment, differing only with regard to how many 
frames had been excluded. Frames were removed from the 
middle of the sequence with the vowel /a/ and toward the 
beginning and the end of the vowel. That is, those frames with 
/a/ closest to the surrounding consonants were removed last, 
and only for those tokens with the maximum number of 
frames removed. The audio files were then extracted from the 
video files and edited in the same fashion with regard to 
which order segments were removed in. However, the editing 
also took the form of the sound wave into account, such that 
joining was done at the zero crossings, and that the number of 
cycles between periodical peaks was unaltered. The audio and 
video files were then merged in QuickTime Pro and saved as 
.mov files. Table 2 describes the tokens with regard to 
durations, onsets and stops of voice and articulatory 
movement. 
 
 Table 2. Durations, onsets and stops of voice and 
articulatory movement for /lal/ and /mam/ tokens. 
 
 Token 
 /lal/ /mam/ 
A: voice start (s) 0.08 0.09 
V: movement start (s) 0 0.10 
A: voice stop (s) 0.56–0.96 0.34–0.73 
V: movement stop (s) 0.56–0.97 0.40–0.80 
File duration (s) 0.63–1.03 0.56–0.96 
 
 For both the /lal/ and /mam/ stimuli, new .mov files were 
made by joining the files of separate tokens of different 
durations into pairs of tokens. 156 pairs of tokens for /lal/, and 
156 pairs of tokens for /mam/ were saved as files for the 
experiment: all 13 durations against all other durations (13 ✕ 
12 durations). There were thus 12 pairs where the first token 
was longer than the second token by one step, 12 pairs where 
the second token was longer than the first by one step, 11 
pairs where the first token was longer than the second by two 
steps, 11 pairs where the second token was longer than the 
first by two steps, and so on, down to only one pair with the  
maximum difference where either the first or the second token 
was longer by 12 steps. 
 The pairs of tokens were then quasi-randomised into one 
presentation order with each pair of tokens presented once, 
and this presentation order was used throughout the 
experiment for both consonant contexts and for all 
participants. That is, each participant responded to 312 pairs 
of tokens: first 156 pairs of /lal/ tokens, and then 156 pairs of 
/mam/ tokens. 
 An Apple MacBook Pro with a 17 inch LCD monitor, 
Tcl/Tk 8.4.15 and QuickTimeTcl 3.1 were used to present 
stimuli and collect responses. Presentation for the V group 
was without sound; presentation for the A group was done 
with a nontransparent sheet of paper over the part of the 
screen where the talker’s lower part of the face was shown. 
This was in order to remove articulatory cues to vowel 
duration, but keeping other potential movement artifacts as 
cues to duration of the stimuli available to the participants. 

2.4. Procedure 

The participants were tested one at a time in the laboratory. 
They were informed about the purpose of the study and that 
their task was to respond as accurately and fast as possible 
which of the two tokens in each pair was longer, and that the 
difference would vary between a large and a small difference, 
but that there always was a difference in duration. Further, 
that this small difference was intended to be very difficult or 
impossible to detect, but that they should do their very best. 
 They then practiced on ten examples to become familiar 
with the task and the stimuli. The experimental trial was then 
run as eight blocks (each with 39 token pairs), such that the 
participants should be able to take a short break between 
blocks if they wanted to. The first four blocks was with the 
/lal/ tokens, and the last four blocks with the /mam/ tokens. 
Presentation order was identical for all subjects. The trials 
took about 35 minutes per participant. 

3. Results and Discussion 
JNDs, defined as statistically significantly better accuracy 
than chance (50%), could not be established with the present 
experiment, where a step size of about 33 ms was used. The 
smallest mean error differences from chance level, at the 
smallest step difference of –1 and +1, were nonsignificant as 
tested with six one-sample t tests. This can also be seen in 
Figures 1–6 from the standard errors. Thus, JNDs (> 50%) 
appear to be smaller than 33 ms. An experiment using faster 
frame rate will explore this further. If the JND is defined as 
75% correct or better, as in [2], and if performance is pooled 
over consonant context and direction of step difference, JNDs 
were 33–66 ms for A and AV, and 66–100 ms for V. 
 The analysis will here be restricted to the difference of 
one step in each direction (i.e., –1 and +1 step). In order to 
examine accuracy, which reflects error bias, as effect of 
modality and consonant context, a 3 ✕ 2 ✕ 2 split-plot 
factorial ANOVA (Modality ✕ Consonant Context ✕ Step 
Difference) was first performed. Two main effects were 
yielded: one for consonant context, F(1, 87) = 11.02, MSE = 
2.29, p < .05, such that /lal/ gave better performance than 
/mam/; and one for step difference, F (1, 87) = 15.51, MSE = 
4.76, p < .001, such that more errors overall were made when 
the second token was longer than the first one. Noticeably, no 
main effect was yielded for modality. There was also one 
interaction effect: Consonant Context ✕ Step Difference, F (1, 
87) = 25.1, MSE = 2.94, p < .001. This reflects that there was 
much greater error bias in the /mam/ consonant context than 
in the /lal/ context, that is, proportionally more errors were 
made for the +1 step difference in the /mam/ context. 
 Separate ANOVAs were then also performed for each 
modality and for each consonant context. The results from the 
modality groups will be presented first. For the A group, there 
was a main effect for step difference, F (1, 29) = 9.05, MSE = 
3.77, p < .01, reflecting most errors for +1 step. There was 
also a main effect of consonant context, F (1, 29) = 8.09, MSE 
= 1.33, p < . 01, with more errors for /mam/ than /lal/. For the 
V group, a main effect was found for step difference, F (1, 
29) = 4.57, MSE = 5.32, p < .05, which again reflects most 
errors for +1 step. There was also an interaction between 
consonant context and step difference, F (1, 29) = 12.37, MSE 
= 3.49, p < .001: no step difference in the less visually distinct 
/lal/ context, but a striking difference in the more visually 
distinct /mam/ context. Finally, in the AV group, there was 
also an interaction between consonant context and step 
difference, F (1, 29) = 13.09, MSE = 2.86, p < .001. As in the 
case of the V group,  there was no step difference in /lal/, but 
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a relatively large difference in the more visually distinct 
/mam/ consonant context.  
 The two separate ANOVAs for the consonant contexts 
revealed a main effect of modality for the /lal/ context, F (2, 
87) = 10.51, MSE = 2,87, p < .05, reflecting more errors for 
the V group than the A and AV groups. For the /mam/ 
context, a main effect of step difference was yielded, F (1, 87) 
= 32.94, MSE = 4.48, p < .001, yet again reflecting that +1 
step resulted in most errors. 
 

Figure 1: Mean error percentage (+ SE) per step difference 
for the A group: /lal/ tokens. 
 

Figure 2: Mean error percentage (+ SE) per step difference 
for the V group: /lal/ tokens. 
 

Figure 3: Mean error percentage (+ SE) per step difference 
for the AV group: /lal/ tokens. 

 
 
 
 
 
 
 
 
 
 

Figure 4: Mean error percentage (+ SE) per step difference 
for the A group: /mam/ tokens. 
 

Figure 5: Mean error percentage (+ SE) per step difference 
for the V group: /mam/ tokens. 
 

Figure 6: Mean error percentage (+ SE) per step difference 
for the AV group: /mam/ tokens. 
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4. Summary and Conclusions 
JNDs for discrimination of vowel duration, defined as the first 
level of duration difference passing from not statistically 
better than the 50% chance level to statistically significantly 
better accuracy than the chance level, could not be established 
with the present experiment. A step size smaller than the 
NTSC standard of 29.97 frames per second, which means 33 
ms per step, must be used to present physical differences that 
are below average discriminability for Swedish participants. 
A planned experiment will explore this further by using 
stimuli played at a higher frame rate. It will also be interesting 
to compare V and AV JNDs for participants who do not speak 
a “quantity language” to Swedish participants, since 
difference between a quantity and a non-quantity language 
appears to affect discrimination of sound duration [2].  
 It seems from the present study that vision might drive 
audiovisual perception of vowel duration. This can be 
suggested since the pattern for audiovisual discrimination 
looks more like the pattern for visual discrimination than that 
of auditory discrimination. In the V and AV groups, there was 
no difference in mean errors in the /lal/ consonant context, but 
a strikingly large difference in the /mam/ context, such that 
proportionally more errors were made for +1 step difference 
(i.e., when the second token was longer than the first one by, 
one step of about 33 ms). If it is conceived that audition 
should have priority over vision in audiovisual discrimination 
of vowel duration, considering that the acoustic signal carries 
cues to duration as more qualities compared to the visual 
speech signal, these results come as a surprise. 
 How come that error bias (with a tendency to respond that 
the first token was longer than the first when it was not) was 
much larger for the /mam/ consonant context than the /lal/ 
consonant context, and especially in the V and AV 
discrimination? Tentatively, since /mam/ is visually more 
distinct than /lal/, it may more easily trigger lexical influence, 
that is, make the processing more likely to be linguistic. 
Perception should then be influenced by the lexical 
probability that if two vowels are presented as a pair, the first 
one is more likely to be longer – for the typical Swedish 
perceiver, that is. Since /lal/ was less visually distinct, the 
observed facial movement might be less likely to be 
processed as language and hence not be subjected to 
linguistic, lexical, rules. 
 This hypothesis can for example be tested by presenting 
non-linguistic stimuli, matched on durations and interstimulus 
intervals to the stimuli used in this experiment, and by 
comparing Swedish participants to participants speaking a 
non-quantity language. 
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