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Often the only or at least the primary difference between the expert and 
the novice in many fields of knowledge is that the novice merely lmows 
whereas the expert knows that he knows. So it is with the individual 
development of human understanding. One of the major breakthroughs 
in the cognitive development of children, for example, is that of their 
coming to know that they know what they know. In the course of this 
presentation, I hope to bring to your awareness some things that you 
know, but don’t yet know that you know, and to illustrate some skills that 
you possess, but don’t yet know you possess them. 

Developmental psychology is the branch of the psychological sciences 
devoted to understanding the processes of psychological development 
and change that go on throughout the human lifespan. The subject matter 
is vast. Whereas our colleagues in other branches of psychological 
science - cognitive psychology, physiological psychology, psycho- 
linguistics and the like - are concerned, by and large, with function in the 
normal, average, steady state human adult - typically represented in 
psychological research by the undergraduate student - we in 
developmental psychology are concerned with transitions in 
psychological processes as they occur during the entire lifespan of the 
individual. 

Until the last decade or so the terms child psychology and 
developmental psychology were used more or less synonymously. That 
is no longer the case. We now acknowledge more fully than in the past 
that psychological development is a lifespan process. Of course, there 
are some periods when development and change are more marked than 
at others. This is especially so at the beginning of life and during the 
stages preceding adulthood. But much development and change 
continue beyond entry into adulthood. 



Although man has been concerned about the developmental origins of 
knowledge and understanding from the beginnmgs of recorded history, 
it is only from around the second quarter of the present century that 
developmental psychology began to make its mark as a separate 
subdiscipline. It was perhaps inevitable, given the population structure 
of Europe and America during that time, when the birthrate was high and 
more than half the population was under 25, that there should be almost 
exclusive emphasis upon the so-called formative years. However, in the 
ensuing decades population structures have changed radically in the 
industrialised northern hemisphere, where the vast bulk of 
developmental research is carried out. Fewer children are being born 
and a greater proportion of the population are living to 66 and beyond. In 
such cultures, .persons under 25 are now the minority. At the turn of the 
century, in the UK, about 5% of the population were 65 or over; by 1970 
the proportion was about 10% and by the year 2000 it will be 1 S-20% and 
still growing. It is in the economic and moral interests of society as well 
as of the elderly themselves that those who survive to advanced years 
should maintain psychological as well as physical function for as long as 
possible. It is in this realisation that many developmental psychologists 
have turned to looking at development across the lifespan and that the 
discipline is becoming lifespan as opposed to child oriented. And it is 
being demonstrated by research that we may have vastly 
misrepresented the nature of change in later adulthood and old age, that 
inexorable decline with advancing age is by no means necessary, or 
even normative. 

It should, perhaps, be noted that this expansion of the horizons of 
developmental psychology is much more marked in the US than in 
Britain or the rest of Europe. One of the most significant developments in 
US domestic politics in recent years has been the growth in the size and 
the effectiveness of the senior citizen lobby. Now several millions 
strong, it is a force which presidents, senators and congressmen ignore 
at their peril. Its achievements to date have included an extension of the 
compulsory retirement age from 65 to 70; a reorganisation of the social 
security system that will gradually extend the average person’s working 
life, and a shift in the balance of funding of developmental research in 
favour of research in adulthood and ageing. One speculates how long it 
will be before British senior citizens become as organised and as 
effective, for as a proportion of the electorate, they exceed their US 



counterparts. Maybe the swelling of their ranks by the current cohort of 
early retired academics will hasten the process! 

The aspect of my own research which most reflects lifespan concerns is 
my work on the co-ordination and integration of the information about 
the world which we pick up via our different senses, vision, hearing, 
touch, smell and so on. 

If you were to look at the contents page of any standard text on the 
psychology of perception, you would find each of the major senses 
treated more or less independently. Some texts might contain one or two 
chapters on intersensory coordination - how, for example, we put 
together what we see with what we hear. But, if present at all, such topics 
would be dealt with briefly compared with the space devoted to the 
senses treated separately. Yet, the fact of the matter is that, outside of the 
psychological laboratory, humans use single senses in isolation only 
rarely. We routinely employ our different senses coordinately and the 
world we live in and form concepts about is a world which is perceived 
multimodally. Even the simplest concepts we form are multimodal. 
Thus, our idea, say, of an apple refers to visible properties (colour and 
shape); tactual qualities (shape and texture); chemical qualities (taste 
and smell). 

It is also the case that inspection of an object by one sense, say touch, 
leads to expectations and predictions about what our experience will be 
in other senses, say vision. And by looking at a surface we know by 
visual inspection alone whether it is likely to be rough or smooth to the 
touch, whether it will be soft or hard, yielding or rigid, weight-bearing 
and so on. 

I have been interested in the origins and development of multi-modal 
perception from the first days of life. principally, I have worked with 
vision and hearing and it is about coordination between vision and 
hearing from infancy to adulthood and beyond that I am going to 
concentrate for the remainder of this presentation. 

In my work on coordination between vision and hearing much early 
research was devoted to establishing whether young babies could look 
and listen at the same time and whether they could make auditory and 
visual dis criminations simultaneously. 



The research methods which can be employed with adult subjects are 
totally unsuited to working with young infants. Babies don’t speak, can’t 
twist knobs or press buttons on instruction’ and their voluntary 
repertoire is limited. However, there are quite simple ways of asking 
research questions of young infants which provide interpretable 
answers. 

In research on infant perceptual discrimination, two experimental 
methodologies, or variants of them, are widely employed. The first of 
these is based upon the ubiquitous phenomenon of response habit- 
uation, widely encountered in biology and physiology as well as in 
psychology. If a constant, unchanging stimulus is presented repeatedly 
to any organisim, then the strength of the response elicited from the 
organism diminishes with increase in the number of presentations of the 
stimulus until it reaches some asymptote. If a new stimulus is then 
presented, there is dishabituation or recovery in the strength of the 
response. This response pattern can be readily elicited from human 
infants in several sense modalities. The habituation paradigm, therefore, 
can be employed to determine whether any sensory or perceptual 
discrimination has occurred between two stimulus events. 
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HABITUATION PROCEDURE 

Ngnre 1. A constant stimulus (A) is presented repeatedly so that habituation of attention ia 
observed to occur. Thereat?er a new stimulus (B) is presented. Assuming that B has no 
more intrinsic attention recruiting power than A then recovery of attention on presentation 
of B justifies the conclusion that B has been perceptually discriminated from A. Subsequent 
decline of attention on re-presentation of A would act as confirmatory evidence. 



Another widely used procedure in the study of infant perception is the 
so-called spontaneous preference paradigm. Here the subject is 
presented with two stimuli, side by side. If the infant selectively attends 
to one of these significantly longer than to the other, it can be concluded 
on that basis that the infant has functionally discriminated between the 
two stimuli. 

Ngure 2. Stimuli A and B are presented simultaneously. If the stimuli are equivalent in their 
anention recruiting power and the subject attends selectively to one rather than the other 
then, on that basis, it can be assumed that A and B are being perceptually discriminated 
from each other. However, in work with young infants it is imperative to ensure that 
differential attention is not occuring solely on the basis of side preferences. Thus, the 
stimuli are presented to each subject on at least two occasions with the relative positions of 
A and B varying between presentations. 

In the laboratory study of infant visual perception, the baby is normally 
securely strapped into a semi-reclining seat located at a distance from 
the visual display which is known to be focal for subjects in the age range 
under study. As illustrated in Figure 4, observers, trained in the 
recording of infant behaviour, are located behind the stimulus display, 
out of sight of the infant. 
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In studies involving visual perception, visual attention to a target is 
operationally defined as occurring whenever an image of the target is 
clearly reflected from off the baby’s cornea, over the pupillary opening, 
as illustrated in Figure 5. The comeal reflection technique yields highly 
reliable data when used by trained observers. 

Operational criterion for 
infant fixation 

Ngwe 5. When, as in the upper diagram, an image of the stimulus is reflected from off the 
cornea above the pupil, it is inferred that the stimulus is being attended to. However. such 
an inference would not be justified on the basis of the situation represented in the lower 
diagram. 

In an early series of experiments, we were able to demonstrate that 
visual fixation, as indexed by comeal reflection, could be used to 
measure listening or auditory attention as well as visual attention. 
Employing the habituation procedure just described, we presented 
infants in the first year of life with complex audio-visual stimuli which 
comprised either pictures of multi-coloured, symmetrical patterns 
accompanied by rhythmic musical tones, or still pictures of human 
female faces accompanied by recordings of human voices. During the 
initial stage of the experiment the auditory and visual components of 
these stimuli remained constant. Under this condition, infant visual 
fixation to both series of stimuli declined systematically with successive 
exposures. Following such decline one of the stimulus dimensions, 
auditory or visual, was modified and the infants fixation responses 



recorded. In response to these changes, infant attention changed 
dramatically. For both series of stimuli, if a new picture (face or pattern), 
or a new sound (voice or rhythm) was introduced, visual fixation times 
increased markedly. There was, however, a difference in response to 
the social (face/voice) compared with the non-social (pattern/sound) 
stimuli when the change involved removal of the sound and presentation 
of the visual component alone under conditions of silence. Here attention 
declined markedly with respect to the non-social stimulus. However, 
removal of the voice from the face resulted in a marked increase in 
fixation time, as if subjects were searching visually for the missing voice. 
Faces and voices seemed to belong to each other for young infants, 

Two important conclusions seemed justified on the basis of these 
results. One was that during the first year of life, infants are capable of 
registering simultaneously presented auditory and visual information so 
that they can detect change in a complex stimulus whenever a change is 
introduced to the information presented to one or other sense. The 
experiments as they were designed could not resolve the issue of 
whether these bi-modal stimuli were being processed in a diffuse, 
undifferentiated fashion; or whether the infants were engaging in 
parallel processing of two separate but unrelated streams; or, indeed, 
whether the auditory and visual components of the stimuli were being 
processed in a parallel but coordinated fashion. This is a point to which I 
shall return. The second conclusion which seemed justified on the basis 
of the results just described was that visual fixation could be employed 
to monitor attention to the auditory as well as the visual components of 
experience. 

I observed above that young infants showed a marked increase in visual 
attention when the voice which had previously accompanied each 
presentation of a face was removed. This suggested that faces and 
voices might be useful stimuli to employ in subsequent work on 
differentiation and integration of simultaneously presented auditory and 
visual information. Moreover, in the natural environment there is a close 
correspondence between voice production and accompanying facial 
movements, lip movements in particular. When we speak, the 
movements we make with our lips are an essential component of the 
articulatory process; lip-movement necessarily accompanies and varies 
with voice production. Thus, natural, face-to-face speech has audio- 



visual properties and appeared to provide an ideal source of stimuli for 
our subsequent work on sensory coordination. 

The first experiment we intended to conduct with natural speech was 
designed as follows. Babies were to be presented with videofilms of 
talking heads in which the voice would repeat the syllables /ba-ba/ or 
/ga-gal; the speakers lips would also repeat /ba-ba/ or /gaga/. / Baf and 
/ga/ were chosen for this experiment because of their obvious auditory 
and visual discrimin ability. By means of dubbing techniques we 
produced four film sequences in total. In two of them, lips and voices 
were coordinated in perfect synchrony, ba-voice/ha-lips, ga-voice/ga- 
lips. The other two comprised the mismatching combinations, ba-voice/ 
ga-lips and vice versa. 

The idea was to expose these films to young infants and record the 
attentional and other behavioural patterns made in response. We 
reasoned that if babies could both differentiate and coordinate the 
auditory and visual components of speech, then they would reveal this 
by behaving differently towards synchoronous and asynchronous 
speech. On the other hand, if they were capable only of diffuse, 
undifferentiated processing, or of differentiation without co-ordination 
between what is seen and what is heard, then they would not 
discriminate between synchronous and asynchronous speech. 

So much for the objective and rationale of the experiment. The reality 
turned out to be entirely unexpected. When we viewed our carefully 
dubbed films for the first time we had the shock of our lives, for we heard 
sounds which we had never recorded! We had paid an attractive young 
woman to gaze lovingly into a camera lens and make a long series of ba- 
ba and ga-ga utterances. Some of the film was left untouched; for the 
remainder we carried out the dubbing just described, but the sound 
track was unmodified. 

However, when we watched the films for the first time, instead of 
perceiving a conflict and “seeing through” the dubbed sections of film, 
we heard entirely new sounds! To ba-voice/ga-lips, instead of conflict, 
we heard “da”; to ga-voice/ha-lips we variously heard “ba” or 
“bga”. 



A search of the literature, together with conversations with speech 
perception theorists and with experienced film makers and dubbers, 
suggested that these observations were entirely original and that we had 
stumbled across a previously unidentified phenomenon - hearing by 
eye. 

Of course it has been well known for some time that, in noisy 
environments, speech perception is facilitated by sight of the speaker. 
Here, the heard speech is supplemented by additional input from lip 
movements. Also, a number of highly skilled lip readers are to be found 
in the deaf community, especially - and this is highly significant for what I 
will have to say later about the origins of lip reading - among individuals 
who have acquired speech and language prior to becoming deaf. Here, 
information from lip reading has traditionally been regarded as a visual 
substitute for what is essentially an auditory process. 

Our observations, however, were suggesting that normally hearing 
people, under near optimal listening conditions, were spontaneously 
engaging in lip reading and that the information they were picking up by 
eye was dominating the perceptual process in such a way that they were 
hearing something different from what was presented directly to their 
ears. 

At this point, I would like to present a brief clip of videofilm to 
demonstrate the phenomena involved. The speaker you will see will 
utter repeatedly ad nauseum, the single syllable /ba/. But if you are 
anything like a normal audience you will hear a lot more because a lot 
more meets the eye. 

In the film although /ba/ was the only sound presented, the speaker’s 
lips made a series of movements going from the front to the back of the 
mouth in terms of where the sound is articulated, from ba, va, tha, da, ja, 
ga to ha and forward again. Most people, under these conditions, report 
hearing at least ba, va, tha and da. In other words, what is heard is 
dominated by the information available from visible articulation. 

Using stimuli like those just described, we have created an auditory- 
visual conflict matrix for the consonants of spoken English and recorded 
systematically the responses which normally hearing subjects of 



different ages make when they listen to such stimuli. Subjects are tested 
individually and are instructed to watch the speaker and to repeat 
exactly what the speaker is heard to say. Under these instructions, when 
different stimuli are presented to eye and to ear, subjects responses are 
heavily influenced by what they see and illusions of hearing are 
commonplace. It is evident from the results of these experiments that in 
face to face conversation normally hearing people do a great deal of 
their speech processing by eye. 

I will say something more about the developmental dimension later. For 
the moment I want to make some general, summary statements about 
what I think is going on when adult subjects respond to our stimuli. There 
are three points to make. Firstly, even when they are informed that they 
will be presented with conflicting stimuli, subjects are rarely conflicted 
about what they hear. The second point leads on from the first. We seem 
to perceive a unified stimulus under these conditions because, through 
long experience with natural conversation, we have a powerful 
expectation for lips and voices to say the same thing. Thirdly, our results 
seem to suggest that visual bias in audio-visual speech perception takes 
the form it does because subjects have an implicit understanding of the 
constraints placed upon the speech production process by the activity of 
the visible articulators. 

Figure 6. The visible speech articulators. 



The visible speech articulators comprise the lips, the teeth and tongue. 
The most versatile of these, of course, is the tongue but much of its 
activity, in interaction with the palate, goes on inside the mouth, hidden 
from view. Broadly speaking, in face-to-face speech perception we 
appear to be reluctant to “hear” speech that is normally articulated at the 
front of the mouth unless we can actually see frontal articulators in 
appropriate motion. Thus, for example, we are reluctant to “hear” the 
plosive /b/ sound unless we can also see the lips closing. On the other 
hand, we appear to recognise implicitly that much of the articulation that 
goes on inside the mouth is not available for visual inspection; 
accordingly, we place fewer visual constraints on “hearing” sounds that 
are articulated out of view. Acknowledgement of these constraints leads 
to the following general descriptive statements about the perception of 
bimodally conflicting stimuli: 

(a) When the place of articulation which is specified visually is “behind” 
the place which is specified acoustically, visual capture is complete 
and only the visiually specified sound is usually heard. Thus, da-lips 
x ba-voice = da 

(b) When the place of articulation which is specified visually is “in front” 
of the place which is specified acoustically then a composite sound 
which incorporates both places of articulation may be heard. Thus, 
ba-lips x da-voice = bda 

By and large, these empirical, descriptive rules accommodate all the 
results from a long series of experiments with children and adults on bi- 
modal, audio-visual speech perception. However, we are still some way 
from having a good theoretical understanding of bi-modal speech 
perception. If I can resort to jargon for a moment, we do know that, at 
least for adults, the two sources of information are processed separately 
at quite low levels of information processing, below the level of’ 
conscious awareness. The combination or integration of the seen and 
heard speech occurs at a higher level of processing. These conclusions 
are based on the results of fairly complex experiments, the details of 
which need not concern us here. 

The influence of visual information upon the perception of speech is not 
restricted to isolated speech segments. It can be demonstrated also at 



the level of continuous speech. By way of illustration, I would like to play 
you a short tape-recording from a BBC radio programme in which I 
participated recently. Unwittingly, the interviewer, Peter Evans of 
“Science Now” acted as a guinea-pig to demonstrate audio-visual 
speech perception to the listening audience. At the very beginning of the 
intetiew Mr. Evans was seated in front of a video recorder, looking at 
and listening to a speaker; he was instructed to watch and listen to the 
speaker and to repeat exactly what was said. The procedure was 
recorded and broadcast just as it happened, as you will now hear (with 
BBC permission). What Peter Evans was exposed to is illustrated in 
Figure 7. 

VOICE: My bab pope me pu brive 

LIPS: My dad taught me to drive 

HEARD: My dad taught me to drive 

Figure 2. The dubbed sentence employed in the Peter Evans interview. 

That was the first demonstration by radio, I think, of an illusion which is 
essentially visual! More importantly, what you have just heard 
demonstrates how visual influences in the processes of the perception 
of natural speech occur at the level of complex, continuous speech as 
well as at the more micro level. 

So far we have seen that, in audio-visual speech perception, there are in 
evidence processes of differentiation and integration. There is in the 
psychology of human development a well established principle, known 
as the orthogenetic principle, which declares: 

Whenever development occurs it proceeds from a state of 
global diffusion and lack of differentiation towards a state of 
increasing differentiation, integration and hierarchial 
organisation. 



What about hierarchical organisation in audio-visual speech 
perception? The function of speech is to communicate meaning and one 
would therefore expect contextual constraints to be operating at all 
levels of the speech perception process. And so they do in audio-visual 
perception. For example, if the voice for “part” is dubbed on to the lip 
movements for “cart” then what is normally heard, when the dub is 
presented alone is “part” or “cart”. However, the part/cart composite is 
dubbed into a sentence such as “The actor played the - “, then what is 
heard is “part”. If the spoken sentence is “The baker baked the ----‘I then 
tart is heard. The same composite dubbed into the sentence “The horse 
pulled the ---‘I yields a heard cart. In the Peter Evans interview which I 
illustrated earlier, if the voice says “My dad taught me to drive” while the 
lips say “My bab pope me pu brive”, then “My dad taught me to drive” is 
heard loud and clear. The two streams - auditory and visual - split apart 
and the auditory signal, which contains the meaning, is now given 
priority. And this, of course, is exactly what happens with commercially 
dubbed foreign films. However, the visual influence does not entirely 
disappear. In dubbed fihn the absence of synchrony between voice and 
lips is disturbing and often the sound appears to be of poor quality. Next 
time you watch a dubbed foreign film, close your eyes and experience 
how the quality of the soundtrack improves! The distracting effect of out- 
of-synchrony lip movements is now well recognised in the film industry 
and translators make every attempt to restructure text in the translated 
language so as to achieve as much coincidence as possible between lip 
movements and voice production, especially at the beginning and end of 
conversation turns and where proper names occur. 

We can trace, therefore, in bimodal, audio-visual speech perception by 
adults, processes of differentiation, integration and hierarchical 
organisation. What, then, is the developmental course of audio-visual 
speech perception across the lifespan? 

During recent years we have been engaged in an extensive programme 
of research into the development of bimodal speech perception. Our 
subjects have ranged in age from infants of a few days and weeks of life 
to adults of advanced middle age. With subjects who have already 
acquired language, we generally use the procedure described earlier, 
where they are asked to watch and listen to the speaker and repeat what 
he or she says. For preschool children, however, we have used 
specially prepared, interactive videofilm where a TV model speaks 



directly to the child viewer and invites the child to imitate the model’s 
actions and speech. Young children enjoy these films and pay close 
attention to them. At a point in the film when it is anticipated that imitation 
responses will be well established, conflicting audio-visual speech 
stimuli are presented and the children’s responses are recorded and 
scored. 

With very young, pre-speech infants, we have used a wide range of 
procedures derived from the habituation and spontaneous preference 
paradigms which were illustrated earlier. 

The results of experiments carried out in our laboratory indicate that 
prelingual infants, infants who have not yet acquired speech, are 
interested in and attentive to the spoken word but respond to 
synchronous and asynchronous audio-visual speech in a relatively 
global and diffuse fashion, and are equally attentive to in and to out of 
phase speech. We have no evidence whatever to suggest that prehngual 
infants have any sensitivity to the specifically phonetic information 
potentially available from lip movements; that is, they show no 
awareness of the relationship between speech sounds and their 
associated visible articulations. The youngest subjects to provide any 
evidence at all for such awareness have been about 18 months of age and 
have already acquired some rudimentary speech. 

By three years of age, however, when the language acquisition process 
is well under way, young children are beginning to show more evidence 
of the development of lip-reading, as evidenced by partial sensitivity to 
the kinds of audio-visual speech illusions which were illustrated earlier. 
But these pre-school children are not nearly so susceptible to the 
phonetic influence of lip-movements as are adults; when presented with 
bi-modal composites which result in powerful visual effects in adults, 3- 
year olds are often resistant to visual influences and repeat the auditory 
component of the stimulus. They are less influenced by what they see 
than are adults. Seven-year old children show somewhat more visual 
bias than three-year olds but still much less than adults. Again, I-year 
olds frequently respond only to what is said by the voice. 

From middle childhood through adolescence and into adulthood, the 
influence of visible lip-movements upon the perception of speech 



increases markedly to near total visual domination under the kind of 
conditions illustrated earlier. 

This process, of relatively little sensitivity to the phonetic relevance of 
lip-movements during infancy, with increasing sensitivity from early 
childhood through to adulthood, is one which makes a great deal of 
sense in terms of what we know about infant sensitivity to the sound or 
acoustic characteristics of speech, and in terms also of what happens to 
auditory acuity in the speech range in the normal course of human 
ageing. 

The first thing to note here is that although lip-movements can be 
potentially informative they are, in fact, inherently ambiguous. For 
example, the lip gesture for /ma/ in English is associated with at least 
three possible phonetic realisations - /ba, pa and ma/. Spoken English is 
made up from varying combinations of about 45 separate sounds or 
phonemes, 24 consonants and 21 vowels. But there are only about 11 
discriminable visible articulations. Accordingly, each lip gesture has to 
do service for more than one sound. Moreover, the same sound or 
phoneme is not always associated with a single visible articulatory 
gesture. For example, watch yourself in a mirror as you say “Eat this 
sweet treat” and see how many different lip movements are associated 
with the vowel /i/. Thus, a relatively reduced set of lip movements has to 
accommodate all the sounds of speech and the same sound is not always 
expressed by the same lip movement. 

The situation over the ambiguity of lip movements is potentially even 
more complicated from the perspective of the young infant. Every 
language has its own sound or phonological structure and there are 
sounds or phonemes which occur in some languages but not in others. 
As we become expert in the phonology of our own native language, we 
become insensitive, both receptively and productively, to phonemes 
which occur in other languages but not in our own. To take a trivial 
example, in my form of English (Scottish) I could reasonably ask 
“Whether the weather?” and that would be differentiated from the 
exhortation to “Weather the weather!“; in Sothem British English both 
utterances would be expressed identically. 

Now it turns out that during the pre-speech period, young infants have 



the capacity to make auditory discriminations between phonetic 
contrasts from linguistic systems outside of the language community 
into which they are born. For example, British and American babies can 
discriminate between phonetic contrasts that occur only in certain Thai 
dialects, say between /pa/ and /pha/. When spoken by a native Thai 
speaker /pha/ cannot be distinguished from /pa/ by an English adult but 
it can be by an English baby, or a Scats one! And in Thai, if not in English, 
the differentiation is critical. Nature seems to have prepared babies to 
discriminate the sound system of any language. The developmental 
process appears to be one where the baby gradually focusses down on 
the sound system of its own language community as it becomes familiar 
with it. 

However, it follows that in the beginning, with their far greater powers of 
auditory dis crimination of speech sounds, lip movements, were they to 
attend to them, would be even more ambiguous for young infants than 
they are for adults. It would be a better strategy for infants to remain 
relatively insensitive to the phonetic information potentially available 
from lip movements until they are well on the way to acquiring the 
phonology, the sound system, of their own language. Now, as they 
acquire that phonology, their capacity to discriminate phonetic contrasts 
from other communities gradually diminishes. In the course of this 
development, occurring over the first two years or so of life, the potential 
phonological/phonetic ambiguity of lip movements will decline 
correspondingly. At the same time the infant is becoming more adept at 
articulating the sounds of speech and, of course, it obtains both auditory 
and tactual feedback from its activity in this respect. It is my conjecture 
that these two developments, acquisition of phonology and increasing 
articulatory skill, create the optimum conditions for infants and young 
children to begin spontaneously to map onto the visible articulations 
which they see others make, the associated sounds of speech and so 
become increasingly sensitive to the phonetic information available 
from lip movements. Thus, they begin to lay the foundations for hearing 
by eye. 

This interpretation of the development of audio-visual speech 
perception is one which readily lends itself to further empirical 
investigation and along with my students I am engaged in research to 
test some of its predictive implications. 



One of the things that happen in the course of normal ageing - and in this 
instance we begin to age around our mid twenties - is that we lose some 
of our sensitivity to high frequency sounds. From early middle age 
onwards many become increasingly insensitive to sounds in the higher 
ranges of the frequencies associated with speech. This decline 
continues into later life and can interfere with perception of speech. It is 
therefore benign that nature has provided us with the capacity to 
develop visual strategies for decoding speech. As we have seen and 
heard, we increasingly exploit this strategy, and, as we become older, 
we transfer more of the task of listening to speech from ear to eye. 
Currently I am also engaged in research investigations intended to shed 
more light upon the precise nature of these spontaneously acquired lip- 
reading skills. It is our hope that this work can be exploited so as to 
enhance the speech reading skills of the elderly, the prelingually and the 
pre-maturely deaf. 

Prior to the publication of our first papers, speech perception had been 
regarded as a purely auditory process, but our work has opened up a 
new area of investigation into speech perception and its development 
across the lifespan. In this presentation I have tried to locate my work on 
the development of b&modal speech perception within a lifespan 
perspective; to illustrate how observations originally made 
serendipitously within the context of an investigation of infant 
perception, have led to new understandings of speech perception 
processes at all ages, and have contributed to new theoretical and 
practical insights. In many ways it is a commonplace kind of story in 
science, where innovation often happens by accident when the 
individual researcher is free to follow up the significance of quirky ideas 
and observations. That freedom is important to defend and preserve, 
especially at times like these, when there is pressure on the universities 
from Government but, sadly, also from some of the Research Councils, 
to conform to externally imposed research agendas. It is gratifying to be’ 
able to acknowledge the extent to which such freedom is encouraged, 
facilitated and defended here at Surrey. Hearing by eye was on no-one’s 
agenda a decade ago, but it is on many self-developed agendas now. 


