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Abstract

In this paper, the feature set of fundamental frequency, for-
mant center frequencies, and formant bandwidths were used in
speaker verification experiments using the database distributed
by the Speaker Odyssey Workshop. The features were extracted
using the Entropic Signal Processing System. The main classi-
fier was a Gaussian Mixture Model system built by MIT Lincoln
Laboratory, but tests were also run using a Vector Quantization
classifer for comparison. Different normalization methods were
utilized to try to improve results including Hnorm and spectral
subtraction. Test results on the Speaker Odyssey database and
also on the database used in the NIST 1998 Speaker Recog-
nition Evaluation, are presented on Decision Error Trade-off
(DET) curves. Speaker verification accuracy did not improve
using these frequency based features, but the Equal Error Rate
was within 10% between tests run with the small feature set of
frequency based features compared to the standard large set of
mel-frequency cepstral coefficients.

1. Introduction
This paper considers the application of features based on funda-
mental frequency (F0), formant center frequencies, and formant
bandwidths to the problem of speaker verification using both
vector quantization (VQ) and Gaussian mixture model (GMM)
classifiers. Previous research such as that discussed in [1–3]
has considered formant and F0 features for speaker recognition
and has found them useful in many cases. These studies have
often consisted of statistical analyses of various features in spe-
cific phoneme contexts using speech data from a small number
of speakers. The purpose of the research presented in this pa-
per is to evaluate the utility of formant and F0 features against
the baseline feature set of mel-frequency cepstral coefficients
(MFCCs) using the standardized database (consisting of speech
from a large number of male speakers) and evaluation paradigm
for this workshop. An additional purpose of this research is to
evaluate the performance of the VQ classifier relative to that of
the standard GMM classifier for the formant and F0 feature set.

2. Feature Extraction and Classifiers
The features used in this research were extracted from the
speech signals as follows. F0 values were calculated every
10 msec using a routine based on normalized cross correlation
functions and dynamic programming [4]. The particular imple-
mentation used was the get_f0 program from the Entropic Sig-
nal Processing System (ESPS). This program also output a field
for each frame indicating whether the frame was voiced or un-
voiced. The center frequencies and bandwidths of the first four
formants were also calculated every 10ms using a LPC analysis
along with dynamic programming to keep the formant trajecto-
ries relatively continuous. The particular implementation used

to calculate the formant features was the formant program from
ESPS. Only the formant and F0 features for voiced frames were
considered for use in building background and speaker models
and in testing.

Prior research by the authors has considered the use of for-
mant and F0 features for speaker verification with a VQ clas-
sifier; this research showed improved speaker verification per-
formance when two important modifications were made to the
basic feature set. First, the particular VQ classifier considered
in the prior work used mean squared error as the distortion mea-
sure. With such a distortion measure, it is important for the fea-
tures to be of the same order of magnitude, since features with
very different orders of magnitude can lead to unequal weight-
ing of the contributions of the individual features to the overall
distortion. From this prior research, the authors found through
experimentation that converting the F0 values to a log scale
and converting all formant center frequencies and bandwidths
to radians gave the best speaker verification performance of the
various scale transformations investigated; the same log and
radian scale transformations were used in this research. This
will be considered the baseline feature set throughout this pa-
per: log(F0), first four formant center frequencies converted to
radians, and the first four formant bandwidths converted to ra-
dians. Second, the authors found when considering databases
consisting of speech from only male speakers that better perfor-
mance was obtained when only voiced frames with F0 values
less than 350 Hz were used in building speaker models and in
testing. Since the database for this workshop consists of speech
from only male speakers, only voiced frames with F0 values
less than 350 Hz are used here.

In some cases, it was of interest to consider the effects of
including deltas of the formant and F0 features. The first and
last frames of a voiced speech segment have an undefined value
for delta F0, since F0 is considered to be undefined for unvoiced
frames. Thus, for those cases using deltas of the formant and
F0 features, the first and last frames of each voiced segment of
speech were excluded from consideration.

For the tests using the GMM classifier, the latest software
version of the MIT Lincoln Laboratory speaker recognition sys-
tem based on GMMs [5] was used. The software was used in
its default configuration (including Cepstral Mean Subtraction
(CMS) and the use of deltas of features) when running base-
line MFCC feature set tests. 19 MFCCs were caclulated, re-
sulting in a size 38 feature vector after the deltas were added.
When using the formant and F0 features, the default parame-
ter settings related to the GMM calculations were used, such as
number of iterations calculated for the models, variance floor
setting, and model initialization modes; however, channel com-
pensation, deltas of features, and other parameter settings re-
lated to the calculation of MFCCs were not used. In all cases,
the GMMs had 1024 mixtures.
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For the tests using the VQ classifier, codebook models and
the VQ distortion measures were computed using the standard
routines from ESPS. These routines build codebooks using the
Linde-Buzo-Gray (generalized Lloyd) algorithm and compute
distortions using the standard mean squared error metric [6–
9]. All VQ tests were run with codebooks consisting of 1024
codewords. No channel compensation techniques were applied
in any of the tests involving the VQ classifier.

Both classifiers used a Universal Background Model
(UBM) to compute the final confidence scores. The data used
to compute the UBM for the GMM and VQ classifiers were the
same and consisted of the male speaker files from the evaluation
portion of the database used in the NIST 1999 Speaker Recog-
nition Evaluation. Note that the files used in building the UBMs
were originally from the Switchboard II, Phase 3 corpus, while
those used in building speaker models and in testing were orig-
inally from Switchboard II, Phases 1 and 2. The UBM for the
GMM classifier consisted of 1024 mixtures, while the UBM for
the VQ classifier consisted of 1024 codewords.

For the VQ classifier, confidence scores were computed as:

Confidence(XjY ) =
Distortion(Y jUBM)

Distortion(Y jX)

;

where Y denotes a particular test utterance, and X denotes a
particular speaker model. These confidences scores from the
VQ classifier were then tested against thresholds and the result-
ing DET curves were plotted using the standard software pro-
vided with the Speaker Odyssey database.

3. Results
Prior to receiving the Speaker Odyssey database, the authors
experimented with various feature sets and classifiers using the
database from the NIST 1998 Speaker Recognition Evaluation.
Figure 1 shows the performance of the baseline MFCC/GMM
system compared with the performance of the baseline formant
and F0 feature set using both GMM and VQ classifiers. To
generate these DET curves, the UBMs were built using speech
data from the male speakers of the evaluation data set used
for the NIST 1997 Speaker Recognition Evaluation database
(from Switchboard II, Phase 1), while the evaluation data were
from the male speaker portion of the evaluation data set used
in the NIST 1998 Evaluation (from Switchboard II, Phase 2).
In this case, the GMM classifier using the baseline formant and
F0 feature set yielded comparable performance to that of the
MFCC/GMM for false alarm probabilities greater than 15%.
The VQ classifier using the baseline formant and F0 feature
set exhibited performance similar to that of the GMM classi-
fier using the baseline formant and F0 feature set for false alarm
probabilities between 1–15%. Note that no channel compen-
sation was used for the systems based on the baseline formant
and F0 feature set, but that CMS was used on the MFCC fea-
ture set. Also, the MFCC feature set has about four times the
number of features than the formant and F0 feature set. These
results indicated that the formant and F0 feature set might show
promise for speaker verification, especially if the performance
could be improved by using deltas of the features or by some
type of channel normalization.

Figure 2 shows the results of the same experiment as shown
in Figure 1 but using the Speaker Odyssey database instead of
the NIST 1998 database. The GMM and VQ systems using
the baseline formant and F0 feature set performed comparably;
however, the MFCC/GMM system performed much better than
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Figure 1: Speaker verification results on the NIST 1998
database using (1) the baseline MFCC/GMM system (denoted
by “MFCCs”), (2) the baseline formant and F0 feature set using
GMMs (denoted by “F0 Base”), and (3) the baseline formant
and F0 feature set using VQ (denoted by “F0 Base VQ”).
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Figure 2: Speaker verification results on the Speaker Odyssey
database using (1) the baseline MFCC/GMM system (denoted
by “MFCCs”), (2) the baseline formant and F0 feature set using
GMMs (denoted by “F0 Base”), and (3) the baseline formant
and F0 feature set using VQ (denoted by “F0 Base VQ”).

did the systems based on the formant and F0 features. The rela-
tive performance of the three systems on this database indicated
that additional research would be needed to improve the perfor-
mance of speaker verification systems based on the formant and
F0 features.
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Figure 3: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”), (2) the baseline fea-
ture set with deltas of all of the features (denoted by “F0 Base
+ all deltas”), and (3) the baseline feature set with delta log(F0)
only (denoted by “F0 Base + dF0”).

In an attempt to improve the performance of formant and
F0 based systems, a number of modifications were tried, includ-
ing adding deltas of the features, applying some types of chan-
nel normalization, varying the method used to build the speaker
models, and concatenating the MFCC features and the formant
and F0 features. For these experiments, only the GMM classi-
fier was used.

Figure 3 shows the effects of adding deltas of the formant
and F0 features to the baseline feature set. Two methods were
used in adding deltas. The first method added deltas of all of the
formant and F0 features, while the second method added only
the delta of log(F0). Adding the deltas of all of the features
resulted in comparable performance to that of the baseline for-
mant and F0 feature set. Adding just the delta of log(F0) yielded
only a slight improvement over the performance obtained with
the baseline feature set.

Two types of channel normalization were tried; the first of
these was spectral subtraction [10]. Spectral subtraction was
used in an effort to compensate for noise in the speech files, but
was not expected to compensate for magnitude distortions due
to the channels. Each speech file was processed by the spectral
subtraction algorithm to form a “clean” speech file, which was
then used in generating the features. The processing steps used
in applying spectral subtraction were as follows:

� For a given speech file, the nonspeech segments were
determined using the Speech Activity Detector of [11].

� Over the nonspeech segments, the short-time spectrum
was computed for windows of length 1024 (with no over-
lap in time) and averaged.

� The average spectrum was then boosted by a gain of
two (somewhat overemphasizing the noise spectrum)
and stored.
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Figure 4: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”) and (2) the baseline
feature set with spectral subtraction preprocessing (denoted by
“F0 Base w/ SS”).

� The file was passed over again, computing the short-time
spectrum using a window of length 1024 and a time over-
lap of 50%, and each window had the amplified average
spectrum subtracted from it.

� The new short-time spectra were converted back into the
time domain, overlapped, and added to reconstruct the
“clean” speech file.

This method did subtract out some speech energy; however, pre-
vious work done by the authors on telephone speech from an-
other database showed this processing to be of benefit. Figure 4
shows the results of processing the speech with the spectral sub-
traction algorithm. One can see that the spectral subtraction al-
gorithm slightly degraded the performance for the baseline for-
mant and F0 feature set.

The second type of normalization was the Hnorm method
of [12]. Hnorm is mainly a handset normalization system that
is applied to the output log-likelihood scores, but it also makes
a speaker independent threshold more effective for all claimant
speakers. Figure 5 shows the results of using Hnorm for both the
MFCC/GMM system and the GMM system using the formant
and F0 feature set. One can see that Hnorm had little effect on
the performance of the baseline formant and F0 feature set, but
it slightly improved the performance of the MFCC feature set.
This minor effect on both test cases could be explained by the
fact that both training and testing data for the Speaker Odyssey
database are from electret type channels.

The default configuration for building the speaker GMMs
was to allow only the mixture means to vary from those of the
UBM; in other words, the mixture weights and the mixture vari-
ances of the speaker models were fixed to those of the UBM.
The main experiment in varying the method for building the
speaker models was to allow all of the weights, means, and vari-
ances (WMVs) for the mixtures to vary from those of the UBM.



0.1 0.2 0.5  1  2  5 10 20 40 

0.1

0.2

0.5

 1 

 2 

 5 

10 

20 

40 

False Alarm probability (in %)

M
is

s 
pr

ob
ab

ili
ty

 (
in

 %
)

F0 Base 

F0 Base
w/ Hnorm 

MFCCs 

MFCCs
w/ Hnorm 

Figure 5: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”), (2) the baseline for-
mant and F0 feature set with Hnorm (denoted by “F0 Base w/
Hnorm”), (3) the MFCC feature set (denoted by “MFCCs”), and
(4) the MFCC feature set with Hnorm (denoted by “MFCCs w/
Hnorm”).

Figure 6 shows the results of allowing this training modification
for both the MFCC and baseline formant and F0 feature sets.
One can see that allowing updating of the WMVs improved the
performance of the baseline formant and F0 feature set slightly
but degraded the performance of the MFCCs.

One final experiment was conducted with a modification of
the baseline formant and F0 feature set; namely, combining the
19 MFCCs (processed with CMS), their deltas, and the base-
line formant and F0 feature set into one feature vector. Fig-
ure 7 shows the result of this combined feature set. One can see
that the combined feature set yielded a performance degradation
compared to the performance of the baseline MFCC system.

4. Discussion and Conclusions
In this paper, nine core frequency based features consisting of
log(F0), the first four formant center frequencies converted to
radians, and the formant bandwidths converted to radians, were
used in speaker verification experiments. Adding additional
features, such as deltas, resulted in little improvement. Ap-
plying normalization methods such as spectral subtraction be-
fore feature generation, and Hnorm on the output log-likelihood
scores showed little to no perforamce gain. Allowing the
weights, means and variances to be updated in all model build-
ing steps resulted in a slight improvement. Although the for-
mant and F0 features did not outperform the baseline MFCC
features in the conditions tested, the performance was within
about 10% EER for the Speaker Odyssey data and within about
5% ERR for the NIST 1998 Evaluation data. These results are
significant considering they were obtained using 75% fewer fea-
tures. Similar results were obtained using the less computation-
ally intensive VQ in place of GMMs.
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Figure 6: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”), (2) the baseline
formant and F0 feature set with updating of WMVs (denoted
by “F0 Base WMV”), (3) the MFCC feature set (denoted by
“MFCCs”), and (4) the MFCC feature set with updating of
WMVs (denoted by “MFCCs WMV”).
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Figure 7: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”), (2) the MFCC fea-
ture set (denoted by “MFCCs”), and (3) the comination of the
MFCC and baseline formant and F0 feature sets (denoted by
“MFCCs + F0 Base”).

At this stage, it is worthwhile to take a step back from
the efforts to improve the performance of the formant and F0
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Figure 8: Speaker verification results on the Speaker Odyssey
database using a GMM classifier and (1) the baseline formant
and F0 feature set (denoted by “F0 Base”), (2) the baseline
MFCC features including CMS and deltas (denoted by “MFCCs
(CMS + deltas)”), (3) the MFCC features with deltas but with-
out CMS (denoted by “MFCCs (no CMS)”), and (4) the MFCC
features without deltas and without CMS (denoted by “MFCCs
(no CMS no deltas)”).

feature set. The MFCC/GMM systems have been optimized
through years of research, but the combination of GMMs and
the formant and F0 features have been the subject of compar-
atively little research. In an effort to more fairly compare the
formant and F0 feature set with the MFCCs, an experiment was
conducted in which the CMS and delta features were removed
from the MFCC baseline. Figure 8 shows the resulting DET
curves. Of course, the best performance for the MFCCs results
from applying CMS and using deltas. Removing the CMS de-
grades the performance, and removing the CMS and the deltas
from the baseline degrades the performance even further. One
can see that the baseline formant and F0 feature set outperforms
both the MFCCs without CMS and the MFCCs without both
CMS and the delta features. Clearly, more research is needed to
find the right normalization scheme to more effectively utilize
the information contained in the formant and F0 features.
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