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Abstract 
The ITT Industries SpeakerKey verifier was tested using the 
Polyvar/Picasso data set.  This paper presents a brief 
description of the SpeakerKey algorithm, the test procedures 
used, and the results of the testing. 

1. Introduction 
The SpeakerKey speaker verification engine is used by 
VoiceVault Ltd. in their worldwide voice verification services.  
Until recently, SpeakerKey has only been used with spoken 
number phrases.  The Polyvar/Picasso data set provides an 
opportunity to assess the range of accuracy that can be 
expected using single-word passwords over the telephone. 

2. System Description 
The input speech is assumed to be an utterance of a known 
word selected from the set of 17 passwords.  In both 
enrollment and verification, the input speech is processed 
using a hidden Markov model for the known word, preceded 
and followed by silence.  The result of this processing is a 
mapping that specifies for each node of the HMM the input 
frame for which the posterior probability is highest.  The voice 
model produced in enrollment consists of this mapping plus 
the complete set of enrollment speech frames.  At verification 
time each HMM node is considered in turn, along with its 
associated sets of input frame(s) and voice model frames.  The 
set of one or more input frames is compared using the nearest-
neighbor distance measure [1] with the set of voice model 
frames mapped to that same node.  The estimated speaker log 
likelihood is computed as a weighted sum of these distances 
over all the HMM nodes.  This computation is performed for 
the claimed speaker and separately for each cohort speaker.  
The log likelihood ratio in favor of the claimant is formed by 
subtracting from the claimant’s log likelihood a function of the 
log likelihoods of the closest cohort speakers [1].  The cohort 
likelihood function included a multiplicative factor 0 < β ≤ 1, 
with default value    β = 1. 

2.1. Feature Extraction 

Input 8 kHz sampled waveforms are preemphasized and 
windowed using 32-millisecond windows starting every 20 
milliseconds.  Power spectra computed using FFTs are then 
integrated within 21 Mel-spaced filter bands spanning the 
range of center frequencies from 300 to 3700 Hz.  The 
resulting filterbank spectra are normalized relative to the peak 
power over the whole utterance. 

Separate feature sets are used for computing model 
alignments and speaker likelihoods.  Both are derived from 

the filterbank processing just described. For computing model 
alignments, we use cepstra and their time derivatives. 

The feature set used for computing speaker likelihoods is 
derived by differentiating each frame’s filterbank log power 
spectrum with respect to frequency [2] and then applying L2 
normalization so that the sum of squares of the features 
remains constant over all frames. 

2.2. HMM Modeling 

SpeakerKey HMM modeling is easily configurable within a 
range of possibilities including context-dependent or context-
independent recognition units, programmable node 
connectivities, shared Gaussian mixtures, and node-specific or 
pooled covariance modeling using diagonal or full 
covariances. 

In this study, we used context-independent whole-word 
models with node-specific diagonal covariances.  Word 
models contained from 50 to 110 nodes with feed-forward 
skips of up to eight nodes, and no self loops. One Gaussian 
per mixture was used. 

2.3. Channel Deconvolution 

For each utterance, a deconvolution filter was estimated and 
applied to the FFT spectra of all frames before further 
processing of the features used for speaker likelihoods. 
Stochastic matching [3] was used to derive the deconvolution 
filter that approximately maximizes the likelihood of the 
filtered input speech given the HMM model. 

Channel deconvolution is most beneficial under 
conditions where channel frequency response may be highly 
variable from call to call.  Under more benign conditions, we 
may choose to de-weight the filter using a compressive 
function such as raising to a power, α, where 0 < α ≤ 1.  

3. Test Procedure 
We first computed HMM models for all 17 passwords from 
the client enrollment data.  A single model per word was 
created from the pooled data of all 38 speakers, including 
males and females.  The number of nodes per word was 
chosen to be roughly proportional to word length.  Some 
experimentation showed that verification accuracy is not 
highly sensitive to model lengths, and our first try was as good 
as any. 

HMMs were trained in ten Baum-Welsh iterations from a 
“flat start”.  A silence-word-silence grammar was used, and a 
common silence model was used for all password utterances.  
Otherwise, there was no sharing or tying across words. 

For each client speaker and each word, a voice model 
was created from the five enrollment utterances.  Voice 
models were also created for use in cohort scoring from the 
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single utterance per word of speakers in the “world” set.  For 
each word, an anti-speaker model was created by combining  
the voice models of the 56 world speakers. 

Each client-speaker test utterance was scored with 
respect to all 38 hypothesized identities (male and female) 
from the client set to create match and no-match score 
distributions. 

4. Test Results 
Equal error rates for each password are shown below in Table 
1.  The average of these equal-error rates, which are obtained 
at different score thresholds, equals 3.0%.  When all words 
are scored using the same (a-posteriori) threshold, the equal-
error rate equals 3.1%.   
 

Word EER (%) 
annulation 1.7 

casino 2.1 
cinema 2.3 
 concert 3.0 

corso 4.7 
exposition 2.4 

gallerie du Manoir 1.3 
gianadda 3.1 

guide 5.1 
Louis Moret 3.0 
manifestation 1.3 

message 2.4 
mode d’emploi 2.7 

musee 5.5 
precedent 2.7 

quitter 5.5 
suivant 3.7 

Table 1: Password verification equal error rates. 

5. Discussion 
• The above results were obtained after optimizing various 

aspects of the algorithm for best performance on the test 
data.  Without optimization, the EER was 5.2%.  It was 
improved to 3.1% by setting α = 0.3, β = 0.7, and using 
node-dependent full covariance weighted distances 
instead of the usual Euclidean distances. The effects on 
EER of these successive steps are shown in Table 2. 
These modifications are appropriate for relatively benign 
conditions, and suggest that the diversity of channels 
represented in the Polyvar/Picasso data set is less than 
might be encountered elsewhere. 

• The EER for individual passwords range from 1.3% to 
5.5%, inversely correlated with the number of syllables in 
the word.  The median password length is 3 syllables, and 
the median error rate is 2.7%. 

• The accuracy of SpeakerKey in these tests may be 
limited by the availability in the world data of only one 
utterance per speaker per word (versus five utterances 
per speaker per word in the enrollment data).  Evidence 
of this was found by  creating anti-speaker models from 
the client data set, knocking out the true speaker for each 
test session.  The equal-error rate in this case for all 

words using a common threshold was 2.9%, despite the 
fact that the resulting anti-speaker models were 
composed of fewer speakers (37 versus 56). 

 

Table 2: Algorithm optimization steps. 
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