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Abstract 

Recently, commercial speaker verification systems have 
been applied to forensic casework.  Unfortunately, these 
systems were not custom tailored to current needs. In this 
paper we try to identify general guidelines towards 
establishing an improved forensic speaker verification 
methodology. A main issue is the recognition rate, which 
highly deteriorates in noisy conditions, preventing a reliable 
correspondence between LLR values and a desirable 
significance scale. It is shown that segmented classification 
in time and frequency efficiently decrease noise related LLR 
variance, thus improving performance in forensic 
applications. 

1. Introduction 

The main goal of forensic speaker verification is to 
determine the strength of a voice evidence and specify 
proper confidence levels. Recently, state-of-the-art 
verification systems have been applied to forensic 
framework promising objective and statistically reliable 
verification measures as opposed to the completely 
subjective "voiceprint" examinations [1]. It has been 
observed, however, that LLR values obtained could not be 
safely converted into an identity statement [2]. The main 
reasons for LLR variability are background and channel 
noise, abundant in the forensic context. 

Speech enhancement techniques have been shown to be 
effective in pre-processing noise contaminated signals for 
speaker verification purposes [3]. Additionally, a known 
statistical approach for reducing noise effects is to base the 
classification on a large number of (independent) 
observations, with the hope that the noise is somehow 
localized or uncorrelated through the various estimators. 
Concerning speaker recognition, this can be accomplished 
by the segmentation of the test utterance in the time 
/frequency domain [4] or combining estimators on multiple 
data representations [5]. Following multi classification, a 
second issue is how to efficiently combine the individual 
likelihoods to obtain a global score. This can be done by 
simple static functions like averaging [6], or trainable 
combiners like Neural Networks [7]. The latter can be also 
adaptive, in the sense that the merged score is also a 
function of the acoustic parameters, rather than the 
likelihoods alone [5]. 

 In this paper, we preliminarily investigate to which 
extent segmentation can outperform overall recognition in 
forensic applications. The paper is organized as follows. In 
section 2, we discuss general guidelines which should be 
considered when establishing a general forensic voice 
verification framework. Section 3 presents a segmented 
classification architecture used in the experiments. 
Preliminary results obtained through time, frequency and 
feature space segmentation are presented in section 4, 
followed by a concluding discussion in the last chapter. 

2. The forensic framework 

Some of the particularities of the forensic framework 
include: 

• Large and noiseless training patterns 

• Noisy test patterns

• No need for real time processing 

• Individual scores variance due to noise must be 
minimized  (and not just a global error rate). 

Conversely, present commercial state-of-the-art systems 
are normally time constrained, have limited training 
flexibility, are user cooperative, don't operate in extremely 
noisy backgrounds and are designed to minimize some 
global error criterion, without caring much about stability in 
individual scores across different operating conditions.  

2.1. Information merging 

As mentioned, forensic needs are substantially different 
than those of commercial applications. For several reasons 
information merging schemes seem to conform with current 
requirements: 
 

• Localized noise effects can be minimized by de-
emphasizing corresponding estimators; Alternatively, 
spread and uncorrelated noise can be attenuated by 
merging the estimators. 

• Important speaker specific information can be 
concentrated in certain segments that would be 
undesirably averaged out in a regular overall 
recognition approach [4]. 

• Fragmenting a large and unconstrained classification 
task into several smaller tasks is a practical solution 
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for the well-known bias-variance dilemma [6,8], 
allowing better speaker modeling and additionally 
reducing classification variance. 

• Information merging offers flexibility in defining some 
arbitrary error criteria during recombination process. 

All the issues mentioned match the typical forensic 
scenario. Multi-classification schemes fortunately can take 
advantage of the large amount of available processing time 
and training data in order to achieve noise robustness. For 
instance, part of the training set can be contaminated with 
the specific noise encountered in the piece of voice evidence 
and recombination optimized to be noise resistant.  

3. System architecture 

A general scheme of the segmented classification system is 
depicted in Fig.1. Each feature set or frequency channel is 
modeled by its own classifier, which outputs normalized 
likelihoods per time unit. These likelihoods are merged 
through function f into joint scores, which are finally time 
integrated by function g.   
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Figure 1: Classification scheme.  

3.1. System settings 

In current system evaluations, features are evaluated within 
25 ms, at a rate of 80 frames/s. The time sequence of each 
feature is bandpass (fourth order Butterworth) filtered in 
three different modulation spectrum bands, approximating 
RASTA processing, and further downsampled by a factor of 
5. The bands range in Hz are 0.125-2 (low), 2-8 (high) and 
0.125-8 (full). This processing is inspired by [9], which 

found these modulation spectrum components as the most 
effective for speaker recognition in mismatched conditions.   

The individual classifiers employed are 16-mixture 
GMM's and score combinations (f and g) are implemented 
by simple averaging operations. 

4. Experiments 

We ran several experiments to investigate the extent to 
which multi-classification schemes in forensic applications 
surpass regular overall classification. In particular, we 
explored to what degree information and classification 
should be fragmented. Evaluations were conducted using a 
set of 38 male speakers from OGI's Speaker Verification 
database. Models comprised approximately 90 sec. of 
speech and about five 10 sec. utterances for each target 
speaker were used for testing. Each target had its scores 
normalized by the closest reference among the other 
speakers, which acted also as "impostors", in a rotating 
fashion. Five impostors were selected for each target 
utterance. 

In order to evaluate performance under noise, a random 
mixture of 'city', 'crowd' and 'PC fan' noise was added to 
each test utterance. The estimated mean SNR for the 
contaminated database was about 10 db (std=5 dB). 
Convolutional noise was further incorporated through a 
random ripple (up to 5 dB) high-pass filter. The models 
were always kept 'clean', as in normal forensic 
circumstances.  

4.1. Sub-Bands 

We first evaluated the proposed segmented classification 
scheme, defining sub-band as features. The speech was 
initially passed through a 16 channel ERB-scale filter bank 
(300-3400 Hz) and had each band modeled by 12-LPCC 
vectors. (The number of bands was suggested as being a 
reasonable compromise in [6].)   For comparison, 12-mel-
LPCC full band recognition was also evaluated. Hence, a 
total of 51 ((16+1) channels x 3 modulation spectrum 
bands) sub-classifiers were used.  

Recognition EER's for  'clean' and 'noisy' speech are 
shown in Table 1. Results are presented for both time 
segmented classification and overall, non-segmented, in 
which case the likelihoods are normalized for the whole 
utterance, rather than for each time unit. It can be observed 
that for wideband recognition, better performance is 
achieved in segmented mode, except for the individual 
modulation spectrum bands.  In the sub-band case, regular 
overall recognition generally outperforms time segmented 
recognition. The results reflect the bounds of segmenting 
classification over too constrained information sources.  

Combined wideband and sub-band recognition results 
are not presented, since no attempt was made to normalize 
scores obtained with both approaches before recombination. 
Moreover, it should be noted that the random mixture of 
noise used tends to be widebanded, suppressing some of the 
advantages of sub-band over wideband recognition. 

 
 
 
 
 

<LLR> 
(t=1) 

<LLR> 
(t=2) 

<LLR> 
(t=T) 

<LLR> 



 
 

Modulation spectrum 

 Full Low High Comb.  

35.4 37.4 41.3 36.0 
Noise,  
segm 

39.5 36.6 40.1 38.5 
Noise, 

 no segm 

17.4 20.3 19.8 16.9 
Clean, 
 segm W

id
eb

an
d 

21.5 15.5 18.1 19.2 
Clean,  

no segm 

39.2 43.8 39.6 42.0 
Noise, 
 segm 

34.8 38.0 38.9 37.4 
Noise, 

 no segm 

19.2 26.1 22.4 22.1 
Clean, 
 segm Su

b-
ba

nd
s 

20.3 22.8 23.0 20.9 
Clean, 

 no segm 

Table 1: Verification EER (%)

4.2. Noise variance 
In order to estimate the amount of variation in scores due to 
noise, we measured the correlation coefficients between the 
LLR's of both target and impostors obtained in clean and 
noisy recognition, high correlations indicating more 
resistance to noise effects. Results are shown in Table 2. 
 
 

Modulation spectrum 

 Full Low High Comb. 
 

0.43 0.26 0.50 0.46 Segm 

W
id

eb
an

d 

0.40 0.35 0.37 0.40 
No 

segm 

0.61 0.57 0.60 0.60 Segm 

Su
b-

ba
nd

s 

0.55 0.57 0.51 0.57 No 
segm 

Table 2: Correlation coefficients between clean and 
noisy conditions

As expected, both the sub-band approach and time 
segmentation increase stability in scores. Note that 
undesirable low correlation is found in the lower part of the 
modulation spectrum for wideband recognition, even though 
it had attained the lowest EER. Conversely, excessive 
segmentation (sub-bands, time, modulation spectrum) 
although rising correlation, decreases local information 
making classification less efficient (see Table 1). Time 
segmented, sub-band recognition over the full modulation 
spectrum range seems to represent a reasonable trade-off, 

keeping low both EER and variance. The target scores 
obtained through this classification scheme are depicted in 
Fig. 2 for clean (solid line) and corresponding noisy (dots) 
conditions. In contrast, Fig. 3 illustrates the inferior stability 
under noise resulting from regular wideband, overall 
classification.  

Figure 2: Clean (solid line) and noisy (dots) target scores 
for sub-band, time segmented classification. 

 

Figure 3: Clean (solid line) and noisy (dots) target scores for 
wideband, overall classification. 

      
     Even though segmented classification improved 
consistency of scores, a closer analysis revealed that 
variance in time segmented scores was not uniform over all 
the sub-bands. In particular, it was observed that relative 
fluctuations of time segmented LLR's in noisy conditions, 
around the corresponding clean values were substantially 
stronger in the lower frequency channels. The typical 
behavior of these fluctuations per channel can be seen in 
Fig. 4. (Dots correspond to wideband). The interquartile 
ranges progressively tend to higher stability with increasing 
frequency. A possible explanation for this effect is that the 
number of parameters used to model the (narrow) lower 
bands may be excessive for this region, overfitting the data 
and hence increasing variance. This means that further 
improvement can be achieved through the sub-band 
approach by optimizing channel modeling. Indeed, results 
are improved when discarding the lower sub-bands during 
recombination and considering only the band that attained 



the highest LLR in each time slice. In these conditions, 29% 
EER was achieved for the noisy database, with 0.7 
correlation coefficient between scores in clean and 
correspondent noisy circumstances.  

 

Figure 4: Interquartile ranges for LLR fluctuations due to 
noise in different sub-bands. (Dots correspond to wideband) 

4.3. Multi data representation 

It could be expected that combining segmented 
classification over wideband multi data representations 
would lower variance without decreasing discrimination 
capability, since it doesn't narrow information as sub-band 
does. In order to verify this hypothesis, we ran a small 
experiment with 3 different data representations: 12-mel-
LPCC, composed static and regressive 12-mel-LPCC 
vectors and 12-LSF. In this case, correlation coefficients 
between clean and noisy conditions for the combined 
classifiers were practically the same as for the individual 
classifiers: around 0.42 for time segmented classification 
and 0.38 for overall.  This can be explained by the high 
correlations (over 80%) found among those classifiers, 
causing combination to be inefficient. It remains to be 
checked whether other classification algorithms and more 
diversified data sets could further decorrelate scores and 
improve information merging.  

5. Conclusions 

This paper discussed the peculiarities of forensic speaker 
verification. It was argued that decreasing the variance in 
verification scores due to noise should be preferentially 
targeted rather than lowering global EER. Time and 
frequency segmented classification were shown to improve 
classification by 25% in terms of EER, over traditional 
wideband overall verification. Furthermore, the proposed 
scheme increased in 75% the correlation coefficient 
between scores obtained in clean and noisy environments.  
Nevertheless, it was observed that excessive segmentation, 
while increasing stability renders classification inefficient. 
Multi-data representation, on the other hand, could be more 
efficient as a means of attaining the desirable stability 
without increasing EER (although could be less efficient 
than the sub-band approach in narrow band noise 
conditions), provided that enough decorrelation is achieved 
among data sets and classification algorithms. Trainable 

classifiers for posterior local scores combination should be a 
key aspect in information merging, specially if error 
criterion addresses the stability issue rather than just class 
discrimination. Once classification architecture optimization 
is achieved, some formalism for the estimation of 
confidence levels in noise should be established. 
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