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Abstract

A novel system for text-prompted speaker recognition is pre-
sented. The system first segments the speech by Viterbi align-
ment with speaker independent models. It then applies a poly-
nomial classifier to each subword for recognition. This method-
ology has several interesting aspects. First, the system has
excellent computational scalability for identification. Second,
the discriminative training method incorporates the background
normalization into the enrollment process. Third, training can
be performed with one-pass through the enrollment data. Ex-
periments show that the new system is competitive with current
HMM based approaches.

1. Introduction
A challenge to modern speaker recognition systems is to per-
form as efficiently as possible in a variety of settings. For em-
bedded environments, such as cell phones, it is desirable to have
small speaker models and low computational complexity to de-
crease use of memory and increase battery life. For server envi-
ronments, scalability is highly desirable. More transactions per
unit time and small speaker models help maximize throughput
and decrease server cost. We propose a novel text-prompted ap-
proach to speaker recognition through polynomial classification
that is a significant step towards these goals.

Text-prompted speaker recognition (verification or identifi-
cation) is based on the following interface scenario. A claimant
is asked to repeat prompted text. The system then identifies
or verifies the identity of the speaker using the knowledge of
the prompted text. In the case of (closed-set) identification, the
speaker is identified from a list of speakers. In the case of verifi-
cation, the speaker is either accepted or rejected as the claimed
individual.

Popular methods for speaker recognition include Gaussian
Mixture Models (GMM’s), HMM’s, and vector quantization.
HMM’s are the closest approach to ours. HMM’s are con-
structed from knowledge of the subwords of enrollment data.
Recognition is performed by concatenating HMM models for
subwords of the prompted input [1, 2]. Cohort normalization [3]
or background normalization [4, 5, 6] is applied to approximate
the ideal Bayes decision rule.

We extend a novel approach presented in [7]. This approach
uses a polynomial discriminant function. The advantage of this
method is severalfold. First, the method is able to handle large
amounts of enrollment data with ease. For speaker verification
enrollment, the entire impostor population is encapsulated into
a single vector; this vector is fixed size (with respect to the
amount of impostor data). Second, the polynomial method is
discriminative. It directly approximates the a posteriori prob-
abilities and finds the global minimum. Finally, the training

and recognition algorithms are simple multiply-add architec-
tures which fit well with modern DSP implementations.

In Section 2, we detail our scoring method. We show how
computational scalability is achieved and give a proof of why
background normalization is not needed. Section 3 shows how
to train a polynomial classifier to obtain the emission probabil-
ities needed for scoring. Section 4 applies the method to the
YOHO database. We show the high accuracy of the system.
Section 5 relates this architecture to the standard HMM method.

2. Scoring

2.1. Polynomial classifiers

The polynomial classifier output, f(x) can be expressed as
f(x) = w

t
p(x), where p(x) is the vector of all monomials

of degree K or less of the components of x. Note that we use
a bold p for polynomials to distinguish from probability func-
tions such as p(x). As an example of a polynomial function, let
x =

�
x1 x2

�t
and K = 2, then

p(x) =
�
1 x1 x2 x21 x1x2 x22

�t
: (1)

The vector w is a vector of coefficients representing the classi-
fier model.

2.2. Sequence scoring

For speaker recognition an input utterance is converted to a se-
quence of feature vectors, x1, : : : , xn by extraction of spectral
characteristics. We assume that speaker j is modeled by a con-
catenation of hybrid HMM/polynomial classifier models, !j ,
corresponding to the prompted phrase. That is, we use polyno-
mials to model the emission probabilities of the HMM on a per
frame basis. We use the standard likelihood approach to recog-
nition. We first calculate p(x1; : : : ;xnj!j). We abbreviate this
as p(xn1 j!j).

In order to calculate p(xn1 j!j), we use several assumptions.
A standard approach is to express this value as a sum over all
possible state sequences for an HMM. We approximate this by
using the most likely state sequence, q1, : : : , qn. We assume
that this state sequence can be derived independently of the
speaker. That is, a Viterbi alignment using speaker independent
speech recognition gives a sequence which has p(xn1 ; q

n
1 j!j)

close to the optimal speaker dependent sequence value. Further
by assuming independence and that the emission probability is
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dependent only on the current state, we obtain

p(xn1 j!j) � p(xn1 ; q
n
1 j!j)

= p(xn1 jq
n
1 ; !j)p(q

n
1 j!j)

=

 
nY
i=1

p(xijq
n
1 ; !j)

!
p(qn1 j!j)

=

 
nY
i=1

p(xijqi; !j)

!
p(qn1 j!j)

(2)

We discard the second term on the right hand side of (2) in
our discriminant function, since the probability of the state se-
quence in our application is negligible compared to the proba-
bility of the observations.

We now use the relation

p(xijqi; !j) =
p(!j jxi; qi)p(xi; qi)

p(!j jqi)p(qi)
(3)

and (2) to obtain the discriminant function

d0(xn1 ; j) =

nY
i=1

p(!j jxi; qi)

p(!jjqi)
: (4)

We have discarded the numerator term
Qn

i=1
p(xi; qi) and the

denominator term
Qn

i=1
p(qi), because they are independent of

!j ; i.e., they will cancel out in the decision function.
We now perform two simplifications. First, we consider the

logarithm of the discriminant function,

log(d0(xn1 ; j)) =

nX
i=1

log

�
p(!j jxi; qi)

p(!j jqi)

�
: (5)

Using Taylor series, a linear approximation of log(x) around
x = 1 is x� 1. Thus, we can approximate log(d0(xn1 ; j)) as

log(d0(xn1 ; j)) �

nX
i=1

�
p(!jjxi; qi)

p(!j jqi)
� 1

�
: (6)

The approximation (6) is especially good when the scaled a pos-
teriori is near 1. Since x � 1 goes to �1 as x goes to 0 and
log(x) goes to �1, using x � 1 is approximately equivalent
to replacing log(x) by max(log(x);�1). The approximation
max(log(x);�1) is equivalent to ensuring that the probability
is not allowed to go below a certain value. The discriminant
function with all of the above approximations is

d(xn1 ; j) =

nX
i=1

p(!j jxi; qi)

p(!j jqi)
(7)

where we have dropped the �1 since a constant offset will not
affect the classification decision. The approximation (7) is the
basis for our scalable scoring technique.

As a second simplification, we assume that the states in the
discriminant function (7) are from a left-to-right HMM model
with l states. Then the state sequence can be combined into
similar groups. I.e., assume we have indices, ik; jk that parti-
tion 1; : : : ; n as i1 � j1 < i2 = j1 + 1 � j2 < � � � < il =
jl�1 + 1 � jl, so that qik = qik+1 = � � � = qjk . Note that
i1 = 1 and jl = n. We approximate each p(!j jxi; qi) using a
unique polynomial classifier, with modelwj;qi for every unique

state and every speaker, p(!j jxi; qi) � w
t
j;qi

p(xi). Simplify-
ing, we obtain

d(xn1 ; j) =

lX
k=1

jkX
m=ik

w
t
j;kp(xm)

p(!j jqik )

=

lX
k=1

cj;kw
t
j;k

2
4 jkX
m=ik

p(xm)

3
5

(8)

where cj;k = 1=p(!j jqik ). We let

p̂k =

jkX
m=ik

p(xm); (9)

then (8) becomes

d(xn1 ; j) =

lX
k=1

cj;kw
t
j;kp̂k: (10)

The equation (10) gives a computationally scalable system. For
example, if we segment the input utterance into six sections,
we can calculate p̂k for each of these sections independent of
the speaker. Then scoring for each speaker is accomplished by
six inner products and a sum of six scores–a low-complexity
operation.

A potential advantage of using (8) for verification is that we
do not have to calculate a background score (or cohort score)
with a complex model as is common in traditional HMM meth-
ods based on a likelihood ratio. This property saves significant
computation in verification. In most cases, the Viterbi align-
ment process can be combined with the verification scoring (8)
with only a slight increase in computation over (8).

For optimal Bayes identification with equal class priors, we
choose j� so that j� = argmaxj d(x

n
1 ; j). For optimal Bayes

verification, we compare the log likelihood ratio to a threshold.
For our discriminant function, this corresponds to a threshold
on d(xn1 ; 0) � d(xn1 ; 1). Since wt

1;kp(xi) = 1 � w
t
0;kp(xi)

by virtue of the training method, see [7], wt
0;kp̂+wt

1;kp̂ = dk
where dk = jk � ik + 1. Therefore, the decision rule is based
on a threshold for

lX
k=1

(c0;k + c1;k)w
t
0;kp̂k �

lX
k=1

dkc1;k: (11)

That is, we can calculate a weighted sum of wt
0;kp̂k as in (10)

and compare this to a threshold (in practice, the score (11) is
normalized by the number of frames and compared to a con-
stant threshold). Thus, we have demonstrated that we do not
have to explicitly calculate a cohort score (at least as a linear
approximation).

3. Training
To use the scoring method (7), we find a polynomial function
which approximates the quantity p(!jjqi;xi)=p(!j jqi). We do
this by training a polynomial classifier using a mean-squared er-
ror criterion. For simplicity, we consider the verification prob-
lem for the remainder of this section. We denote the speaker by
!0 and the impostor set by !1.



3.1. One-state training

We first consider the case when a one-state HMM/polynomial
is used. For this case, the desired quantity simplifies to
p(!j jxi)=p(!j). Since p(!1jx) = 1 � p(!0jx), we consider
only approximating p(!0jx). We can obtain a polynomial ap-
proximation of this quantity by solving the following optimiza-
tion problem

argmin
w

E
n�
w
t
p(x)� y(!)

�2o
: (12)

Here y(!) is the ideal output; i.e., y(!0) = 1 and y(!1) = 0.
The result of (12) is a model such that the polynomial, f(x) =
w
tp(x), approximates p(!0jx). We then divide out the prior,

p(!0), obtained from the training data set to obtain the quantity
needed for scoring.

An alternative approach to dividing out the prior, p(!0), is
to incorporate the desired prior into the training process. If we
set p(!0) = p(!1) = 0:5, then we can ignore the prior in (7);
that is, the prior will cancel out of the likelihood ratio. For this
style of training, we can write the expectation in (12) as

E
n�
w
t
p(x)� y(!)

�2o
=

p(!0)E
n�
w
t
p(x)� 1

�2
j! = !0

o
+

p(!1)E
n�
w
t
p(x)

�2
j! = !1

o
: (13)

The criterion for training then becomes

argmin
w

"
p(!0)

N0

N0X
j=1

jwt
p(x0;j)� 1j2+

p(!1)

N1

N1X
j=1

jwt
p(x1;j)j

2

#
(14)

where xi;j is the jth training sample from class !i, and Ni is the
number of training samples in class !i. Training with weight-
ing as in (14) typically produces better results than scaling the
model by training set priors.

A training method for a single speaker and the one-state
case that incorporates the ideas given in this section is shown
in Table 1, see [7] for more details. In the table, p2(x) is
the vector of monomials of degree less than or equal to 2K
(where K is the degree of the classification model). The vec-
tor rimp corresponds to an impostor background; we precom-
pute this quantity based upon a set of representative impostors.
The algorithm weights the optimization criterion as in (14) with
p(!0) = p(!1) = 0:5. A useful feature of the algorithm is that
it is one-pass. We set up an “accumulator” rspk and then make
one pass through the speaker’s data. The final model is obtained
through the solution of a linear equation.

3.2. Multi-state training

A key question of the extension of the single-state training to the
multistate case is–which probability should be approximated?
For instance, we could look at p(!j ; qijxi), p(!j jqi;xi),
p(xijqi; !j), etc. Our sequence scoring discussion in Section 2
was targeted at using p(!j jxi; qi). The reason for the selection
of this probability is 1) training is straightforward given our as-
sumption that the state sequence can be determined independent
of the speaker, and 2) one-state training produces a posteriori
probabilities.

Table 1: One-state training algorithm for verification

1) Retrive rimp from storage.
2) Let rspk = 0.
3) For i = 1 to N0

4) Retrieve ith training vector, x0;i, from the speaker.
5) Let rspk = rspk + p2(x0;i).

6) Next i
7) Set c = N1=N0.
8) Compute r = rimp + crspk.
9) Expand the vector r to a matrix R.

10) Solve Rw = subvector(crspk) for w.

We demonstrate the extension to the multistate case with
an example. Suppose we have two utterances “23-45” and “45-
23” prompted during training for a speaker and a representa-
tive impostor population. We first segment all utterances into
the feature vectors corresponding to the word “23” and the fea-
ture vectors corresponding to the word “45” (using words as our
fundamental states). We then train a polynomial model, w23, to
distinguish between the speaker and impostor set only on the
vectors corresponding to word “23” using the two class training
criterion (14). We train a similar model, w45, for “45.” These
models approximate p(!0jx; q = 23) and p(!0jx; q = 45),
respectively. The resulting models are used in the scoring equa-
tion (7).

The process of training for the multi-state case is easily seen
to be one-pass as was the one-state case. We allocate accumu-
lators for all possible subwords in the prompted text. We then
perform forced alignment and accumulation (as in Table 1) as
we input each speaker’s utterance. Solution of linear equations
results in speaker models for each of the subwords.

4. Results
We applied our method to the YOHO database, see [8] for de-
tails. We selected the YOHO database because of its applica-
bility to “live microphone” verification problems for embedded
systems. That is, we wanted to test our methods for applications
where the user is physically present to access the system–e.g.
cell phones, telematics systems, etc.

YOHO uses prompted combination lock phrases; e.g., “26-
81-57.” Enrollment consists of four sessions with twenty-four
phrases per session. Verification consists of ten sessions with
four phrases per session. Enrollment was performed using all
four enrollment sessions. Verification and identification was
performed using all verification sessions. Single phrase test-
ing and four phrase testing were performed. Four phrase results
were obtained by combining scores from all four phrases within
a session.

We trained a system to approximate the a posteriori prob-
abilities with a polynomial classifier. All 138 speakers in
YOHO were enrolled against each other. We preprocessed
the data using preemphasis and a Hamming window. We ex-
tracted 12 MFCC’s, 12 �-MFCC’s, and 12 ��-MFCC’s for
every 30 ms frame with an overlap of 20 ms. We performed
forced alignment for utterances using the subwords 20; 30;
: : : ; 90; 1; 2; : : : ; 9. Alignment models were speaker indepen-
dent, based on 12 MFCC’s and 12 �-MFCC’s, and constructed
using second degree polynomial models; see [9] for details.

Results for verification are shown in Tables 2 and 3. Table 2



Table 2: Average EER Verification performance on the YOHO
database.

MFCC � �� degree Avg. EER Avg. EER
1-phrase % 4-phrase %

12 - - 3 0.35 0.02
12 12 - 2 0.29 0.08
12 12 - 3 0.07 0.01
12 12 12 2 0.24 0.09

Table 3: Pooled EER verification performance on the YOHO
database.

MFCC � �� degree Pooled EER Pooled EER
1-phrase % 4-phrase %

12 - - 3 0.78 0.43
12 12 - 2 0.70 0.44
12 12 - 3 0.27 0.11
12 12 12 2 0.54 0.22

Table 4: Identification performance on the YOHO database

MFCC � �� degree Error Error
1-phrase % 4-phrase %

12 - - 3 0.74 0.14
12 12 - 2 0.51 0.07
12 12 - 3 0.14 0.07
12 12 12 2 0.38 0.07

reports the average equal error rate which is defined by setting
thresholds for individuals at the equal error rate (EER) and then
averaging the EER across the population. Table 3 reports the
pooled EER which is calculated by setting a constant threshold
across all speakers and then finding the threshold value where
the false accept rate equals the false reject rate for the entire
population. The pooled EER represents the most realistic situ-
ation in practice since it is difficult to set individual thresholds
because of limited enrollment data. Identification results for the
new system are shown in Table 4.

Our results compare favorably with those in the literature.
Our best one-phrase average EER is 0:07% and our best identi-
fication error rate is 0:38% (1 phrase) and 0:07% (4 phrase). In
the literature, one-phrase average EER rates of 0:62% [2] and
1:07% [10] have been reported. Also, in the literature identi-
fication error rates of 0:14% [2] and 0:22% [10] are reported
for the four phrase test. Note that the comparison is not en-
tirely equivalent, since different methods are used in each cited
reference. Also note that none of the methods use a pooled
background model which has been shown to perform better than
cohort normalization [6].

If we compare the parameter-usage performance of our sys-
tem, then the systems reported in Table 2 use 7280, 5200,
46800, and 11248 parameters, respectively. We estimate the pa-
rameter usage of [2] (for example) for the 3-mixture case with
20 monophone models to be about 14220 parameters. Thus, if
we consider the second system in Table 2, we have a lower error
rate and use 63% less parameters.

We also addressed the issue of bias from training against
known impostors. We split the enrollment data into two sepa-
rate parts. The first 69 speakers were trained against the first
69, and the second 69 were trained against the second 69. Veri-
fication was performed by using the second 69 as impostors for

the first 69 and vice versa. The resulting average EER increase
for the 12 MFCC, 12 �-MFCC, degree 2 system in Table 2 was
from 0:29% to 0:35%; this small increase shows that the system
generalizes well to unknown impostors.

For a computationally scalable identification system, we
want the computation growth with the number of speakers,
cNspk, to have as small of c as possible. If we scored each
speaker’s utterance directly using a polynomial model, then the
computation required is approximately

Nframes (3Ncoe� + 1)Nspk (15)

where Ncoe� is the number of coefficients in the model and
Nframes is the number of frames in the utterance. Using our
new approach, the computation is approximately

2Ncoe�Nframes + (2Ncoe� + 1)NstatesNspk (16)

where Nstates is the number of unique states in the model.
Asymptotically as the number of speakers increases, our com-
putation savings is about 1:5Nframes=Nstates . Our implemen-
tation computation speedup is 1:5(240=6) = 60 for a 1-phrase
test (approximately 2:4 seconds of speech per test).

5. Relations to Standard HMM
Using a posteriori probabilities means that we do not have
to use a background model for verification. The background
model is incorporated into the training; i.e., we have the con-
straint p(!0jx) + p(!1jx) = 1. We demonstrated how this
results in a threshold on the speaker score only in (11).

To experimentally verify (11), we performed cohort nor-
malization on the scores to verify that normalization would have
little effect (note that background normalization is not useful
because of the constraint that the probabilities sum to one). Ta-
ble 5 shows the effect of cohort normalization on 1-phrase ver-
ification. We tried three cohort selection schemes. In all cases,
we used 5 cohorts and normalized by subtracting the mean of
the cohorts’ scores from the speaker’s score. Model-based co-
hort selection applies cohorts’ models to the speaker’s phrases
and then picks the 5 closest. Symmetric cohort selection [10]
uses a distance measure based on both phrase and model dis-
tances to a given speaker. Successive cohort selection uses
cohorts [11] chosen in a text-independent manner with a VQ
model; this was used as an alternate scheme to see if any bias
was introduced by using discriminative training on the mod-
els. Table 5 shows that even the best cohort selection scheme
gives only moderate performance improvement. Thus, we have
proven and shown experimentally that the discriminative ap-
proach for polynomial classifiers incorporates the speaker back-
ground into the training process as opposed to the standard
method of background normalization in scoring. This feature
is compelling since it reduces computation and storage in veri-
fication; verification is, of course, the operation that a customer
would use over and over again.

The methods derived can be related to an HMM with full
covariance Gaussian emission probabilities. In this case, the
log of the emission probability is a quadratic function (a special
case of our system). We can thus apply our computation reduc-
tion method. In addition, cohort normalization can be simplified
(after cohort selection) by noting that

w
t
spkp̂�

1

K

KX
k=1

w
t
cohort;kp̂ (17)



Table 5: Effects of cohort normalization on performance of 1-
phrase verification. Average equal error rates in percent are
shown for different cohort normalization methods.

MFCC � �� order Model Symm. SCS
12 - - 3 0.52 0.50 0.27
12 12 - 2 0.52 0.51 0.29
12 12 - 3 0.09 0.10 0.05
12 12 12 2 0.39 0.40 0.22

is the same as "
wspk �

1

K

KX
k=1

wcohort;k

#t
p̂: (18)

As a final note, we mention that the idea of separating the
alignment process and the speaker recognition process has ap-
peared in [12, 13]. The goals of these works was different from
our objective and was to provide speaker recognition targeted
feature extraction [12] and robust score normalization [13].

6. Conclusions
We derived a novel method for using HMM’s with polyno-
mial emission probabilities for speaker verification and iden-
tification. The methods were shown to fit within a probabilistic
framework. This framework shows clearly how to train, com-
pensate for prior probabilities, and score. The advantages of the
new methods were 1) computational scalability in scoring with
respect to the number of speakers, 2) discriminative training to
approximate a posteriori probabilities, 3) one-pass training with
easy operation on large datasets, and 4) encapsulation of impos-
tor characteristics in a compact representation (i.e., the vector
rimp). We showed the new methods performed competitively
against traditional HMM methods on the YOHO database.
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