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ABSTRACT

Dictionary look-up is the primary strategy for deriving
pronunciations for input words in a text-to-speech (TTS)
system. This strategy is accurate for dictionary words, but
it is not complete: it is impossible to list exhaustively all
input words. The proper treatment of `unknown' words is
currently an unsolved problem in TTS synthesis. There are
many competing techniques for letter-to-sound conversion
and the system developer must make a rational selection
among them. However, it is unclear how di�erent tech-
niques should be properly compared. In this paper, we re-
port a comparative assessment of the competitor methods
of letter-to-sound rules, pronunciation by analogy, feedfor-
ward neural networks and a k-nearest neighbour method,
with respect to their success at automatic phonemisation.
This is achieved by using standardised scoring methods,
test lexicon and phoneme inventories. The problem of
standardising the phoneme set (`harmonisation') is decept-
ive: this is much harder than at �rst appears. The principal
�nding is that (contrary to the weight of opinion expressed
in the literature) data-driven techniques outperform know-
ledge-based methods by a very signi�cant margin.

1. INTRODUCTION

The automatic conversion of text to a phonemic speci�ca-
tion of pronunciation is a necessary early step in all current
approaches to text-to-speech (TTS) synthesis. For import-
ant languages like English and French, with only partial
regularities between the spelling and sound systems, it is
also a hard computational problem. Consequently, text-to-
phoneme conversion has attracted a great deal of attention.
Because of its long history, there is a regrettable tendency
to view the problem as essentially solved. Unfortunately,
this is far from the case.

For most words encountered in the input of a TTS system,
a canonical (or `baseform') pronunciation is easily obtained
by dictionary look-up. Our concern here is the situation
in which the input word is `novel' { such that diction-
ary look-up (possibly in conjunction with morphological
analysis) fails to produce an output. In this commonly-
encountered situation, a default or `back-up' strategy must
be employed. The traditional default strategy, uses a set of
context-dependent phonological rules written by an expert
(e.g. [1, 2, 3]). However, the task of manually writing such a
set of rules, deciding the rule order so as to resolve conicts
appropriately, maintaining the rules as mispronunciations
are discovered etc., is very considerable and requires an ex-
pert depth of knowledge of the speci�c language. For these
reasons, and especially to ease the problem of creating a
TTS system for a new language, more recent attention has

focused on the application of automatic techniques based
on machine-learning from large corpora.

Hence, there now exists a variety of methods of text-
to-phoneme conversion to challenge the traditional rule-
based methodology. System implementors are faced, there-
fore, with making a rational choice among these competing
methods. This is problematic because techniques for eval-
uating the pronunciation component of a TTS system are
poorly developed. To address this problem, we present here
a quantitative evaluation of traditional rule-based meth-
ods and three newer data-driven methods: pronunciation
by analogy, neural networks (NETspeak) and a nearest-
neighbour approach.

2. DESCRIPTION OF THE
TECHNIQUES

2.1. Phonological Rules

The assumption here is that the pronunciation of a letter
or letter substring can be found if su�cient is known of its
context, i.e. the surrounding letters. The form of the rules
is A[B]C ! D, which states that the letter substring B
with left-context A and right-context C receives the pro-
nunciation (i.e. phoneme substring) D.

Because of the complexities of English spelling-to-sound
correspondence, more than one rule generally applies at
each stage of transcription. The conicts which arise are re-
solved by maintaining the rules in a set of sublists, grouped
by (initial) letter and with each sublist ordered by spe-
ci�city. Typically, the most speci�c rule is at the top
and most general at the bottom. Transcription is most
usually a one-pass, left-to-right process. For the particu-
lar target letter, the appropriate sublist is searched from
top-to-bottom until a match is found. This rule is then
�red, the linear search terminated, and the next untran-
scribed letter taken as the target. The last rule in each
sublist is a context-independent default for the target let-
ter, which is �red in the case that no other, more speci�c
rule applies. The rules evaluated in this paper are those of
Elovitz et al.[2] obtained by anonymous ftp from directory
comp.speech/synthesis at svr-ftp.eng.cam.ac.uk.

2.2. Pronunciation by Analogy

Pronunciation by analogy (PbA) exploits the phonological
knowledge implicitly contained in a dictionary of words
and their corresponding pronunciations. The underlying
idea is that a pronunciation for an unknown word is as-
sembled by matching substrings of the input to substrings
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of known, lexical words, hypothesising a partial pronun-
ciation for each matched substring from the phonological
knowledge, and concatenating the partial pronunciations.

The variant of PbA evaluated here is based on Dedina and
Nusbaum's PRONOUNCE [4], but with several further en-
hancements as detailed by Marchand and Damper [5]. In
PRONOUNCE, a data structure called the pronunciation
lattice is built from matching substrings in the input word
and the dictionary entries. This is a graph containing in-
formation about the position and total number of matched
substrings, and their partial pronunciations. A possible
pronunciation for the input string then corresponds to a
complete path through its lattice, with the output string
assembled by concatenating the phoneme labels on the
nodes/arcs in the order that they are traversed. (Di�er-
ent paths can, of course, correspond to the same pronunci-
ation.) Scoring of candidate pronunciation uses two heur-
istics in PRONOUNCE. If there is a unique shortest path,
then the pronunciation corresponding to this path is taken
as the output. If there are tied shortest paths, then the
pronunciation corresponding to the best scoring of these is
taken as the output.

The version of PbA evaluated here features several en-
hancements over PRONOUNCE. First, we use `full' pat-
tern matching between input letter string and dictionary
entries, as opposed to Dedina and Nusbaum's `partial'
matching. Second, multiple (�ve) heuristics are used to
score the candidate pronunciations. Individual scores are
then multiplied together to produce a �nal overall score.
The best-scoring pronunciation on this basis is then selec-
ted as output. Marchand and Damper show [5] that this
`multi-strategy' approach gives statistically signi�cant per-
formance improvements over simpler versions of PbA.

Each word of the dictionary was processed in turn by re-
moving it from the dictionary and assembling a pronunci-
ation for it by analogy with the remainder. This can be
seen as a version of the n-fold cross-validation technique of
Weiss and Kulikowski [6]), but with n = L where L is the
size of the entire lexicon.

2.3. Neural Networks { NETspeak

The neural network studied in the present work is based
on NETspeak, McCulloch et al.'s re-implementation of Se-
jnowski and Rosenberg's well-known NETtalk [7]. McCul-
loch et al. additionally explored the impact of di�erent
input and output codings (and examined the relative per-
formance of separate networks for the transcription of com-
mon and uncommon words respectively). Like NETtalk,
NETspeak used a window of 7 characters through which
the input was stepped one character at a time. The input
and output codings were thought to be important in that
\an appropriate coding can greatly assist learning whilst an
inappropriate one can prevent it." In place of NETtalk's
1-out-of-n coding leading to 203 input units, NETspeak
used a more compact (2-out-of-n) 11-bit coding, giving
77 input units. The �rst �ve bits indicated which of �ve
rough, \phonological sets" the letter belonged to and the
remaining six bits identi�ed the particular character. In
place of NETtalk's 21 \articulatory features" to repres-
ent the (single) phoneme output (plus �ve stress and syl-
lable boundary units), NETspeak used 25 output features.
NETspeak used 77 hidden units in place of NETtalk's 120.
Hence, NETspeak had just 7854 adjustable parameters
compared to NETtalk's 27,480.

Learning parameters (learning rate, momentum, etc.) are
all as in the original NETspeak. Our re-implementation
di�ers from the original in two respects however. First,
instead of calculating the network error at each iteration
of training and updating weights to all output nodes, only
weights leading to individual nodes with erroneous out-
puts were updated. This was done after the presentation
of each letter, as in NETspeak. Bene�ts of this training
modi�cation include quicker convergence and an improve-
ment in �nal performance. Second, a di�erent termina-
tion condition was used. The network output was eval-
uated on the test set after every �ve iterations of train-
ing. If the performance deteriorated on two consecut-
ive occasions, the test result obtained 10 iterations previ-
ously (i.e. before performance started to deteriorate) was
taken as the �nal result. This means that the net was
trained on typically 50 (but as many as 700) iterations, as
opposed to just three for NETspeak. Hence, we are con-
�dent that the net was reasonably well trained.

2.4. Nearest Neighbour { IB1-IG

In the IB1-IG approach [8], a feature-weighting function is
used to provide a real-valued expression of the relative im-
portance of feature values (i.e. letter positions) when per-
forming the mapping from input to classi�cation. Weight-
ing is by information gain. The main idea is to interpret the
training material (letter-phoneme correspondences) as an
information source capable of generating a number of mes-
sages (i.e. classi�cations) with a certain probability. Data-
base information entropy is equal to the average number
of bits of information needed to know the class given an
instance. For each feature, its relative importance in the
database can be calculated by computing its information
gain. To do this, we compute the average information en-
tropy for this feature and subtract it from the information
entropy of the database.

The classi�cation function of IB1-IG computes the simil-
arity between a new instance and all stored instances, and
returns the class label of the most similar instance. The in-
stance base is generated by a �xed-size window capturing a
focus letter surrounded by three left and three right neigh-
bour letters. The similarity function corresponds to the
sum of the information gain values associated to the mis-
matched letter positions between new instance and stored
instances. We have slightly changed this method by cre-
ating 26 disjoint databases instead of one: one for each
focus letter. Thus, before using the similarity function,
the database which corresponds to the focus letter of the
new instance is selected, rather than considering all 26 let-
ters. This increases performances both in term of words
correct (marginally) and run time (considerably).

3. COMPARING
AUTOMATIC-PHONEMISATION

METHODS

What precisely are the di�culties in making comparisons
between di�erent approaches to the derivation of pronunci-
ations from text? First, it is necessary to make a clear dis-
tinction between evaluating synthetic speech and evaluat-
ing a component of a TTS system. The former tests `�tness
for purpose' of a complete system, whereas the latter is dia-
gnostic and is our concern here. On this point, Bernstein
and Nessly [9] write: \comparison of the output speech
from two complete systems may not always provide a good



test of the performance of the corresponding component al-
gorithms in the two systems, because radical performance
di�erences in other components can obscure small di�er-
ences in the components of interest". This is not to say
that the impact of the pronunciation component on overall
quality and intelligibility of the speech output should not
be assessed at some stage, but we believe this should be
left to �nal system evaluation.

Turning to the pronunciation component itself, because
the default strategy is only used when the primary ap-
proach of dictionary matching fails, it should be assessed
without the dictionary present. This poses problems for
the rule-based approach. In practice, `exceptions' to the
rules can either be embedded in the rule set (i.e. treated
as highly-specialised rules) or separated out and placed in
the dictionary. For instance, Elovitz et al. include about
60 very common whole words as `rules'. As Klatt [10]
states: \A moderate-sized exceptions dictionary can hide
the de�ciencies of a weak set of letter-to-sound rules, but at
a high cost in terms of storage requirements." Hence, there
is a real problem in deciding where the division between
the two lies. Moreover, Bernstein and Nessly [9] write:
\Comparing the accuracy of di�erent algorithms for text-
to-phoneme conversion is often di�cult because authors
measure and report system performance in incommensur-
ate ways", while Hunnicutt et al. [11] state: \direct com-
parison of performance of di�erent systems is di�cult due
to the lack of standardized phone sets, data sets or scoring
algorithms". It is now established procedure to test the
generalisation ability of data-driven techniques with un-
seen words { not available to the system during training.
But how does the seen/unseen distinction apply in the case
of a knowledge-based technique, if at all? How do we know
what words (if any) the rule developer had in mind when
writing the rules?

In spite of the di�culties, we nonetheless believe the need
for comparative evaluation techniques is urgent. Given the
above discussion, we propose:

� competitor techniques for automatic phonemisation
should be tested on the same (large) dictionaries in
their entirety;

� scoring should be as strict as possible, should not be
frequency weighted (for the reason outlined above),
and should use a standardised metric;

� a standardised output (phoneme) set should be used.

Clearly, if any of three basic elements { dictionary, scoring
metric or phoneme set { di�ers in the evaluation of di�erent
pronunciation subsystems, no sensible comparison can be
made.

Scoring in terms of words correct is simple, it avoids any ne-
cessity to enumerate phoneme insertions, deletions and/or
substitutions, and is more stringent and sensitive than
symbols correct scores (which are routinely in the greater
than 90 percent range). This is the metric used here. Fi-
nally, and notwithstanding the desirability of measuring
performance on a large dictionary, it is also of interest to
know how performance varies as a function of the size of
training data set (if training is required) and test set. In
particular, this gives a way of estimating asymptotic per-
formance as dictionary size tends to in�nity.

4. PRACTICAL COMPARISON

4.1. Materials

A machine-readable version of the (American English)
Teachers' Word Book (TWB) [12] was used in this work.
It had previously been manually aligned for the purpose
of training NETspeak. Pronunciations were obtained for
each of the 16,280 words using the four methods detailed
above.

4.2. Harmonisation of the phoneme set

For all four pronunciation subsystems, outputs were com-
pared with their (known) dictionary pronunciations. We
have not included lexical stress markers in the set of out-
put symbols: the important aspect of stress assignment is
left for future work. The standardisation of the phoneme
set was not entirely without di�culty. The three data-
driven methods necessarily produce output in terms of the
TWB phoneme inventory of 52 phoneme symbols. The
rules, however, produce output using an incommensurate
alphabet of 41 phonemes. A further complication is the dif-
ferent transcription standards, and the di�erent dialectal
forms and distinctions, used by the dictionary- and rule-
writers { so that the rule phoneme inventory is not just a
proper subset of the dictionary inventory.

Proper evaluation requires that each subsystem is scored on
the same output phoneme set, so that the TWB inventory
and the Elovitz et al. inventory must somehow be made
commensurate. We call this process harmonisation. As
far as possible, we attempt to collapse the inventories into
the smaller of the two sets so as to abolish any phonemic
distinction not respected in the rule outputs. While this fa-
vours the rules over the data-driven methods (there is less
opportunity for error), it is balanced by the considerable
advantage that the latter hold by virtue of assembling their
pronunciations from the exact phoneme inventory embod-
ied in the dictionary. Details of the harmonisation proced-
ure are given by Damper and Gustafson [13].

4.3. E�ect of Dictionary Size

Practical evaluation can only ever be on a dictionary of
restricted, �nite size, yet we really should characterise a
pronunciation subsystem by its asymptotic performance on
an e�ectively in�nite-size test set. Hence, we should test
on the largest lexicon available. Thus, there is a particular
di�culty in comparing trainable data-driven methods with
approaches that don't require training, like rules. The lat-
ter can be simply tested on the entire dictionary, but the
former require some words to be held out as test data.

In principle, it is possible to use L-fold cross-validation as
was done for PbA by Damper and Eastmond [14]. This
means that analogy is always on the basis of the maximum
number of (L � 1) words, and all L words are tested as
unseen. However, the back-propagation learning required
by NETspeak is far too computationally intensive for this
to be practical. The same is true of IB1-IG, where in-
stances have to extracted from the dictionary at consider-
able computational cost. Further, it is of interest to know
how performance depends on the size of test and/or train-
ing sets, since this gives some idea of asymptotic perform-
ance. In view of this, we have used the evaluation proced-
ure described below, which was introduced by Lucas and



Damper [15].

By random sampling from the dictionary, two disjoint sub-
sets of the same size N are produced. We train on one of
these and test on the other. This is done for various values
of N up to the maximum of half the size of the lexicon L=2.
We then plot accuracy on the test subset (and, if sensible,
the train subset also) versus N . The values of N used here
were 100, 500, 1000, 2000, 5000 and 8,140 words.

5. RESULTS

5.1. Context-Dependent Rules

The Elovitz et al. rules were evaluated on the complete
dictionary of 16,280 words. Just 25.7% of the word pro-
nunciations were correct. Length errors (especially due
to geminate consonants), /g/ $ /j/ confusions and vowel
substitutions abound. This �gure is so low that strenuous
e�orts were made to con�rm it. Two of the authors ob-
tained the same result working independently. One of the
authors gave his students the problem of evaluating the
Elovitz et al. rules on TWB as an assessed programming
exercise. Those who produced correct code replicated the
above �gure to within 1 or 1.5 percentage points: di�er-
ences were attributable to di�erent speci�c harmonisation
schemes. Finally, Bagshaw [16] has recently con�rmed the
poor performance of the Elovitz et al. rules, obtaining just
19.34% words correct using \a slightly modi�ed" version
of this rule set on the CNET lexicon of 110,000 words.

5.2. PbA

Alone among the data-driven techniques, the performance
of PbA can be practically evaluated using L-fold validation
on the complete dictionary of 16,280 words. This yielded
a �gure of 71.8% words correct. While this result must
be treated with a little caution { the scoring of the rule
outputs with reference to dictionary pronunciations using
a di�erent transcription standard is probably too stringent
{ the di�erence from 25.7% is striking.

PbA was further tested on the di�erent sized subsets
of TWB in two ways:

1. pronunciations were produced for each word of the
test subsets by analogy with the (same-sized, disjoint)
train subset;

2. pronunciations were produced for each word of the test
subset by analogy with the complete dictionary;

using L-fold cross-validation in both cases.

Figure 1(a) shows the results. The lower curve, ob-
tained with method 1, illustrates that performance im-
proves monotonically as the size N of the lexical data-
base (the train subset) increases, reaching 63.6% when
N = L=2. There seems to be no case for using anything
other than the largest available dictionary. This �nding is
not entirely vacuous: the possibility exists with PbA that
best results are obtained by analogy with a small lexicon of
representative words and that the presence of other (exotic
or rare) words is harmful. This does not appear to be so.
Method 2 is closer to the way one would use PbA in real-
ity. The upper curve, obtained with method 2, is e�ectively
constant apart from some sampling variance which is more
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Figure 1: Results of training and testing on di�erent-sized
disjoint subsets of the dictionary: (a) PbA (b) NETspeak
(c) IB1-IG.



pronounced for the smaller test subsets. We note that the
two curves are asymptotic to the same value of about 72%
words correct.

5.3. NETspeak

Figure 1(b) shows the results. The lower curve is for test-
ing on the unseen (test) subset and the upper curve is for
testing on the training data. The curves are less smooth
than Figure 1(a) because of sensitivity to the initial random
weights used in training. The best unseen performance
is 46.03% words correct on the largest (L=2) test subset,
while training and testing on the complete dictionary gave
54.44%. Hence, asymptotic generalisation performance is
expected to be about 50%, considerably poorer than PbA.

5.4. IB1-IG

Here it was deemed sensible to test on the unseen data
only because of the computational cost of pre-compiling
the instances database for L-fold cross validation. The
result is depicted in Figure 1(c). The best performance is
57.4% words correct on the largest (L=2) test subset, which
is better than NETspeak but not as good as PbA.

6. DISCUSSION AND FUTURE
WORK

In our view, there are two common misapprehensions in
the speech synthesis research community. The �rst is that
automatic phonemisation is a solved problem; the second
is that linguistic rules work much better than they actu-
ally do. For instance, on the �rst point, Liberman and
Church [17] write:

\We will describe algorithms for pronunciation of
English words . . . that reduce the error rate to
only a few tenths of a percent for ordinary text,
about two orders of magnitude better than the
word error rates of 15% or so that were common
a decade ago."

Such error rates would, if they could be con�rmed, render
automatic phonemisation an e�ectively solved problem.

In the event, however, Liberman and Church do not really
describe their algorithms at all fully, and certainly not in a
way which would allow other investigators to reimplement
them. No formal evaluation supporting the claim of such a
low error rate is detailed. One can only assume that their
�gure of \a few tenths of a percent" is impressionistic and,
since they are at pains to say their methods are entirely
`dictionary-based', they must surely be assuming the pres-
ence of the system dictionary. They go on to describe the
performance of NETtalk as (citing a 1988 Technical Re-
port from Princeton by Rosenberg) \so much worse . . . "
than rules. This is similar to the opinion of Divay and
Vitale [3] quoted in the Introduction and to McCulloch
et al.'s [18] statement: \Despite the remarkable results
achieved by . . . NETtalk, [they] are still not as good as
the best rule-based phonemic transcription systems".

In this paper, we have shown that automatic pronunciation
of novel words is not a solved problem in TTS synthesis.
The best that can be done is about 70% words correct
using PbA. Much of the confusion on this point stems
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up pronunciation strategy for unlisted words according to
Zipf's law assuming 200 000 words of English. The upper
curve assumes the word accuracy of the back-up strategy
is 65% while the lower curve assumes the accuracy of the
back-up strategy is 30%. This illustrates the importance of
a good back-up strategy to performance of a TTS system

from failure to distinguish between the overall pronunci-
ation component consisting of the dictionary plus back-up
strategy and the back-up strategy itself. In spite of con-
siderable development over many years, traditional rules
(when properly assessed in the absence of the system dic-
tionary) perform very badly { much worse than pronun-
ciation by analogy and other data-driven approaches like
IB1-IG or even NETspeak (in spite of the many contrary
views expressed in the literature).

With time, computer memory is becoming ever cheaper,
and larger and better dictionaries are becoming available.
Accordingly, it could be argued that the importance of
the back-up strategy is declining. Although this is un-
doubtedly true, it does not follow that performance of
the back-up strategy is in any way unimportant. This
is because, no matter how large the base dictionary of
a TTS system is, its coverage can never be 100%. Fig-
ure 2 (generated with a simple model based on Zipf's law)
shows the theoretical coverage obtained as a function of
dictionary size with two back-up strategies { one achiev-
ing 30% phonemes correct (somewhat above our �gures for
rule-based systems) and the other achieving 65% phonemes
correct (below what could be expected of PbA). The posit-
ive impact that a good back-up strategy has is abundantly
plain. Accordingly, it seems clear that data-driven meth-
ods such as PbA should replace rules in next-generation
TTS systems.

The Elovitz et al. rule set performed very badly. Our eval-
uation tends to con�rm the suspicion that existing rule-
based TTS systems only do as well as they do because of
the dictionary. The discrepancies between our measured
�gures for the Elovitz et al. rules and those estimated by
the original authors (approximately 90% words correct) are
very considerable and merit some discussion. While Elovitz
et al. used frequency weighting, and this obviously played
a part, we are inclined to think that our stricter scoring
is the principal reason for the discrepancy. Elovitz et al.
were motivated by the desire to produce \good" pronunci-
ations { on the grounds that these would be subjectively
acceptable to listeners { rather than `perfect' ones, such
as canonical dictionary entries. The same is true of Bern-
stein and Nessly's evaluation. Clearly then, future work
will need also to assess the subjective acceptability of the
pronunciations when used in synthesis. This is an area in



which there has been signi�cant and useful research activ-
ity (e.g. [19, 20, 21, 22]) to guide us. Indeed, subjective
testing has often been the �rst-choice assessment strategy
but, as argued earlier, we see its place as supporting the
kind of evaluation reported here rather than replacing it.

There are many other priorities and avenues for future
work, several of which are already underway. Although,
for the reasons stated, we have a preference for words cor-
rect as an evaluation metric, it is nonetheless important
to analyse the errors made by the pronunciation module
at a symbol level. Clearly, it may be possible to eliminate
whole categories of symbol error once these are identi�ed.
We are also now including stress in the conversion process
and its evaluation. When this work started, the 16 000-
words or so Teachers' Word Book was a relatively large
dictionary. Now, however, 70{100 000 words is more typ-
ical of a TTS lexicon. Available dictionaries now include
CUVOALD (70 000 words), CMU (� 100 000 words), and
BEEP (163 000 words). Current work is using these much
larger lexical resources. We also intend including stochastic
transduction { another very promising data-driven tech-
nique { in future evaluative comparisons.

Finally, we emphasise that this paper makes no consider-
ation of the asymptotic performance achievable by either
rules or any competitor technique. That is, it is entirely
possible that manually-derived linguistic rules, as a result
of their speci�c formalism, are inherently capable of asymp-
totic performance which outstrips that of other string-
mapping devices. While this is unlikely, our claim here is
that typical rules { even those which have been the subject
of intensive development e�orts { are easily outperformed
by the best current data-driven techniques.
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