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ABSTRACT

In this study we propose a data-based approach to intonation
modeling using vector quantization. The model is based on
an F0 parametrization with an especially designed approx-
imation function. The parameter vectors found are vector
quantized with varying codebook sizes. This method is mo-
tivated by intonation theories that suggest that pitch accent
and boundary phenomena can be described by a distinct
number of di�erent types. We use classi�cation trees to pre-
dict the F0 movements represented in the codebook from
a set of features. We assessed the quality of the model by
numerical measures and perceptual testing. The tests show
that our method performs well when compared with other
methods of intonation modeling.

1. INTRODUCTION

1.1. Theoretical background

Most prosodic theories describe intonation phenomena fol-
lowing the principles of a phonological description: They
postulate a number of distinct phonological entities and lay
out how they are phonetically realized. We briey summa-
rize two established viewpoints on intonation.

The Tone Sequence Model (TSM), an important representa-
tive of intonation theories, de�nes a number of pitch accents
and phrasal tones [11]. These basic phonological elements
are based on H and L atoms which are in turn realized as
targets either high or low in the speaker's pitch range. A
combination of these targets results in mono-tonal pitch ac-
cents (like the H* or L* accent) or bi-tonal pitch accents
(L*+H, L+H*, etc.). In the given notation the * denotes
the target that falls within the accented syllable. Boundary
phenomena are described by phrase accents (in the case of
intermediate boundaries) or boundary tones (for phrase �nal
boundaries). Each of them consists of a single H or L target.
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A di�erent viewpoint on intonation phenomena is presented
by the so-called British School of intonation, which places
emphasis on pitch movements instead of targets. The inven-
tory of movements that are described by Halliday basically
consists of falling, rising, falling-rising movements and com-
binations of these [8]. In a similar way, the Kieler Intona-
tionsmodell follows the tradition of the British School and
describes German intonation by three di�erent peak types
[7]. The peaks are early peak, mid peak and late peak, distin-
guished according to their position relative to the onset of
the stressed vowel.

Even though the two schools mentioned above have di�erent
ways of describing intonation they (and most other intona-
tion theories) share a compositional method of describing in-
tonation. They combine a number of distinct basic elements
to make up the intonation contour.

1.2. Parametric description of intona-
tion

In contrast to classical intonation research, data-based ap-
proaches based on approximation deal with continuously
varying parameters for the description of F0 contours. This is
due to the fact that the underlying functions used for the ap-
proximation are shaped by continuous parameters. Knowl-
edge about intonation is used in the choice of the approxi-
mation function and its degrees of freedom. Care is taken to
�nd meaningful parameters that can be related to the basic
properties of F0 movements as described by the intonation
models.

Two very similar representatives of such data-based ap-
proaches are [13] and [9]. Both model intonation events by
a �ve-dimensional vector with a shape parameter (called tilt
in [13]), that describes whether an F0 movement is falling
(tilt=-1), rising (tilt=1) or whether it is a peak with equally
high rising and falling sides (tilt=0). Since this parameter
is continuous, any value between are -1 and 1 can occur al-
lowing intermediate shapes with falling and rising parts of
di�erent height. The other parameters model the alignment
of the shape relative to the accented syllable, the steepness
of the curve, its amplitude and base F0 level. This approach
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has been successfully applied to intonation modeling, where
the �ve parameters are predicted from appropriate features
of an utterance [4] [9]. Moreover, since the model parame-
ters have a direct phonetic interpretation they can be used
for phonetic investigation of any intonational phenomena [3].

2. METHODS

2.1. Database description

The database we used consists of recordings of an American
adult female speaker, selected by listening tests from a group
of professional speakers.

The database consists of two types of material. There is a
large body of recordings of readings from the Wall Street
Journal (WSJ), selected at random. The data used in this
test consisted of some 104 minutes of speech. The speaker
was asked to speak them in her natural reading style. The
second type of data are prompts designed to be useful in a
telephone network environment. The speaker was asked to
speak these prompts in a style appropriate to this context.
These prompts for example exhibit a much more variable
F0 range. There are some 41 minutes of recordings in this
group.

Both sets of data were segmented semi-automatically and
additional prosodic information in the form of ToBI labels
has been added. Syllable stress information is also included.
Currently the complete set of information associated with
each speech �le is phoneme, syllable, word, breaks and tones.
The complete set of data has been consistency checked in
a variety of ways to ensure that the number of anomalous
labels is as low as possible.

2.2. The parametric intonation event
(PaIntE) parameters

We base our F0 parametrization on an approximation func-
tion consisting of a sum of two sigmoids with a �xed time
delay (cf. Figure 1). The delay has been chosen so that
the resulting peak never falls below 96% of the function's
range. Each single sigmoid can be described by four pa-
rameters modeling its oor, amplitude, alignment and steep-
ness. Given a common upper limit of the sigmoids and the
tied alignment parameter, the resulting approximation func-
tion has six parameters describing the parametric intonation
event (PaIntE):

� a1 and a2 signify the steepness of the rising and falling
sigmoids respectively.

� b stands for the alignment of the function. The syllable
length is de�ned as unity.

� c1 and c2 model the amplitudes of the rising and falling
sigmoids respectively.

� d corresponds to the function's peak
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Figure 1: The PaIntE model function is the sum of a rising
and a falling sigmoid with a �xed time delay. The time axis
is normalized to the syllables' lengths.

The parametrization of the F0 contours is achieved in the
following way. First the F0 contours are segmented according
to their syllabic annotation. The approximation takes place
within a 3 syllable window around the syllable carrying the
accent. The F0 contour within this window is normalized
with respect to the syllable lengths. The starting values
of the approximation process are based on detected turning
points in the normalized F0 contour. We used a conjugate
gradient method for the approximation.

We reconstructed the F0 contours on the basis of the PaIntE
parameters. The F0 movement within accented syllables and
boundary syllables were derived from the PaIntE parame-
ters. The resulting intonation events were then interpolated
through the other syllables and smoothed by a sliding win-
dow. The resulting root mean squared error (RMSE) between
original and reconstructed contours was 10.7 Hz for the WSJ
corpus and 13.6 Hz for the Prompts corpus.

2.3. Vector quantization

In principle the six PaIntE parameters could be directly
used for intonation modeling. This approach would be very
similar to [4] and [9], where the parameters are estimated
from appropriate features of the utterance. We extended the
parametrization by applying vector quantization (VQ) on the
PaIntE parameters. This is motivated in the following way:

1. Intonation theory suggests that the intonation can be
described by a number of distinct shapes, which in turn
can be related to semantic meanings. In the same way,
rule-based approaches of intonation modeling show that
even with a restricted number of shapes natural sound-
ing intonation can be generated [6]. F0 contours of
American English have been successfully reconstructed
on the basis of ToBI labels with at most 3 phonetic re-
alizations for each accent type. We would, therefore,
expect that the space spanned by the 6 PaIntE param-
eters is not evenly populated. Clusters are likely to oc-



cur, and can potentially be captured by the codebook
entries of the VQ based approach.

2. From the standpoint of predictive learning reducing
data eases the task of predicting intonation contours.
VQ is one possible approach. If we reduce the six con-
tinuous parameters by VQ to a number of principal
shapes (represented by the entries in the resulting code-
book), a learning algorithm is more likely to �nd good
correlates between intonation events and appropriate
features of an utterance.

3. Applying VQ to the prosodic parameters also means
that the 6 PaIntE parameters can be predicted together
instead of each individually. In this way we can take
account of the parameters not being independent vari-
ables. We also hope to model rare accent types that
have shapes distinctively di�erent from others.

Hence, using vector quantization incorporates the ideas of
intonation theory by �nding distinct F0 shapes, but it does
so with data-based methods.

We designed the codebook applying a generalized Lloyd al-
gorithm onto the PaIntE parameters. 80% of each database
was used for the training, 20% for the testing. The PaIntE
parameters were normalized to unit variance with mean zero
before quantization. As a distortion measure we used the L2
norm (squared discrepancy measure). Codebooks of the size
4, 6, 8, 16 and 32 were designed in this way. Figure 2 shows
the F0 shapes in a codebook of size 8.
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Figure 2: The movements in the codebook with 8 entries
(Prompts corpus)

We reconstructed F0 contours from the codewords assigned
to the utterances. The RMSE between the reconstructed
contours of the utterances in the test set and their original
contours is given in Table 1. The results show that the size of
the codebook directly inuences the quality of the generated
F0 contours.

CB size 4 6 8 16 32
WSJ 29.7 28.6 27.9 26.3 25.1
Prompts 36.8 36.2 35.6 33.6 31.0

Table 1: RMS Error (in Hz) of reconstructed F0 contours
for di�erent codebook sizes.
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Figure 3: Example of an utterance with its F0 contour pre-
dicted from a set of features (including accent type). From
top to bottom: Original F0 contour, predicted contour with
codebook sizes of 16 and 4. In the case of size 4 the contour
exhibits far less variability.

2.4. Prediction of intonation contours

The tasks of predicting accent types is reduced to �nding
the appropriate codebook entry for a speci�c syllable. It is
achieved using classi�cation and regression trees (CART).
Only syllables in an accented position and phrase �nal sylla-
bles are predicted by the model. We construct the complete
F0 contour by interpolating between the predicted F0 curves
for accents and boundaries.

Predicting prosodic labels (like ToBI) from text is a di�cult
task, since they depend on the underlying semantic struc-
ture of the utterance [5]. This is especially true for the ac-
cent type. Whereas there is a good chance to decide on
the placement of accents using heuristic methods (see [1]) it
is impossible to consistently predict the exact accent type
without the help of semantic information. Hence, any pre-
diction of accent type information from text would be highly
unreliable at this stage. Therefore we considered two cases:

� In a �rst (text-to-speech) scenario we only provide infor-
mation about the placement of accents and boundaries.

� For comparison we also trained a CART tree that had
access to the full ToBI labels (with accent type informa-
tion). The quality of its resulting pitch contours reects
an application that has access to semantic information,
e.g. concept-to-speech.



In total we used a set of 36 features when no accent type
information was supplied, and 43 features with full prosodic
information. In addition to the prosodic information we ex-
tracted the following context features for each syllable bear-
ing an accent or a boundary: number of syllables to the next
and previous accented syllable, the position within the in-
tonation phrase; the number of syllables and accents in the
intonation phrase; whether the syllable and its 2 neighboring
syllables bear a word stress or an accent; the strength of a
phrase break within the same window of 2 syllables; the du-
ration of the syllable; onset and rhyme length; onset, vowel
and coda type (cf. [14]); and the length of the next silence.

3. RESULTS AND COMPARISON

We trained the method for di�erent codebook sizes on the
two corpora separately. Again, 80% of each database was
used for the training, 20% for the testing. The evaluation
was based on a sample of the utterances in the test set.

3.1. Numerical results

To compare the di�erent versions of the model we used the
RMSE between original contour and generated contour as a
criterion. It is very easy to apply and has, therefore, been
widely used in this context. However, its results must be
handled with care because they do not necessarily reect the
perceived di�erence between two contours. This is due to
the fact that the whole contour contributes equally to the
RMSE, whereas it is known that intonation is perceptually
more relevant in some parts (e.g. in accented syllables) than
in others. Also, comparing two F0 slopes with a slight time
delay has a strong impact on the RMSE, even if the delay
may not be perceptually relevant. For this reason additional
perceptual testing is an important part of the quality assess-
ment.

The following cases were evaluated:

� codebook sizes of 4, 6, 8, 16 and 32,

� the WSJ corpus and the Prompts corpus,

� a No-ToBI case where the prosodic information was re-
stricted to accent and boundary placement.

� a ToBI case, where the generation had full access to
placement and type of accents and boundaries (i.e.
ToBI labels).

Table 2 shows the result for di�erent cases.

CB size 4 6 8 16 32
WSJ No-ToBI 37.4 36.4 37.3 40.4 39.9
WSJ ToBI 34.3 32.4 33.0 33.6 32.1

Prompts No-ToBI 42.8 48.4 43.1 45.3 49.3
Prompts ToBI 43.0 44.9 41.4 46.5 40.3

Table 2: RMS Error (in Hz) of predicted F0 contours for
di�erent codebook sizes, databases and prosodic information.

The mean F0 of the database was higher for the Prompts
corpus than for the WSJ test utterances by 10Hz. As a result
the RMSE values listed in Table 2 are generally higher for
the Prompts sentences. Consequently, we cannot use the
RMSE values for inter-corpus studies.

We can see that the RMSE values for the ToBI case are on
average smaller than for the No-ToBI case. We attribute this
to the fact that more prosodic information was available in
the ToBI case.

The results for di�erent codebook sizes are hard to judge
since they don't exhibit a clear tendency. In general, we can
recognize that the ToBI case shows better results for sizes
equal to and larger than 8 (with the obvious exception of
codebook size 16 for the Prompts corpus). The RMSE for
the No-ToBI case, in contrast, is best for sizes around 8 and
tends to increase for a larger codebook. A possible explana-
tion for this is that the prosodic information provided (with-
out accent type information) is not su�cient to consistently
predict the larger number of F0 shapes in a big codebook.

3.2. Perception test

The perception test was carried out in a larger context where
di�erent intonation methods were compared (see [12] for de-
tails). We will report only those results that are directly
relevant to the method described in this paper. Since the
full test was restricted to the length of one hour only a few
conditions could be tested that are of interest for our study.

From the con�gurations mentioned above the following 4
cases were selected for perceptual testing:

� the No-ToBI case with a codebook size of 8 (NT8).

� the ToBI case with codebook size of 8 (T8)

� the ToBI case with codebook size of 16 (T16).

� additionally, a natural prosody case (N), where
smoothed F0 contours were extracted from the original
recordings of the test utterances.

For each of the three conditions 12 utterances were chosen
from the test set. Six utterances were taken from the WSJ
corpus and six from the Prompts corpus. The chosen ut-
terances exhibit a large variety of complexity. We used the
Festival speech synthesis system [2] with an HNM synthesizer
[15], and a PSOLA synthesizer [10], to produce the stimuli
with the desired F0 contours.

The test utterances were presented in a randomized order
to four groups of 10-11 listeners (43 total) experienced with
voice quality tests but not familiar with text-to-speech syn-
thesis. They judged the quality of the utterances on a 5-point
mean opinion score (MOS) scale. The scale was 5=excellent,
4=good, 3=fair, 4=poor, 1=bad.



N T16 T8 NT8
WSJ 3.7035 3.4302 3.3101 3.2384
Prompts 3.5484 3.2558 3.1686 3.2209

Table 3: The MOS of the di�erent cases judged in the per-
ception experiment

The MOS of the judgments is shown in Table 3.

Natural prosody was rated signi�cantly higher than any of
the other cases for both Prompts and WSJ. Additionally, for
the WSJ, T16 was signi�cantly higher than T8 and NT8,
and T8 was signi�cantly higher than NT8. For the Prompts
the situation is less clear. There was no signi�cant di�erence
between T16 and NT8 and no signi�cant di�erence between
NT8 and T8. However, T16 was signi�cantly higher than
T8.

4. CONCLUSIONS

We found that the model described in this study is appro-
priate for describing and predicting F0 contours of Ameri-
can English. We believe this is partly because we predict
F0 shapes as a whole instead of various parameters indepen-
dently.

The results of the numerical evaluation suggest that we can
better predict intonation when more prosodic information
is available. Concept-to-speech has access to semantic in-
formation and can therefore o�er a better accent prediction.
Consequently concept-to-speech applications will most likely
have a more appropriate intonation than speech synthesis
from textual input.

The perceptual evaluation presented in detail in [12] was de-
signed as a cross-model experiment. More testing is needed
for in-depth comparison of di�erent con�gurations (like size
of the codebook) of the VQ-based model alone. However,
the experiment conducted shows that the VQ-based model
was rated more natural than other methods, including one
rule-based method and another data-based method (with ac-
cess to the same input). This makes the VQ-based method a
promising candidate for future research on intonation mod-
eling.

The experiment also demonstrates that some speaking styles
are easier to model than others. The Prompts style, infor-
mally described as having a more lively F0, gets lower ratings
than the less variable news style of the WSJ corpus.

Beside the use within speech synthesis, the VQ-based ap-
proach also has possible applications in low-bit speech cod-
ing where text-to-speech technology is used. The size of the
codebook directly limits the quality of the transmitted into-
nation.

We have presented a model motivated by prosodic theories
that base their description of intonation on a limited number
of pitch accents and boundaries. The prosodic theories de-

�ne the tonal categories as phonological entities that can be
linked to semantic meaning. Our approach, in contrast, �nds
a number of prototypical F0 movements that are phonetically
distinct. To relate them to any semantic meaning we should
therefore try to �nd a relation to the phonological categories
as stated by intonation theories like TSM. This, however,
is beyond the scope of this paper and will be discussed in
future studies.
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