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Abstract

Starting with a rule based prosody generation system, we
try to improve the naturalness of the generated prosody by using
a corpus based approach, without losing the advantages of the
rule based method. To achieve this, a prosodic unit selection
method is introduced, which is similar in its approach to the
waveform unit selection used by large unit inventory waveform
concatenation systems.

Trying to avoid the problem of incomplete unit description
in existing prosodic databases, a new method of data collection
and labeling is introduced. A small database of the proposed
kind was collected, and results of applying selection algorithm
to it are given.

The approach described in this paper could be useful for
improving prosody naturalness and assisting in personalizing
prosody. It requires relatively little expert manual work, and
can be used for small footprint TTS systems.

1. Introduction
Recently, corpus based prosody modeling and generation meth-
ods have been shown to be able to produce natural-sounding
prosody for TTS systems [1][2][3][4]. However, these methods
are prone to produce unnatural prosody occasionally. On the
other hand, rule based prosody generation has the advantage of
giving consistent quality prosody. Compared with the cited cor-
pus based methods, the rule based method allows a conveniently
explicit way of handling various prosodic effects.

This work suggests a method to combine the robustness of
the rule based method with a more natural (and speaker adap-
tive) corpus based method. Note that our synthesizer [5] does
not make use of a large database of speech units, thus there is
no natural prosody extracted from the selected acoustic units
which we could use or fall-back to (note, also, that the prosodic
unit database can be used by a small footprint synthesizer, as
it stores only the prosody of recorded speech, which is highly
compressible).

The rule based method produces a set of intonation events
- it selects syllables on which there would be either a pitch
peak or dip (or a combination), and produces the parameters
which are then be used to generate the final shape of the event.
Our goal is to replace this synthetic shape by a natural (human-
produced) shape.

We use the following terminology, distinguishing between
two tasks involved in prosody generation: 1) interpretation - the
decision on the specific nuance that the utterance will convey
(e.g. the types and locations of the intonation events), and 2)
realization - the production of the final shape for these events.
This distinction is strictly informal - it only serves to explain the
motivation for this work.

In these terms, our goal is to use the interpretation pro-
duced by the rule system, and replace the synthetic realization
by a natural one. The way we propose to accomplish this is
by using a prosodic unit selection algorithm, which selects the
“best matching” unit sequence from a large database of prosodic
units.

In order for such a method to work, the selected units
(which are “chopped off” from different utterances) should be
“similar enough” for the result of their concatenation to be natu-
ral. This also applies to [1][2][3], where an implicit assumption
is that the features (used e.g. by the CART method) can explain
all (or most) of the phenomena seen in the training database
(or, at least, that the missing features could be added). It as-
sumes that the set of all these features gives a close approxima-
tion of the intonation (or at least some “average intonation”) of
the speaker. In other words - two events which have identical
features were (or “should have been”) said in the same way.

However, there are many ways to say any sentence, and
specifically, there are many possible interpretations for each
sentence. We can say (informally, again) that the unknown in-
terpretation acts like a ’hidden layer’ between the text and the
realization process. This hidden layer consists of things like
semantics, emotion, attitudes etc, which currently are not ex-
plained, or even described, by any generally accepted frame-
work. These are factors which, currently, we can not use as
additional features for, e.g., building the regression trees.

Since it is not known what interpretation the speaker used,
we do not have a full description of the units, and thus are
forced to treat dissimilar units as similar - either splicing dissim-
ilar units to each other, or averaging parameters over dissimilar
events, which results in adding noise to the modeling.

In section 2, a method of data collection to reduce this prob-
lem is suggested. The implementation of the prosodic unit se-
lection method is then described in section 3. The results of
an evaluation of this method using a small training database are
presented in section 4, followed by conclusions, in section 5.

2. The Training Database
In order to reduce the problem of incomplete unit description,
we suggest the use of a different method for the collection of a
training database: for creating the database, we ask the speaker
to imitate the synthetic speech produced by the rule based sys-
tem.

By imitating the synthesizer, the problem of unknown in-
terpretation is reduced (at least to the degree the speaker is able
to imitate the synthesizer), as we let the synthesizer produce the
interpretation. This may not be the ’best’ interpretation (in the
sense that a human speaker may not have chosen it under nor-
mal circumstances), but the important factor is that it is fixed,
known, and described by a set of concrete, unambiguous values
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Figure 1: Example comparison of synthetic (dark curve) and
imitation (light curve) intonations. Horizontal lines show syl-
lable boundaries, and crosses show the location of intonation
events. This is an example of a successful imitation - although
the curves clearly differ, the overall structure is conserved.

- obtainable from the runtime internal data of the synthesizer.
This additional knowledge can be used to improve the quality
of the generated prosody.

2.1. Recording Procedure

The training database is created by first synthesizing speech by
our rule based system, and then asking a professional reader to
“imitate the synthesizer”: 1) to preserve the nuance of the utter-
ance as spoken by the synthesizer, 2) to follow the locations of
the peaks and dips in the intonation, and 3) to try and still sound
natural. Using the above terminology - to use the same inter-
pretation as the synthesizer, but to produce a natural realization
of the prosody.

For the recording, the speaker first hears the synthesized
speech 2-3 times, and then imitates it. The recorded imitation is
immediately compared to the synthetic speech. Figure 1 illus-
trates the the method of comparison between the synthetic and
imitation utterances. The time aligned pitch curve of the imita-
tion is superimposed over the synthetic pitch curve. If the im-
itation failed to follow the general shape of the synthetic curve
- e.g. miss or insert pitch peaks (the decision is currently done
by simple observation, but could be automated [6]), or if the
speaker or controller judges the imitation not to sound ’right’,
the sentence is re-recorded.

A set of 268 sentences were “randomly” chosen from news
and entertainment sites on the Internet, and recorded as de-
scribed above. The sentences are relatively short (most are
around 10 words, the longest is 18 words), as longer sentences
are more difficult to imitate. The set of sentences includes about
50 question, and 10 exclamation sentences. The total recording
time for these sentences is quite short (about 12 minutes in to-
tal). For a full scale system, we expect a larger training set, with
a balanced coverage, will be required.

After recording the sentences, two quick tests were con-
ducted. In the first, native listeners (which were not aware of
the recording conditions) confirmed that the recordings sounded
natural. In the second test, the “correctness” of the imitation
was evaluated. An informal count of inserted and deleted peaks
in the imitation of 25 sentences showed a rate of roughly 5% for
both peak insertions and peak deletions.

2.2. Database Construction

Each of the sentences in the training set is run through the rule
synthesizer. In addition to the generated waveform, features are
extracted from the synthesizer’s internal representation of each
sentence.

Syllable features

Event features

Figure 2: Context inclusive feature vectors used by the unit se-
lection for the middle syllable. Filled circles represent syllables
with events, blank ones represent syllables without events. The
small blank circles on the top show the context used for syllable
features, and the filled circles in the bottom show the context
used for the event features.

Our rule based prosody uses a tone sequence prosody model
(related to ToBI [7]), consisting of accent, phrase, boundary,
and auxiliary tones. Each of which can get various symbolic
and quantitative values (e.g. not just low, but also how low).
The tones are compounded with an overall declination coeffi-
cient, which sets a (declining) envelope for the pitch range as
the utterance progresses. Each of these tones is associated with
one syllable (a syllable can have more than one tone associated
with it).

The basic unit handled by the system is referred to as an
intonation event. Each intonation event corresponds to one syl-
lable associated with tone(s). We construct a database by adding
one entry for each of the intonation events. The entry for each
event contains a context inclusive feature vector.

There are two kinds of features in this context inclusive fea-
ture vector: Event features - which describe event properties,
and Syllable features - which describe the syllables. By having
these two kinds of features we are able to describe both the local
and the more global environment around each of the events.

The feature vector holds the following features (for each
feature we also store 5 values before and after the current
event/syllable):

� Event features: the type of tone (accent, phrase, bound-
ary, or a combination in case one syllable is assigned
more than one tone), part of speech (of respective word),
the parameters of the event (type, and target amplitude),
the declination value at the event, and the sentence type.

� Syllabic information: syllable segmental structure, sylla-
ble stress, part of speech, duration - synthetic and natural
(obtained from the aligned recordings - see below), aver-
age F0 - synthetic and natural, and F0 slope.

The construction of the feature vector for one utterance is
shown in figure 2. The feature vector associated with the event
in the middle holds values from both surrounding syllables and
events.

After the training database is recorded, each recorded utter-
ance is time aligned to its synthetic version (using dynamic time
warping). The time alignment allows to automatically obtain an
approximate segmental labeling and syllable boundaries for the
recorded speech. The fact that the speaker is imitating the syn-
thesizer helps the DTW aligner to produce accurate results.

Using this alignment, intonation events (and their associ-
ated feature vectors) are projected onto the imitation speech,



thus automatically producing a labeling for the recorded speech
(avoiding the need for manual labeling). The projected fea-
ture vectors serve as the search keys for the database of natural
prosody units.

Note that all of the data processing is done completely au-
tomatically, with manual supervision only during recording.
Specifically, no prosodic labeling or segmental labeling are
done.

3. Prosodic Unit Selection
In this work, we pursue the idea of selecting and concatenating
natural units (not subject to any modeling) from the recorded
database, preferably using sequences of units which occurred
continuously in the recorded speech. As in [2], the system ex-
tracts the prosody from a prosody-only database. However, in
[2], the selection is done over whole clauses at a time, look-
ing for perfect matches, and if none are found, an alternative
(again, for the whole clause) is selected, and values are interpo-
lated across unspecified phonemes.

In the method presented here, we use a richer description
for the events, increasing the number of possible variations over
a whole clause. With a very large database, both methods would
produce similar results, but when a perfect match for a clause is
not present, this method tries to piece together matching natural
pieces from different utterances, rather than use modification
and interpolation of units.

3.1. Selection Algorithm

The selection algorithm is similar to that suggested in [8] for
segmental unit selection used for waveform concatenation syn-
thesis. The algorithm uses a Viterbi-like dynamic programming
method to find a minimum cost path. The cost function is a sum
of distortion costs (representing the match between a candidate
unit and a target unit), and concatenation costs (the match be-
tween a candidate unit and a candidate for a previous unit).

Before the selection is performed, the rule based system
processes the text, decides where to place events, and creates
feature vectors for these events (using the same format as the
feature vectors in the unit database described above). The se-
lection then runs, trying to find the best matching sequence of
units from the database.

In the current implementation, the position of the events
fixes the way database units will be used - how many syllables
around the actually selected events will be taken and used (cur-
rently - a split down the middle, as can be seen by the syllable
grouping in figure 3). In future, this split may be done dynami-
cally.

3.2. Selection Features

The basic features extracted for each of the sentences in the
training database are used for calculating the selection process’s
distortion and concatenation costs. Note that not all features are
used for both costs. For example, the natural speech average
syllable F0 is used for the continuation cost (trying to obtain
continuous F0 over concatenation points), but it can not be used
for the target cost (as the natural F0 is undefined for the target
unit).

During the selection process, the calculation of the concate-
nation costs needs to take into account the two different types of
contexts (syllables / events) present in the feature vectors. Fig-
ure 3 illustrates the handling of the different context types: the
shift of index in feature vectors belonging to two consecutive

Previous vector

Current vector

Previous vector

Current vector
Syllable features

Event features

Figure 3: Calculation of the concatenation costs in the selection
algorithm between two feature vectors (for the two circled syl-
lables with events) - the feature context windows are compared
with different shift for the syllable and event features, as shown
by the connecting lines. The lines above the syllables in the
middle of the figure show the grouping of the syllables - which
event these syllables will actually be taken from.

events, is 1 for event features, and for the syllable context it is
the distance, in syllables, between the two events (for the exam-
ple shown in the figure - 3). The setting of the weights for the
context window is different for both cases, as well.

The features used by the selection are :
� Distortion-Syllable: syllable synthetic duration, syllable

synthetic F0, syllable structure, syllable stress, declina-
tion value at syllable, syllable is silence.

� Distortion-Event: tone type, word POS, declination
value, target event amplitude, sentence type.

� Concatenation-Syllable: synthetic and natural F0 and
duration, declination value at syllable, syllable structure
and stress, syllable is silence

� Concatenation-Event: event type, target event amplitude,
declination value

3.3. Feature Weights

As in [8] for waveform units, one of the problems with the se-
lection algorithm is the setting of the relative weights for each of
the features - trying to determine the relative importance of each
feature [8][9]. Despite differences resulting from the different
application (on one hand a larger search space, and on the other
shorter sequences and simpler similarity measure), a similar ap-
proach should be applicable for determining feature weights.
However, due to the small size of the training database, the set-
ting of the weights was manually done, with no real effort for
optimization.

s t r ay k

h aw n d z

Figure 4: Piecewise linear copying of syllable pitch: source and
target syllables are divided to 3 parts, helping to avoid relative
shifts in the location of pitch movements, in case syllabic struc-
ture differs. The original and copied pitch curves are shown.



Figure 5: Smoothing F0 across concatenated units. The pitch
contour is smoothed between the middle of one unit and the
middle of the next, so that the final contour conserves the pitch
in the middle of the units, and goes through the average F0 in
the concatenation points.

3.4. Unit Concatenation

The generation of the final prosody is done by transplanting the
prosody from the recorded speech into the target utterance.

Each syllable in the synthetic sentence is associated with
an event (as shown in figure 3). The prosody for the sequence
of syllables associated with a target event, is taken from the
sequence of syllables in the same relative position to the corre-
sponding selected event. The transplantation of the prosody is
done syllable by syllable.

The copying of the pitch is done by dividing the selected
and the target syllables into 3 parts (pre-vowel, vowel, and post-
vowel). Within each part, the pitch is copied by linear time
stretching (see figure 4). This piecewise pitch copying helps
avoid shifts in the relative location of pitch movements, which
might occur if the selected and target syllables have different
phonetic structures.

In order to avoid F0 discontinuities at concatenation points
between two prosodic units, an F0 smoothing is performed as
shown in figure 5: the F0 at the concatenation point is set to
the middle value of the discontinuity, and a linearly increasing
offset is added to the each unit so that the unit’s middle F0 is
not changed, and the edge F0 is set to the middle value.

An additional smoothing is applied in the case where a the
pitch of a selected syllable is copied into a syllable with a much
shorter duration (again, the occurrence of this is expected to
decrease as the training database’s size increases). A simple
copy of the pitch might result in “wild” pitch movements. To
avoid this, the system automatically flattens the pitch movement
whenever the duration of a syllable is shortened by a factor
greater than a threshold (2.0).

3.5. Duration Assignment

Segmental duration is modified by values taken from the se-
lected units, but this is not as straight forward as copying pitch,
since the duration is more sensitive to differences in phonemes
and syllable structures.

In the current application, only a simple handling of dura-
tion is supported:

� If the selected syllable exactly matches the target sylla-
ble in its segmental structure and stress assignment, the
duration for each of the syllable’s phonemes is directly
copied from the selected unit, with no duration normal-
ization (this is acceptable since the recorded speech imi-
tates the synthetic rhythm as well as pitch).

� Otherwise, a simple linear stretching of the whole sylla-

Target sentence:

Source sentences:

The prince a-rrived with the pre-si-dent of the foun-da-tion.
31 2

1) She says the ma-yor in-tends to ...

2) ... -ring as ra-cia-lly mo-ti-va-ted ...

3) ... she thought eve-ry-thing would be ea-sy.

Figure 6: Example of unit selection: top - target sentence, be-
low - the source sentences from which the selected underlined
parts were chosen. ’-’ marks syllable boundary, and dots mark
syllables assigned an intonation event.

ble is done. The syllable duration is determined by an
interpolation between the durations of the synthetic and
the selected (natural) syllables. The interpolation weight
depends on the similarity between the target and selected
(natural) syllables.

A benefit of this duration copying is that when trying to
synthesize a sentence which is included in the training database,
its prosody will be directly copied from the original, which is
a useful feature for a domain specific synthesizer. This will
also work for a “prosodically equivalent” sentence (i.e. same
interpretation and syllabic structure).

3.6. Synthesis example

Figures 6 and 7 show an example run of the unit selection
prosody generation.

First, the rule based system is run on the target sentence
shown at the top of figure 6. The system analyzes the text, and
places intonation events on appropriate syllables (marked with
dots). The selection process then selects the best matching units
from the database. In this case, the selection chose three con-
secutive unit sequences (underlined parts of the target sentence),
taken from the marked parts in the three source sentences below.

The top part of figure 7 shows the rule generated prosody
for the target sentence. Below it, the concatenation of the se-
lected units can be seen - the rule generated units, and below
that, the imitation units (note that in this part of the figure no
time alignment was performed within each consecutive part).
The concatenation points between consecutive parts are marked
by the thick vertical lines.

At the bottom of the figure is the result of transplanting the
prosody from the selected natural units into the target sentence.

4. Evaluation
A limited listening experiment was held, in which 7 listeners
listened (in random order) to 21 pairs of sentences, introduced
in random order. In each pair, one was produced using the rule
prosody, and the other using the suggested method. The listen-
ers could listen to each pair as many times as they wanted, and
were then asked to choose the version they preferred.

The results showed that in 65% of the cases, listeners pre-
ferred the selection prosody. Looking at the majority preference
per sentence, and excluding sentences where listeners were al-
most equally divided (4 against 3), selection prosody was pre-
ferred for 12 sentences, while the original rule based prosody
was preferred only for 2.



Figure 7: Prosody generation: From top to bottom: rule based
prosody, selected units (in their rule based form), selected units
(imitation recording), result of selection prosody after concate-
nation and smoothing of recorded imitation units.

5. Conclusion

Looking at prosody generation as made up of two tasks (inter-
pretation and realization), we have suggested a prosody gen-
eration system where a rule based prosody method is used to
produce the interpretation, and a prosodic unit database is used
by a dynamic unit selection method to produce the realization
of the final prosody.

In order to improve the description of the units in the
database, a new method of collecting a prosodic database was
introduced, where the speaker imitates synthetic speech.

A dynamic programming method for unit selection uses the
unit database to produce a continuous sequence of natural into-
nation units close to the desired target prosody.

The database used for this method holds only prosodic in-
formation (no need for the actual speech waveform), and thus
does not require a large storage space.

A limited experiment showed promising results, encourag-
ing the collection of a larger, better controlled database, in order
to obtain the full benefit of the proposed method.

6. References
[1] Dusterhoff, K. E., Black, A. W., Taylor P., “Using Deci-

sion Trees within the Tilt Intonation Model to Predict F0
Contours”, Proc. Eurospeech99, pp. 1627-1630, 1999

[2] Huang X., Acero A., Hon H., Ju Y., Liu J., Meridith
S., Plumpe M., “Recent Improvements on Microsoft’s
Trainable Text-to-Speech System - Whistler”, Proc.
ICASSP97, pp. 959-962, 1997

[3] Syrdal, A. K., Moehler G., Dustethoff K., Conkie A.,
Black A. W., “Three Methods of Intonation Modeling”,
3rd ESCA Workshop on Speech Synthesis, pp. 305-310,
Jenolan Caves, Australia, 1998

[4] Taylor P., Black A. W., “Speech Synthesis by Phonolog-
ical Structure Matching”, Eurospeech99, Budapest, pp.
623-626, 1999

[5] Pearson S., Kibre N., Niedzielski N., “A Synthesis
Method Based on Concatenation of Demisyllables and
a Residual Excited Vocal Tract Model”, Proc. ICSLP98,
pp. 2739-2742 , 1998

[6] Y. Meron, K. Hirose, ”Language training system utiliz-
ing speech modification”, Proc. ICSLP96, Philadelphia,
V3, pp. 1449-1452, 1996

[7] Silverman K., Beckman M., Pitrelli J,. Ostendorf M.,
Wightman C., Price P., Pierrehumbert J., Hirschberg J.,
“ToBI: a Standard fo Labelling English Prosody”, Proc.
ICSPL92, vol. 2, pp. 867-870, 1992

[8] Hunt, A. and Black, A., “Unit selection in a concate-
native speech synthesis system using a large speech
database”, Proc. ICASSP96, vol 1, pp 373-376, Atlanta,
Georgia, 1996

[9] Y. Meron and K. Hirose, “Weight Training for Selection
Based Synthesis”, Eurospeech99, Budapest, pp. 2319-
2322, 1999


