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Abstract 
This paper investigates two ways of improving synthesis 
quality: to maximise the length of selected units or to 
capitalise on phonemic context. For the former, it compares a 
synthesiser using a novel way of target specification and unit 
search with a standard unit selection synthesiser. For the 
latter, weights for phonemic context are set differently 
according to the distance of the phoneme concerned from the 
target diphone, and according to the class (consonant/vowel) 
to which the phoneme in question belongs. Both ways lead to 
improvements, at least when the speech database is small in 
size. 

1. Introduction 
Concatenative synthesis has been the mainstream way of 
speech synthesis for about two decades. Many speech 
synthesizers are based on the unit selection paradigm, e.g. [1]. 
In such systems, units are first selected from a reasonably large 
speech database, based on target specifications. A search 
algorithm, e.g. the Viterbi algorithm, selects afterwards the 
best combination of units. Optionally, one could modify the 
units in order to have a closer match to their target 
specification. Typically, the speech database contains many 
candidate units for a given target specification. 
By searching for small candidate units, the maximum number 
of combinations of units can be achieved. Those small units 
could represent phones, diphones, demiphones, etc. This is a 
bottom-up approach. Longer units could occur when two or 
more units which are adjacent to one another in the speech 
database are selected. We express the length of a unit as the 
number of diphones represented by the unit. Longer units are 
preferred because fewer joins are required. A join can be 
problematic if there is any noticeable artifact or if the two 
associated units are obviously different in voice quality. 

Both the linguistic and prosodic contexts of the unit are 
important in the selection process. Due to the sheer amount of 
candidate units, we must be able to distinguish suitable 
candidates from the others. Using more context could lead to 
the selection of longer units. Of course, the length of a unit 
selected is not the only criterion in determining synthesis 
quality and various factors play a role. 

In this paper, we propose a new target cost to capture how 
well a unit matches the phonemic context of the target. 
Instead of using only the direct neighboring phonemes of the 
target and the unit, we look at the bigger “picture”.  However, 
even if these wider contexts are used, this does not always 
result in the selection of long units. This is illustrated by an 
experiment in the paper.  

Therefore some speech synthesizers use completely 
different ways of target specification and unit search, and bias 
longer units, e.g. [2], [3] and [4]. This results in fewer units 
for the same combinations compared to the bottom-up 
approach and much faster synthesis. Reasonably good results 
have been reported using these methods in so-called “limited” 
domains. In such domains, the text to be synthesized is 
limited to one particular type. Yet, the vocabulary involved 
could still be unrestricted. To our knowledge, the quality of 
those approaches has not yet been investigated in the open 
domain. 

In this paper, we present a new way of target specification 
and unit search, which is also a top-down approach. It is 
different from the other approaches because we explicitly 
search for longer units based on their phonemic identity. By 
doing so, we aim at finding the best units efficiently. 

Section 2 contains an overview of our new unit selection 
synthesis framework. Section 3 explains the new way of target 
specification and unit search and section 4 gives more details 
about the new target cost based on phonemic identity. We 
investigated the effect of incorporating a broader phonemic 
context in a standard unit selection synthesizer based on 
diphones and compared this to the experimental synthesizer 
which uses the new way of target specification and unit 
search. These are explained in section 5 and the results are 
discussed in section 6. Finally, we present our conclusion and 
possible improvements in section 7. 

2. The SPACE synthesizer 
The SPACE synthesizer is new and developed as part of the 
SPACE project. SPACE stands for “SPeech Algorithms for 
Clinical and Educational applications”. Part of the aim of this 
research project is to build a Dutch speech synthesizer with 
high-quality output and extra synthesis options to be 
incorporated into a reading tutor for treating dyslexic children.  
The SPACE synthesizer is corpus-based. It features a unit 
selection framework, which allows the implementation and 
evaluation of different unit selection algorithms. These can be 
implemented in either Scheme, the scripting language used by 
the Festival environment [5], or C++. The linguistic and 
prosodic processing of the input text is currently provided by 
NeXTeNS [6], which is an open source Dutch synthesizer 
based on Festival. 

As the application is meant for children’s therapy, it is a 
limited-domain synthesizer for children’s stories. Although 
the vocabulary size of the domain is unlimited, certain words 
or phrases could occur more frequently than in another 
domain, e.g., news. Therefore, the speech database contains 
story material at different complexity levels (about 3 hours of 
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speech) in addition to all Dutch diphones (about 2000), which 
serve as the back-up. AVI Levels [7], the complexity scale 
used, vary from one to nine, and are based on the average 
sentence length, the average word length, word types, etc., 
and the suitability of a text for a particular child. For the 
experiment in this paper, only the AVI1 part of our story 
database and diphones are used. Some utterances in the AVI1 
part of our database are: 

• met die kam en die zeep. (English: with that comb 
and that soap) 

• er zit een buis in mijn haar. (English: there is a tube 
in my hair) 

• maar in dat oor van suus wil ik ook wel zijn. 
(English: but I would also like to be in that ear of 
suus) 

• dat is juist leuk. (English: that is what makes it fun) 

2.1. Unit selection framework 

Different unit selection algorithms are implemented as 
different synthesis options in the SPACE synthesizer. The 
following options are currently available: diphone synthesis 
[8], "standard" unit selection synthesis (explained below), and 
our unit selection synthesis algorithm (experimental option) 
which is explained later. The diphone synthesis option 
synthesizes an input text by combining single diphone 
candidates as required and there is no selection involved. The 
standard unit selection synthesis option evaluates possible 
combinations of candidate units which are either diphones or 
phones and selects the best combination using a cost function 
based on both target and join costs. Within this framework, 
the different synthesis options can share part of or the whole 
speech database, and also the selection cost function and the 
associated implementation if necessary. 

In general, unit selection synthesis constructs so called 
“targets” based on the linguistic and prosodic analysis of the 
input text. Selection is based on the features of each target. 
The unit selection framework allows the use of heterogeneous 
targets, i.e. targets based on linguistic units of different 
lengths or targets with a different set of features.  

The cost function c(u1, u2,…, un,, t1, t2, …, tn)  is used to 
calculate the cost for selecting a sequence of n candidate units 
ui, with their corresponding targets being ti, based on k target 
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The weight α allows the fine-tuning between join and target 

costs. Weights target

jw  and join

jw  are set manually. The cost 

function is minimized by applying the Viterbi algorithm. 
Notably, if two candidate units happen to be from neighboring 
units in the database, all join costs would be zero. 

3. Searching units using phonemic identity 
matching 

We propose a new unit selection algorithm based on 
phonemic identity matching which favors longer units (as 
implemented in our experimental synthesis option).  This 
results in the selection of non-uniform units from our 
database. The explicit selection of longer units reduces the 
number of joins and hence probably that of bad joins. 

But, of course, the prosody of the units and the quality of 
the joins are also important. Selection is therefore still based 
on a target and join cost formulation as in a standard unit 
selection synthesizer.  

Our system could be considered a "pure" unit selection 
synthesizer since the prosody of the selected unit is not 
modified. Modification is applied only at boundaries when 
units are joined by the pitch-synchronous concatenation 
algorithm described in [8]. The natural prosody from the 
speaker is maintained within a unit.  

In our case, the smallest unit possible is a diphone.  Since 
we have recorded all Dutch diphones in carrier phrases, we 
can always find a particular diphone in the database as the last 
resort. If this is not the case, we could opt for a back-off 
procedure as, for example, in the Multisyn synthesizer [9]. 
We choose diphone as the basic unit to capture phone 
transitions. However, the algorithm can easily be adapted for 
other small basic units, such as phones and demiphones. 

3.1. Biasing long units  

The idea of biasing longer units is not new, as mentioned 
before. Even in a standard unit selection synthesizer, long 
units can easily be favored by the use of an adjacency cost. 
Such a join cost measures whether two units are consecutive 
in the speech database: 

{ 1 20, if u  and u  are adjacent in the speech database
1 2 1, otherwisec ( , )adjacency u u =

It is a join cost since it gives an estimate as to how well 
consecutive candidate units match each other. It is used in 
many speech synthesizers. By setting a high weight to this 
cost compared to the weights of other costs in the system, the 
selected sequence of units would often show smaller number 
of joins. However, the costs for all possible combinations still 
have to be calculated although many of these combinations 
will not be selected anyway due to the high weight of the 
adjacency cost. More importantly, we do not know for sure if 
the selected unit sequence is indeed one with fewer joins. 
Weights are relative to one another after all. 

Several other approaches were proposed featuring longer 
units. In [2], Taylor and Black constructed a phonological 
tree. Units have to match part of the tree to be selected. 
Another approach is to build a so-called multi-level tree as in 
[3]. Most approaches, however, do not consider the fact that 
co-articulation does not stop at word or syllable boundaries. 
This sets our approach apart from them. Another difference is 
that we do not explicitly search for individual linguistic units 
such as words or syllables, but achieve this implicitly by 
searching for the phonemic representation of the text instead. 
This contrasts with, e.g. [3]. We opt to use canonical 
phonemic transcription to label our database. In this way, we 
can by-pass problems caused by reduced speech at high 
speech rate, etc. 
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The approach most related to ours is described by Yang et 
al. in [4]. Their approach selects long non-uniform units 
consisting of one or more (adjacent) phoneme units. In our 
case, these units consist of one or more (adjacent) diphone 
units. Other differences are that units are not clustered and 
that there is no maximum unit length in our system. 

3.2. Unit selection algorithm 

As mentioned before, in our experimental synthesis option, 
we wish to select long sequences of diphones consecutive to 
each other in the database because this results in the selection 
of long units. The only criterion used in selection is phoneme 
identity. 

Based on the linguistic and prosodic processing of the 
input text, our system generates a sequence of target 
diphones. Each phone of the target diphones is labeled with 
features required for target cost calculation and selection. 
Although other features than phoneme identity could be used, 
such as stress/unstressed, we opt to use phoneme identity only 
so as to maximize the number of possible candidates. 

 

Figure 1: Selecting the longest sequence of diphones 
starting from the left. The utterance “jan voetbalt” 
(English: “Jan plays football”) is synthesized. Note 
that units could correspond to more than one target 
diphones. 

The next step involves the selection of candidate units from 
the speech database. The complete inventory of units is used. 
As we intend to select longer units explicitly, each candidate 
unit corresponds to one or more target diphones, as can be 
seen in figure 1. The selection process is illustrated in figure 
2. First, we search in the database for units matching the first 
target diphone. This results usually in a very large number of 
possible candidate units. Next, we prune these results and 
keep only the units which have a neighboring diphone in the 
database corresponding to the second target diphone. This 
results in longer units matching two adjacent target diphones. 
This process continues until the longest possible unit is 
found. If there is still any unmatched target diphone, the 
search starts again to select candidate unit/units matching the 
unmatched diphone/diphones. 

The algorithm described above can lead to the minimum 
number of joins. However, longer candidate units tend to be 
fewer in supply. This could lower the number of possible 
combinations for selection. Potentially, this could lead to 
poor join quality or prosody. Therefore, we propose not to use 
the longest possible candidate unit but to use slightly shorter 
ones. Each time after finding the longest possible matching 
unit, we backtrack and select units which match a smaller 
number of target diphones. In most cases, this should result in 
more candidate units since probably more units would match 
the shorter target diphone sequence. We choose to stop the 
target unit sequence right after reaching the last syllable 
boundary of the longest possible candidate unit. This means 

that the last diphone of the target unit contains this particular 
syllable boundary. (Note that syllable boundaries are given by 
the target specification.) If the longest possible candidate unit 
does not contain any syllable boundary, we do not reduce the 
length of the unit. By stopping after the first syllable 
boundary, the risk of getting noticeable artifacts is lower as 
this keeps syllables together as far as possible. An alternative 
could be to always use a fixed number of diphones less than 
the number of target diphones matching the longest possible 
units found. 

 

Figure 2: Illustration of the unit selection procedure 

After all the target diphones of the input text have been 
covered by at least one unit, the best unit sequence is selected. 
This is illustrated in figure 1.  

Sample syntheses can be found on our website  
http://www.etro.vub.ac.be/Research/DSSP/Demo/SSW6.htm. 

3.3. Cost functions 

To test the performance of our unit selection algorithm, we 
use only a limited set of target and join costs for both the 
standard unit selection and experimental synthesis options. 
More advanced costs can, of course, be used. They probably 
would improve synthesis quality but could also make it harder 
to compare algorithms as these could minimize the 
differences amongst syntheses from different algorithms. Only 
one target cost is employed in order to highlight differences, 
namely the one for phonemic context described below 
(section 5). As for join costs, these are used in our 
experiment: 

•  Euclidean distance between MFCCs (12 
coefficients including the first one) 

• Absolute difference in F0 (logarithmic). If the 
phone at the join position is voiceless, this cost is 0. 

• Absolute difference in energy on either side of a 
join. 
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• Adjacency cost, as explained above. 

4. Target cost based on phonemic identity 
matching 

Diphones are often used as the basic unit for speech synthesis 
because they capture the transition at the boundaries between 
neighboring phonemes. Phonemes are not static re-usable 
templates of speech. Instead, depending on the identity of its 
neighbors, a particular phoneme is modified slightly. But such 
a process, or co-articulation, may last further than just the 
immediate neighbor. 

While investigating the effect of a wider context of 
phonemic identity, actually the exact neighboring syllables, 
words and phrases are implied. As a result, the prosody 
associated with them is implied as well. Since prosody is 
difficult to model, this potential additional benefit could be 
crucial to quality. 

 
Figure 3: Illustration of the use of an extended 
phonemic context with “triangular weights” (weights 
decreasing with the distance from the target diphone). 

5. Experiment 
The only target cost used in our experiment deals with the 
extended phonemic context of a target diphone. A pilot 
experiment is conducted to investigate how important the 
phonemic context at different distances from the target 
diphone is to synthesis. To do so, we assign either the same 
weight or different weights for the extended phonemic context 
cost to phonemes at different distance from the target 
diphone. In our design, we have 3 cases. In the first case, the 
same non-zero weight is assigned to the phonemes 
immediately next to the target diphone on either side only. 
Zero weight is assigned to all other phonemes within the same 
utterance. In the second case, the same non-zero weight is 
assigned to all phonemes within the utterance. In the last case, 
the further away a phoneme is from the target diphone, the 
lower its assigned non-zero weight is (Figure 3). 

To investigate whether the class of a phoneme 
(consonant/vowel) would affect the importance of the 
phonemic context to synthesis, the weights for the extended 
phonemic context are manipulated depending on the nature of 
the phoneme concerned. In our design, we have 3 cases. In 

the first case, the same baseline as above is used for 
comparison. In the second case, non-zero weights are 
assigned to all phonemes within the utterance and there is no 
difference whether the phoneme in question is a consonant or 
a vowel. In the last case, non-zero weights are also assigned 
to all phonemes within the utterance but the weight is doubled 
if the phoneme in question is a consonant. The weight for 
silence remains the same for all cases. 

While the above two independent variables are separate 
theoretically, in practice there is a shared baseline and the 
different phonemic context target cost settings are derived by 
crossing these two independent variables. The details would 
be explained (section 5.1.4). 

To compare syntheses from the above phonemic context 
target cost settings, and to compare the experimental synthesis 
option with the standard unit selection synthesis option of the 
SPACE synthesiser, the same set of sentences are synthesised 
in each case while other parameters are kept the same. 

5.1. Procedures 

5.1.1. Subjects 

As this is a pilot experiment, there are 5 subjects altogether, 
all working in our department. They all appear to have normal 
hearing, good general health and normal intelligence. They 
are also native Dutch-speakers and naive in the sense that 
they do not know what has been manipulated & what exactly 
we are investigating. 

5.1.2. Environment and Equipment 

The experiment is carried out inside a quiet office. The sound 
files are stored in a computer. Stimuli are listened through 
headphones of the same model (Sennheiser HD555). 

5.1.3. Presentation 

The sound files are imported to a word document in the form 
of a table. Each row contains files synthesised from the same 
sentence and each column files from the same synthesis 
option or under the same phonemic context target cost setting 
from the standard unit selection synthesis option. However, 
columns are labeled only alphabetically instead of with the 
respective synthesiser or phonemic context target cost setting. 
Also, the columns are not arranged sensibly according to the 
types of synthesis option or phonemic context target cost 
setting. Instead, they have been randomised. Therefore, the 
subjects do not know anything about the source of the files 
other than that they are syntheses. They do not know whether 
files in each column share the same source either. All subjects 
respond to the same document. 

The subjects can click to listen to each synthesis file as 
many times as they like. They can adjust the volume to a level 
which is loud enough and comfortable. The subjects are asked 
which synthesis version they prefer and instructed to score 
each with an integer from 0 to 10, with 0 being the worst and 
10 being the best. There can be ties between versions. 

There are two anchors in this experiment, namely files 
from diphone synthesis [8] and natural recording. Sound files 
from these sources have pre-assigned ratings of 3 and 9 
respectively and serve as references for getting more reliable 
ratings. 
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Each subject should finish rating all files within a single 
session, with a short break in the middle if needed. There is 
no time limit for the session. 

5.1.4. Stimuli 

Most synthesised speech comes from the standard unit 
selection synthesis option of the SPACE synthesiser. For this 
synthesis option, the weight for the phonemic context target 
cost is manipulated so to have the following 5 phonemic 
context target cost settings (by crossing the two independent 
variables described above): 

1. baseline 
2. fixed weight for all 
3. weight decreases with the distance from the 

target diphone 
4. as in (2) but weights for consonants are doubled 
5. as in (3) but weights for consonants are doubled 

Comparison between (2) and (3), and between (4) and (5) 
should shed light on whether the weight should decrease with 
the distance from the target diphone. Similarly, comparison 
between (2) and (4), and between (3) and (5) should tell us if 
consonants should be given higher weights than vowels. 

In order to make sure that we have perceivable differences 
among the stimuli from the different phonemic context target 
cost settings, we performed some pre-trials and set weights to 
balance the effects from costs that were inherently large in 
value. 

Altogether 10 sentences are selected randomly from AVI1 
story material for synthesis in each case. None of them is in 
the speech database of the synthesiser. Otherwise, unusually 
long units or even the whole utterance can get “selected” by 
some synthesis option or phonemic context target cost setting 
and this would obviously affect comparison. Some of these 10 
sentences are: 

• 'waar doet het pijn?' zegt mam. (English: ’where 
does it hurt?’ says mom) 

• dat haar is niet goed voor je. (English: that hair is 
not good for you) 

• in die hoek ligt een pop. (English: a doll lies at that 
corner)  

• of ik schuil in haar oor. (English: or I could hide in 
her ear) 

•  hij rent van hier naar daar. (English: he runs from 
here to there) 

Sentence lengths are limited to 6-10 words. They should not 
be too short because there has to be enough to listen to for 
making a judgement and should not be too long because 
otherwise the listener cannot remember and compare them. 

Besides, the same 10 sentences are also synthesised with 
the experimental synthesis option (our new unit selection 
algorithm based on phonemic identity matching, which favors 
longer units) under the same conditions (for features, weights, 
etc.) and under the baseline condition (phonemic context 
target cost setting) in order to compare that option with the 
standard unit selection synthesis option. This is our stimulus 
(6) 

The same is also performed using the diphone synthesis 
option. These syntheses, together with the corresponding 
natural recordings, serve as anchors (stimuli (7) and (8)). 
Altogether 60 stimuli need to be scored. With the anchors, 
each subject has to listen to 80 utterances. 

6. Results and Discussion 
The results of the listening test are presented in Table 1. One-
way ANOVA (Analysis of Variance) is conducted to test for 
differences in the perceived synthesis quality among the 
synthesis options and phonemic context target cost settings 
(Table 2). The results do not show any significant difference 
among phonemic context target cost settings 2-5. The 
perceived synthesis quality from these 4 settings is not 
different statistically from the experimental option either. 
However, both settings 2-5 and “experimental” are different 
significantly from the baseline setting. 
listener 1 2 3 4 5 mean 
setting 1 5.4 5.0 5.6 5.1 5.4 5.30 
setting 2 6.5 5.3 6.6 6.0 6.2 6.12 
setting 3 6.3 5.4 6.0 6.0 6.2 5.98 
setting 4 6.7 5.2 6.7 6.0 6.0 6.12 
setting 5 6.3 5.4 6.2 6.1 6.4 6.08 
experimental 7.0 5.5 6.6 6.4 7.0 6.50 

Table 1: Results of the listening experiment. Values 
are mean rating scores on 10 synthesized sentences 

Comparison F 
settings 1-5, experimental 3.382083* 
settings 2-5 0.093605 
settings 1 (baseline) & 2-5 3.106747* 
settings 1 (baseline) & 2 10.28135* 
settings 1 (baseline) & 3 12.7033** 
settings 1 (baseline) & 4 7.521253* 
settings 1 (baseline) & 5 14.01843** 
setting 1 (baseline) & experimental 16.36364** 
settings 2-5 & experimental 0.75019 
setting 2 & experimental 1.11592 
setting 3 & experimental 2.693227 
setting 4 & experimental 0.94133 
setting 5 & experimental 1.642458 

Table 2: ANOVA on listening test results. Note that * 
means significant difference (p=0.05) while ** means 
significant difference (p=0.01). Other apparent 
differences are not significant statistically. 

In other words, the various phonemic context target cost 
settings of the standard unit selection synthesis option 
perform better than the baseline. Widening phonemic context 
does bring about improvement. But giving extra weights to 
consonants does not cause any noticeable change. Setting 
uniform weights gives about the same performance as 
decreasing weights with distance from the target diphone. The 
results also show that the experimental algorithm and 
widening phonemic context lead to the same extent of 
improvement, given the other conditions that we have. It is 
worth noting that all mean ratings lie around the mid-point 
between the two anchors. 

To further investigate, we calculate the mean unit lengths 
of different types of syntheses as shown in table 3. As 
expected, the mean unit length found in the syntheses from 
the experimental synthesis option is almost double that from 
the standard unit selection synthesis option (phonemic 
context target cost setting 1) while the same measurements 
found in the syntheses from other phonemic context target 
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cost settings are only slightly longer than that from the latter 
and are about the same in values among themselves. In fact, 
when the selected units of the latter 4 settings were compared, 
they showed high levels of overlap. Therefore, these settings 
do not cause many differences among themselves. 

As 10 sentences is a small number, we synthesised 30 
additional sentences under the same conditions. The same 
pattern emerged (table 3). 
 10 sentences for 

listening test 
30 additional 
sentences 

setting 1 1.65 1.55 
setting 2 1.93 1.68 
setting 3 1.94 1.69 
setting 4 1.91 1.65 
setting 5 1.93 1.66 
experimental 3.12 3.06  

Table 3: Mean length of units found in syntheses (in 
number of diphones) 

By assigning weights to all phonemes within the utterance 
being synthesised is like targeting not just for a diphone but 
one which is surrounded by exactly the required phoneme 
sequences on either side. It is like targeting for the diphone 
within the right syllable, the right word, or even the right 
phrase or utterance.  

The results suggest that consonants and vowels are 
equally important in terms of their contribution to the wider 
phonemic context for higher synthesis quality. 

They also suggest that as long as the phonemic context is 
widened, there would be improvement. It does not matter if 
weights stay the same or taper off along the utterance. This 
seems against intuition and deserves further investigation. 

7. Conclusion 
Our new way of target specification and unit search, as 
implemented in our experimental synthesis option, was found 
to select units which are longer on average for synthesis. It 
also performs better than standard unit selection as 
implemented in our standard unit selection synthesis option, 
probably as a result of the longer mean unit length of 
syntheses and the potentially more natural prosody which may 
come along with that. 

Widening phonemic context in some way can also lead to 
synthesis quality improvement. But the conditions that we 
investigated into, namely uniform/tapering weights along the 
utterance and differential weights based on phoneme identity 
(consonant/vowel), do not cause any difference. 

It should be noted that searching for wider contexts is not 
the same as searching explicitly for long target strings. In our 
experimental option, consecutive targets in the string also 
represent consecutive diphones in a natural utterance of the 
database, while this is not guaranteed in the case of searching 
for targets with a wider context match. In that case, 
consecutive diphones in synthesis could each find the wider 
phonemic context in different candidate units from the 
database, resulting in a join. 

A lot of research effort has been devoted to improve 
synthesis within the existing framework of unit selection. 
However, this paper shows that a change in the way of target 
specification and unit search in itself can lead to better 
quality. This suggests that a simple strategy targeting at 

longer units can perform as well as standard unit selection 
with its dependence on different contexts and features, if not 
even better. 

We would investigate other features for specifying 
phonemic contexts, e.g. by matching the place of articulation, 
voicing, etc. instead of the actual phoneme identity. We 
would also scale up our synthesiser in terms of the database 
size, the number of costs, etc., and investigate their effects on 
quality. 
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