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Abstract
We present a 3D realtime audio engine which utilizes frustum
tracing to create realistic audio auralization, modifying speech
in architectural walkthroughs. All audio effects are computed
based on both the geometrical (e.g. walls, furniture) and acoustical scene properties (e.g. materials, air attenuation). The
sound changes dynamically as we change the point of perception and sound sources. The engine can be configured to use as
little as 10 percent of available processing power. Our demonstration will be based on listening radio samples in rooms with
similar shape, but different acoustical properties. The described
system is a component of a virtual reality trainer for firefighters
using Oculus Rift. It allows to conduct dialogues with victims
and to locate them based on sound cues.
Index Terms: speech modification, auralization, 3D modelling,
soundtracing

Figure 1: An example of sound processing in a 3D scene in
which sound path creation is performed in order to adjust unprocessed speech signal to fit the acoustical properties of the
scene.

1. Introduction
Our approach to sound simulation relies on geometric sound
wave approximation [1]. Thanks to the nature of sound, scenes
used for sound simulation can be greatly simplified. Small objects and features are omitted for the early response of the generated sound. In fact, while the rendering of high-quality computer graphics requires millions of triangles to be processed, a
precise sound simulation which incorporates surrounding geometry features can be run on simplified scenes with only thousands of triangles without any negative impact on quality. On
the other hand, using the rendering techniques prevalent in realtime graphics rendering does not yield quality results, because
often the surfaces and sources that cannot be seen directly contribute to the sound reaching the receiver.
During the simulation, we create sound paths (see Fig. 5)
which are sequences of line segments connecting the receiver
with a sound source. Such sound paths can only intersect with
scene geometry at the endpoints of line segments. Sound path
segments are created via specular reflection, diffraction and
transmission. Additionally, to make sure that enough sound
paths are always found even on the simplest scenes, we support diffuse reflections. Sound path lookup is performed with
the help of the frustum tracing technique. A number of frustums can be emitted from the position of the receiver. Each
of these frustums is then reflected, transmitted or diffracted on
surfaces visible to it until a predetermined number of effects on
the frustum route is achieved. If a frustum is found to have a
sound source in range, a sound path connecting the source with
the receiver is created using information about how the frustum
interacted with the scene until it reached the area in which the
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source is present. Each sound path participates in final sound
rendering.

2. Virtual acoustics
Acoustic properties of a given chamber may be determined by
the series of primary reflections as well as the late reverberation [2]. Thanks to the data gathered at the geometry scanning
stage, simulating both of these contributions to the final sound
is done in a very accurate manner. All the primary reflections
are synthesised accordingly to the information acquired in the
sound path lookup stage, covering sound phenomena that occur
naturally muffling related to sound reflecting on the surfaces,
diffraction on the edges, the Doppler effect, the impact of air
attenuation etc [3]. Having all the directional information let’s
us also implement spatial modelling for each sound path independently. It results in effects like directional echo or naturally
occurring lack of directional clues in highly reverberant rooms
(e.g. cathedrals) and in turn improving the simulation realism.
Recent development in artificial reverberators allows us to
create reverberation tails that sound naturally, perfectly blending with the contribution of primary reflections. One of the best
sounding artificial reverberators are the ones based on the Feedback Delay Network-model [4]. However, their adoption can
be complicated as they have numerous parameters that need to
be set for a given scene. Our solution calculates them automat-
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Figure 2: Speech recorded in a room with concrete walls and
floor (blue), contrasted with the speech simulated in the virtual
model of this room (pink)

Figure 4: Speech recorded in a room with walls and floor covered in a soft material (blue), contrasted with the speech simulated in the virtual model of this room (pink)

Figure 3: Frequency spectra of signals presented in Fig. 2 (the
modified one is darker)

Figure 5: Frequency spectra of signals presented in Fig. 4 (the
modified one is darker)

ically, based on statistical information gathered during the geometry scanning stage in which the sound paths are computed.
All the described features of our sound simulation engine
allow every change of the source and receiver position and orientation to result in a different impulse response. That not only
results in more convincing sound directionality, but also improves the overall perception of the acoustic environment. The
scene can also be changed, depending on the available computing resources from changing materials through disabling or
enabling particular obstacles to completely rebuilding parts of
the scene. The negative performance impact of scene dynamics is connected to the task of updating the scene representation
and does not affect the frustum tracing performance. In conclusion, the use of geometrical solution provides a very responsive
sound experience.

cost scales squarely with the size of the scene, however, even
this can be easily reduced if needed by using lower PVS estimation accuracy. We are currently working on techniques for
reduction of the negative impact of large scenes on performance
without sacrificing accuracy.

3. Processing efficiency

5. Acknowledgements

Computation of the geometrical scene scanning and audio signal processing in the engine takes as little as 10 percent of
the CPUs computational capabilities, using modern commodity
hardware. In the presented demo, the directional sound is implemented using binaural auralization per each sound path. Although we have implemented some of the presented techniques
for GPGPU, none of them is used in presentations prepared for
Interspeech 2017, so GPU may be fully dedicated to graphics
rendering.
The power of our approach lies in the fact that our algorithms can estimate PVS (Potentially Visible Set or a set of surfaces visible to given beam) faster than current state-of-the-art
methods. Additionally, both the PVS estimation accuracy and
the acoustic phenomena count in sound paths can be adjusted
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does the computational time requirements. The computational
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4. Conclusions
The presented sound simulation engine demonstrates the ability to modify speech in real time based on the acoustical environment properties. The results are perceptually indistinguishible from the recordings obtained in physical scenes, while the
changes in time domain and frequency domain representation of
the signal are clearly visible, when comparing with the original
recordings.
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[1] S. Pałka, B. Głut, and B. Ziółko, “Visibility determination in beam
tracing with application to real-time sound simulation,” Computer
Science, vol. 15, pp. 197–214, 2014.
[2] K. Kowalczyk and M. van Walstijn, “Room acoustics simulation
using 3-d compact explicit fdtd schemes.” IEEE Transactions on
Audio, Speech & Language Processing, vol. 19, no. 1, pp. 34–46,
2011.
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