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Abstract
Recent studies have shown remarkable success in voice con-
version (VC) based on generative adversarial networks (GANs)
without parallel data. In this paper, based on the conditional
generative adversarial networks (CGANs), we propose a self-
and semi-supervised method combined with mixup and data
augmentation that allows non-parallel many-to-many voice con-
version with fewer labeled data. In this method, the discrimina-
tor of CGANs learns to not only distinguish real/fake samples,
but also classify attribute domains. We augment the discrimi-
nator with an auxiliary task to improve representation learning
and introduce a training task to predict labels for the unlabeled
samples. The proposed approach reduces the appetite for la-
beled data in voice conversion, which enables single generative
network to implement many-to-many mapping between differ-
ent voice domains. Experiment results show that the proposed
method is able to achieve comparable voice quality and speaker
similarity with only 10% of the labeled data.
Index Terms: voice conversion, self-supervised learning, semi-
supervised learning, generative adversarial network

1. Introduction
Voice conversion (VC) is a technique that modifies speaker-
dependent characteristics of the speech signal while preserving
the speaker-independent information such as linguistic or pho-
netic contents. It can be applied to solving a variety of appli-
cations, such as modifying speaker-identity for text-to-speech
(TTS) [1], changing emotions [2] and improving the intelligi-
bility of speech [3]. Numerous methods have been proposed
for VC task, such as gaussian mixture models (GMMs) [4, 5]
, Neural Network (NN) methods [6, 7] , and exemplar-based
methods [8]. Most of these models include training a mapping
function between the acoustic features of the source and the tar-
get speech using parallel datasets, i.e. a pair of time-aligned
feature sequences of source and target speech.

For non-parallel voice conversion, one method is using au-
tomatic speech recognition (ASR) which requires large amount
of corpus to train the modules. However, results heavily de-
pend on the performance of ASR [9, 10]. Generative models
such as variational autoencoders (VAEs) [11] and generative ad-
versarial networks (GANs) [12] were also studied for VC task.
Conditional variational autoencoder (CVAE) based models as
an extended version of VAEs were proposed in [13, 14], which
are completely free from parallel data and can work even with
unaligned corpora. The encoder and decoder networks of these
models can take an auxiliary variable c as an additional input.
By using acoustic features as the training corpora and the as-
sociated attribute labels as c, the networks can learn how to
convert an attribute of the source speech to a target attribute
according to the attribute label fed into the decoder. However,
the main disadvantage of this method is that the outputs from

the decoder tend to be oversmoothed [15] and it usually leads to
poor quality buzzy-sounding speech.

GAN-based models overcome the weakness of VAE-based
models and have achieved promising results. Among them,
[16, 17] uses CycleGAN to take the acoustic sequence as an im-
age with one channel and successfully performs VC with GAN.
In [15, 18], StarGAN [19] is introduced to implement non-
parallel many-to-many voice conversion and obtain promising
sound quality and speaker similarity. But those methods require
correspondingly enough labeled data for each speaker, which is
laborious and limited its applications. In many scenarios, there
is no sufficient number of speaker’s speech data for training the
model. Therefore, in this work, we propose a few-shot learning
scheme for non-parallel many-to-many VC with fewer labeled
data. The acoustic features of the source speaker is converted
into the target speaker based on StarGAN, a variant of GANs
which is capable of learning many-to-many mappings using a
single encoder-decoder network G where the attributes of the
generator output can be controlled by label c. We combine the
insights of StarGAN with self- and semi-supervised learning
and data augmentation method in order to realize relatively high
quality voice conversion without large amount of parallel data.

This paper is organized as follows: Section 2 reviews recent
works briefly. The proposed method is explained in Section
3. The experimental results are presented in Section 4 and the
conclusions are summarized in Section 5.

2. Related work
Conditional GANs Generative adversarial networks (GANs)
consists of a discriminator and a generator. The discriminator
learns to distinguish between real and fake samples, while the
generator learns to generate fake samples that are indistinguish-
able from real samples. Prior studies have provided both the
discriminator and generator with class information in order to
generate samples conditioned on the class labels [20, 21]. The
idea of conditional image and music generation have also been
successfully applied to domain transfer [22, 23]. In this paper,
we use a scalable GAN framework that can flexibly steer voice
conversion to various target domains by providing conditional
domain information.
Semi-supervised GANs Many previous works leveraged
GANs for semi-supervised learning of classifiers. In [24, 25],
the authors trained a discriminator that classified its input into K
+ 1 classes: K image classes for real images, and one class for
generated images. [26] makes improvements in sample qual-
ity through partial label information. [27] proposes a semi-
supervised training method with GAN model for high fidelity
image generation. In this paper, we extend the VC task with a
semi-supervised loss in order to train a classifier from limited
labeled data.
Self-supervised Learning In computer vision, some forms
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of self-supervision are successfully employed in GAN training
such as predicting the rotation angle of rotated training images
[28] or predicting relative patch locations [29], etc. These meth-
ods guide the model to learn a semantic feature representation
in a self-supervised way. Previous work [30] has demonstrated
that speed perturbation is an effective data augmentation ap-
proach in ASR model training. We propose an auxiliary learn-
ing task, which predicts the speed scaling factor of training sam-
ples and generates reasonable feature representation that can be
used in the downstream classification tasks.
Mixup Training Mixup [31] is a recently proposed data aug-
mentation scheme, which linearly interpolates a random pair of
training examples and correspondingly the one-hot representa-
tions of their labels. It learns a function y = f (x) by training on
an additional set of virtual samples created by combining two
raw samples with the same random weight λ ∈ [0, 1]. The λ is
sampled from the beta distribution:

x̃ = λxi + (1− λ)xj (1)
ỹ = λyi + (1− λ)yj (2)

where xi, xj are raw input vectors, and yi and yj are one-hot
label encodings. Mixup encourages linear behavior of neural
network on between-class data and has been proved that it can
stabilize the training of generative adversarial networks. In [32],
the authors find that mixup is highly effective for ASR acoustic
model training. [33] successfully uses mixup method in singing
voice conversion.

3. Method
The conditional GAN model used in the experiment is first de-
scribed. Then we discuss an approach which combines the
model with self- and semi-supervised learning, mixup and data
augmentation to obtain comparable results with fewer labeled
data.

3.1. Voice Conversion Network

The present work follows the state-of-the-art framework of
StarGAN-VC [15], which is a generative model applied to
voice conversion with conditional GAN based on StarGAN.
The open-source implementation for StarGAN-VC is used. 1

In this model, G is a generator which uses the acoustic
feature sequence x ∈ RQ×N and label c that is represented
as a set of one-hot vector. The goal of StarGAN-VC is to
generate speech as close as the real speech which belongs to
target label c. The model consists of a real/fake classifier Dr/f
and a classifier Dcls in order to determine which domain the
generated audio belongs to. The model architecture is shown in
Figure 1. The loss components of the model are as below.
Adversarial Loss:

LDadv =− E(y,c)∼p(y,c)[log(Dr/f (y, c))]

− Ex∼p(x),c∼p(c)[log(1−Dr/f (G(x, c), c))]
(3)

LGadv =− Ex∼p(x),c∼p(c))[log(Dr/f (G(x, c), c))] (4)

Especially, Dr/f is used to calculate the probability of real
sample pr/f (y, c) and Dcls evaluates the class probability
pc(c|y). Here x and y are training samples that belong to
different labels c′ and c. G(x, c) represents the generated
sequences of acoustic features with label c.
Domain Classification Loss:

LCcls = −E(y,c)∼p(y,c)[logpC(c|y)] (5)

1https://github.com/liusongxiang/StarGAN-Voice-Conversion

LGcls = −Ex∼p(x),c∼p(c)[logpC(c|G(x, c))] (6)

where (5) and (6) define the domain classification loss for do-
main classifier C and generatorG, respectively. By minimizing
LCcls and LGcls, the generator can generate speech with label c
and the discriminator can accurately determine which domain
the generated speech belongs to.

Cycle Consistency Loss and Identity Mapping Loss:
In order to preserve the linguistic information of the original
utterance and keep the conversion between source domain and
target domain (or vice versa) unchanged, a reconstruction loss
and an identity mapping loss are introduced as follows:

LGrec = E(x,c′)∼p(x,c′),c∼p(c)[||G(G(x, c), c′)− x||ρ] (7)

LGid = E(x,c′)∼p(x,c′)[||G(x, c′)− x||ρ] (8)

where ρ is a positive constant and c is the target domain label.
The total loss of StarGAN-VC model is summarized as below:

τG = LGadv + λclsL
G
cls + λrecL

G
rec + λidL

G
id (9)

τD = LDadv (10)

τC = LCcls (11)

Here, λcls ≥ 0, λrec ≥ 0, and λid ≥ 0 are defined as weight
coefficients for domain classification loss, reconstruction loss,
and identity mapping loss, respectively.

3.2. Conversion with Fewer Labeled Data

Although achieving promising results in both naturalness and
similarity, the StarGAN-VC model requires sufficient training
data which is difficult to collect in many conditions. We pro-
pose a method which requires fewer labeled data to achieve
comparable voice conversion quality. Inspired by [27], we in-
troduce self-supervised and semi-supervised training which has
been successfully used in image generation.

3.2.1. Self-supervised method

Self-supervised learning methods employ a label-free auxiliary
task to learn a semantic feature representation of the data. The
discriminator of the conditional GAN is augmented with an
auxiliary task of self-supervision based on a learned discrimi-
nator representation D̃. In the proposed approach, an additional
linear classifier is trained on the discriminator to predict speed
scaling factor v ∈ V of the scaled training samples. The cor-
responding loss terms added to the discriminator and generator
losses are as follows:

LDsel = −
α

|V |
∑
v∈V

Ey∼p(y)[log p(cV (D̃(yv)) = v)] (12)

LGsel = −
β

|V |Ex∼p(x),c∼p(c)[log p(cV (D̃(G(x, c)v))) = v)]

(13)

where V is different speed scaling factors {0.9, 1.0, 1.1}, which
means the speed of audio samples are scaled by 0.9, 1.0 and 1.1,
respectively. α, β > 0 are weights to balance the loss terms. A
linear classifier cV is trained on the discriminator feature rep-
resentation D̃ to predict the speed factor v ∈ V of the scaled
real samples yv and scaled fake samples G(x, c)v . The model
attempts to learn a good discriminator representation D̃ via self-
supervision which produces meaningful feature representations
of the training data.
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Figure 1: Structure of VC system with fewer labeled data. x, c,
y are real training sample with label c′, target label, and real
speech sample, respectively. The discriminator not only judges
whether the input speech is real or generated by the generator
G, but also learns to predict labels for the unlabeled data and
classify attribute domains.

3.2.2. Semi-supervised method

When labels are available for a subset of real data, a linear clas-
sifier cC can be trained directly on the feature representation of
the discriminator D̃ during GAN training. It can be used to pre-
dict labels for the unlabeled real samples as well. As described
in [27], we extract a subset of the training data and extend the
self-supervised approach with a semi-supervised loss as below:

LDsem =− E(y,c)∼p(y,c)[log(Dr/f (y, c))]

− γE(y,c)∼p(y,c)[log p(cC(D̃(y)) = c)]

− Ey∼p(y)[log D(y, cC(D̃(y)))]

− Ex∼p(x),c∼p(c)[log(1−Dr/f (G(x, c), c))]

(14)

where the first term corresponds to standard conditional train-
ing on (k%) labeled real audios. The second term is the cross-
entropy loss (with weight γ > 0) for the auxiliary classifier cC
on the labeled real audios. The third term is the discriminator
loss where the labels for the unlabeled real audios are predicted
by cC . The last term is the standard conditional discriminator
loss on the generated data. This model can be co-trained si-
multaneously with the feature representation learning stage of
self-supervision, and it has been proved that learning the repre-
sentation and classifier simultaneously can lead to better results.

3.2.3. Mixup and data augmentation

To implement the mixup technique, the discriminator is trained
with interpolation of acoustic features and labels for two se-
quences. In the current experiment, every mixup sample su is
based on a mixup speaker acoustic feature sequence u, which is
constructed based on the feature vectors of two different speaker
identities i and j:

u = δui + (1− δ)uj , (15)
where δ ∈ U [0, 1] is drawn from the uniform distribution (beta
distribution parameter equals to 1) to get an optimal value. In
our work, the mixup data is only used to train the discriminator,
while the generator is trained by the loss term with the samples
generated by itself and co-trained with the discriminator.

To train the model with only a small amount of labeled
data, we use data augmentation to generate more data without
changing labels. Firstly, the phase is shifted by 180 degrees
(multiplying -1). The second method is to randomly scale the
amplitude without changing the speaker identity. We use the
formula x′ = U (0, 1) · x / max(|x|) to perform the scaling

ensuring that the model can deal with any amplitude between
-1 and 1. Tempo perturbation is also used to obtain different
samples while keeping pitch and spectral envelop the same.
Lastly, each audio is played both forward and backward in time
to double the augmented speech samples. The energy spectrum
keeps unchanged when each audio is played backward.

4. Experiments
4.1. Training and Hyperparameters

Instead of a single frame, the entire acoustic sequence was used
as input of the network, which kept the length of the input se-
quence and output sequence the same. As for the discrimina-
tor and generator, the Adam optimizer was employed with the
same learning rate 1 · 10−4(β1 = 0.5, β2 = 0.999). They
were trained alternately with 2 discriminator iterations before
each generator step, and the model converged at 200k generator
steps. The batch size was set to 32. λcls and λrec were fixed to
10, and α, β, γ were set to 0.2, 1.0 and 0.4, respectively.

4.2. Dataset and Conversion Process

A subset of the VCTK dataset [34] was selected for training and
testing, which contains 44 hours of clean audio from 109 speak-
ers with about 20 min per speaker. In particular, 5 male speak-
ers and 5 female speakers were chosen in the present experi-
ment. All training samples were downsampled to 16kHz. Label
cwas represented as a 10-dimensional one-hot vector. WORLD
vocoder [35] was used to extract logarithmic fundamental fre-
quency (log F0), aperiodicities (APs), and Mel-cepstral coeffi-
cients (MCEP) every 5 ms to obtain acoustic feature sequences.
In the experiment, 80%, 10%, and 10% of the dataset were split
as training, validation, and test set, respectively. We applied the
proposed approach only to MCEP conversion and used typical
method for the other parts. And log F0 was converted using log-
arithm Gaussian normalized transformation, and APs were used
directly. Finally, the speech was synthesized with the WORLD
vocoder.

4.3. Results

4.3.1. Objective Evaluation

Mel-cepstral distortion (MCD) was used to measure how close
the synthesized speech is to human recording. MCD is defined
as the Euclidean distance between the mel-cepstrum of synthe-
sized speech and real speech:

MCD(y, ŷ) = (10/ln10)
√

2(y − ŷ)T (y − ŷ) (16)

The audio samples were divided into four groups: female
to male (F2M), female to female (F2F), male to female (M2F)
and male to male (M2M). The vanilla StarGAN-VC model was
adopted as the baseline to compare with the proposed model.
We trained both models with different proportions of labeled
speaker data: 5 %, 10 %, 20 %, 50 %, and 100 %. The re-
sults are shown in Figure 2. The MCD values indicate that the
proposed method performs better in both cross-gender conver-
sion and same-gender conversion irrespective of the proportion
changes. In addition, both models obtain lower MCD scores
when more training data is given. However, When only a small
portion of labeled training data is used, the proposed model out-
performs the baseline with a large margin.
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(a) MCD results of cross-gender voice conversion

(b) MCD results of same-gender voice conversion

Figure 2: Averaged MCD values of cross-gender and same-
gender conversions with varying the proportion of labeled train-
ing data for baseline and the proposed model.

Table 1: MCD scores and their relative difference for possible
model alternatives (Trained with 10 % labeled data).

Configuration MCD (dB)

Proposed model 5.473
Without self- and semi-supervision 6.103 (− 11.5%)
Without mixup 5.778 (− 5.6%)
Without data augmentation 6.012 (− 9.8%)

4.3.2. Subjective Evaluation

Subjective tests were performed to verify the naturalness and
similarity mean opinion score (MOS) of the converted speech.
A total of 80 converted audio files of different types (F2F, M2M,
F2M and M2F) were selected from the StarGAN-VC model and
the proposed model which were trained with different propor-
tions of the labeled data for subjective evaluations. The same
source-target speaker pairs were kept for comparison. Subjects
were 12 listeners who were not native speakers but all well-
educated with English. 2

The naturalness and similarity of the converted speech were
compared using StarGAN-VC model trained with 100% la-
beled data (Baseline-100) and the proposed model with 10%
(Proposed-10), 20% (Proposed-20), and 50% (Proposed-50) la-
beled data. The subjects were asked to rate the naturalness and
similarity on a five-point scale. As shown in Figure 3 and Fig-
ure 4, with only 10% labeled data, the proposed model achieves
comparable result with the baseline. We also trained StarGAN-
VC model with 5% and 10% labeled data for comparison. How-
ever, the converted speech was perceptible noisy, suggesting
that the voice quality of StarGAN-VC model considerably de-

2Demo webpage: https://cmc1023.github.io/

Figure 3: MOS for naturalness with 95% confidence interval

Figure 4: MOS for similarity with 95% confidence interval

pends on the amount of labeled data. With less labeled data, the
converted voice may be degraded, but it can be well handled by
the proposed method.

4.3.3. Ablation Study

The effect of the different components was further accessed in
the proposed training strategy with MCD score. As can be seen
from Table 1, all introduced improvements are important for the
result, removing any of which leads to worse scores. However,
some are more critical than others. The most important com-
ponent is self- and semi-supervised training, which has a large
effect on the quality of converted voice. The proposed data aug-
mentation strategy is also proved crucial. But as shown in Fig-
ure 2, when more training data is available, the performances
of the proposed model are close to the baseline StarGAN-VC
model. As for mixup, it is beneficial to stabilize GAN training
since it acts as a regularizer for the discriminator.

5. Conclusions
The present study proposes an approach for non-parallel many-
to-many voice conversion with fewer labeled data. We lever-
aged self-supervision to obtain useful feature representation of
the data and co-trained the model in a semi-supervised way. In
this method, the discriminator acts as both a feature extractor
and a classifier, which predict labels for the unlabeled real data
and classify attribute domains. The effect of mixup technique
and data augmentation is also explored in voice conversion. The
experiments show that the proposed method achieves compara-
ble results with only 10% labeled data to the baseline. There-
fore, the VC system can be trained in the circumstances which
has only a small amount of labeled data.
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