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Abstract
Keyword search (KWS) means searching for the keywords
given by the user from continuous speech. Conventional KWS
systems based on automatic speech recognition (ASR) decode
input speech by ASR before searching for keywords. With deep
neural network (DNN) becoming increasingly popular, some
end-to-end (E2E) KWS emerged. The main advantage of E2E
KWS is to avoid speech recognition. Since E2E KWS systems
are at the very beginning, the performance is currently not as
good as traditional methods, so there is still loads of work to
do. To this end, we propose an E2E KWS model consists of
four parts, including speech encoder-decoder, query encoder-
decoder, attention mechanism and energy scorer. Different from
the baseline system using auto-encoder to extract embeddings,
the proposed model extracts embeddings that contain charac-
ter sequence information by encode-decoder. Attention mecha-
nism and a novel energy scorer are also introduced in the model,
where the former can locate the keywords, and the latter can
make the final decision. We train the models on low resource
condition with only about 10-hour training data in various lan-
guages. The experiment results show that the proposed model
outperforms the baseline system.

Index Terms: Automatic speech recognition, deep neural net-
work, end-to-end, keyword search, low resource language

1. Introduction
Keyword search (KWS), or keyword spotting is to detect and lo-
cate keywords input by users in continuous speech and to output
confidence scores indicating how confident the KWS system is
about its decision. The input keywords can be either in text form
or spoken terms. In this paper, we merely discuss searching for
text-form keywords. Any sequences of characters in the object
language are allowed to be input as keywords that we want to
search in speech.

Conventional KWS systems [1–5] based on ASR usually
decodes speech into word lattices or multiple decoding results
in other forms first. After that, a backend KWS system [6, 7]
is performed to find keywords of interest. However, with DNN
becoming more and more popular, KWS system can also be de-
veloped in an end-to-end fashion. First of all, as to an E2E KWS
system, there is no need to train an ASR system as the fron-
tend and the corresponding decoding step neither. Besides, to
deal with out-of-vocabulary (OOV) queries, conventional ASR-
based KWS system usually needs large sub-word lattices, con-
fusion networks or other techniques such as proxy word [8].
However, fully-neural E2E systems make it possible to avoid

This work was supported by the National Natural Science Founda-
tion of China under Grant U1836219.

The corresponding author is Wei-Qiang Zhang.

the above [9]. Last but not least, training an ASR system can
sometimes become difficult in low resource situation but, intu-
itively, training an E2E KWS system is much easier.

A primary method is to extract embeddings or features from
input speech and queries using encoders and perform KWS with
them [9, 10]. In [9], the authors use an auto-encoder to recover
the original input speech features from speech embeddings. If
this works well, there is little information lost during compress-
ing input speech to the embeddings.

However, we argue that the most crucial information that
speech embeddings should contain is what words occur in input
speech because the following KWS operation demands nothing
but the information of word sequences for input speech. Thus,
we try to convert the speech embeddings into the correspond-
ing character sequences instead. Besides, the authors of [9, 10]
transform input speech into fixed-length vectors where the tem-
poral dimension is lost, which we suppose is vital for speech
though. On the other hand, we found sequence-to-sequence
(Seq2Seq) method works better than CNN-RNN character lan-
guage model (LM) in [9]. The last phase of [9] is KWS system,
which is a multilayer perceptron (MLP) that takes speech and
query embeddings as input. We believe this can be replaced by
a more sophisticated structure to achieve better performance.
Thus, we introduce the attention mechanism and a new compo-
nent, called energy scorer.

The main contribution of our work is that 1) we do not
transform the input audio into a fixed-length vector but a
variable-length matrix instead, where we keep the time dimen-
sion, 2) we improve the performance of recovering accuracy for
the input query with a more efficient network structure and 3)
we propose attention mechanism and energy scorer to achieve
better performance.

2. Method
In this section, we first give the overall architecture of our model
and then introduce each component in depth, respectively.

2.1. Overview

The overall structure of our model is shown in Figure 1. First,
we obtain speech and query embeddings by speech and query
encoder, respectively. After that, we apply the attention mech-
anism to output a set of attention weights. Finally, the energy
scorer takes all of them as input and outputs the final results.

2.2. Speech Encoder-Decoder

The overall process of our speech encoder-decoder is shown in
Figure 2.

We first pass input speech features through 1-D CNNs fol-
lowed by a 1-D max pooling with a stride of 2, which means the
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Figure 1: The overall structure of our E2E KWS system.
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Figure 2: The process of speech embeddings extraction and
using an attention-based decoder (Attention-GRU-Decoder)
to predict the corresponding character sequence (Decoding
Results) from the speech embeddings. GRU-Encoder and
Attention-GRU-Decoder are both multilayer GRU-RNN with
the same hyper-parameters.

number of time-steps will be halved after the above process-
ing. This makes it quicker to train a recurrent neural network
(RNN) later. After that, we apply the framework of Attention-
based Sequence-to-Sequence [11] to extract our speech embed-
dings, which is a matrix but not a fixed-length vector. Note that
when doing KWS, we only need to compute the speech embed-
dings given the input speech features but ignoring the part of
Attention-GRU-Decoder in Figure 2.

Denote input speech features as X∗ = {x∗
1, x

∗
2, . . . , x

∗
T }

and after the process of 1-D CNNs and 1-D maxpooling the
we obtain X = {x1, x2, . . . , xT/2}. The speech embeddings
Es = {e1, e2, . . . , eT/2} are computed by GRU-Encoder,
which is a multilayer GRU [12] followed by a fully connected
layer with ReLU activation, as

Es = Encoder(X). (1)

Given Es, using the GRU-Decoder with Global Attention
[11], at each decoding time step t, we calculate the attention
weights for every es in Es, according to

αt(s) = align(ht, es)

=
exp (score(ht, es))∑
s′ exp (score(ht, es′))

, (2)

where αt(s) denotes the attention weight for the s-th speech
embedding at the t-th decoding time step, ht is the hidden state

of the GRU-Decoder at time t and score(a, b) is the dot product
of vector a and b.

After that, at each decoding time step t, a context vector ct,
which is the weighted sum of the speech embeddings, can be
computed by

ct =
∑

s

αt(s)es. (3)

Then, the prediction for the t-th time step ot is obtained
by concatenating the context vector ct and the hidden state ht

and passing them through a fully connected layer (FCL) with
softmax activation, where the number of units in FCL is equal
to the number of characters in the target language. This can be
expressed by

ot = FCL([hT
t , c

T
t ]

T). (4)

We only use speech embeddings to do the following KWS
operation, and GRU-Decoder here is just a mechanism to lead
GRU-Encoder to extract the speech embeddings that contain the
information about the corresponding character sequences.

2.3. Query Encoder-Decoder

Similarly, to extract query embeddings from input query, a se-
quence of characters, we also apply a Seq2Seq method consists
of a GRU-Encoder and a GRU-Decoder, but there is no atten-
tion mechanism here. The structure of query encoder-decoder
is shown in Figure 3.
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Figure 3: The process of query embeddings extraction. The hid-
den state of the last time step of the GRU-Encoder is output as
query embeddings. GRU-Encoder and GRU-Decoder are both
multilayer GRU-RNN with the same hyper-parameters so that
the query embeddings can be taken as initial states by GRU-
Decoder.

Again, note that when performing KWS, we only use GRU-
Encoder to extract embeddings for input queries but ignoring
GRU-Decoder.

2.4. Attention Mechanism

The speech embeddings, which is a matrix, keeps the tempo-
ral dimension, and we want to know that which part contains
the keywords. That is why we introduce the attention mecha-
nism, which helps to locate the keywords. To be more specific,
it outputs a weight for each time step of speech embeddings
indicating the probability of the occurrence of the keyword.

The structure of the attention mechanism is shown in Fig-
ure 4.

The overall purpose of the attention mechanism can be de-
scribed as

α = Attend(Es, E
∗
q ), (5)

where α = {a1, a2, . . . , aT/2} and at ∈ (0, 1) denotes the
attention weight for time step t and Es, E∗

q are speech and re-
peated query embeddings respectively. The value of at indi-
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Figure 4: The structure of the attention mechanism. The
speech and query embeddings are first concatenated together
(we should repeat the query embeddings first before concatena-
tion, which is not shown in this figure for simplicity.). Bi-LSTM-
RNN denotes bi-directional LSTM RNN.

cates how likely the attention mechanism supposes that a key-
word occurs at time step t.

Firstly, to concatenate the speech and query embeddings,
we should repeat query embeddings to make it the same length
of time as speech embeddings. After that, we pass concatena-
tion result through a bi-directional LSTM-RNN [13]. Finally,
the last layer is an FCL with a sigmoid activation and one sin-
gle neural unit.

2.5. Energy Scorer

Till now, we have obtained speech embeddings Es, query em-
beddings Eq and attention weights α. The attention weights
indicate when the keywords occur, but we still cannot make the
final decision because we are not sure about the duration of the
keywords.

We are about to combine them to give out a final decision
score indicating how likely the keyword occurs in input speech.
Thus, we introduce a novel component called energy scorer.
The structure is shown in Figure 5.
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Figure 5: The structure of the energy scorer. Firstly, we ob-
tain Context, which is the weighted sum of speech embeddings
according to the attention outputs. Then we compute the en-
ergy ratio of the Context and speech embeddings. Finally, we
make the final decision by comparing the energy ratio and the
threshold computed by passing the query embeddings through
an MLP.

First the context vector is computed by summing the speech
embeddings Es = {e1, e2, . . . , eT/2} according to attention
output α = {a1, a2, . . . , aT/2}, as

c =
∑

t

atet, (6)

where at ∈ (0, 1) and c denotes the context vector.

The energy of context vector,

Energyc := cTc

= (
∑

t

atet)
T(

∑

t

atet)

=
∑

t

a2
t e

T
t et +

∑

t1 �=t2

at1at2e
T
t1et2

(7)

has an upper bound, namely

Energyc ≤
∑

t

eTt et +
∑

t1 �=t2

eTt1et2 =: Energys. (8)

Note that (8) holds because after ReLU, et ≥ 0, t =
1, 2, . . . , T/2.

Finally, we compute the energy ratio r between the context
vector and the speech embedding according to

r = Energyc/Energys. (9)

The energy ratio represents the energy proportion of the context
vector. The larger the energy ratio is, the more likely that the
keyword occurs in the speech. We apply the concept of energy
because we want to make it more robust against noise. Usually,
the energy of noise is smaller than that of real speech. Thus,
even though the attention mechanism outputs a big weight for a
time step that is full of noise, Energyc may not be large enough,
compared with Energys, to result in a false alarm decision.

The one last thing is to pass the query embedding through
an MLP to get a threshold rth and compare it with the energy
ratio r. This means that we generate a specific threshold relat-
ing to each query. The reason is that the query embeddings can
be almost precisely transformed to the original input query by
the GRU-Decoder in Figure 3, implying that nearly all the in-
formation of input query has been compressed into this query
embedding.

Finally, we make the final decision by

r ≶N
Y rth. (10)

3. Experiment
We use Babel-102 Assamese, Babel-103 Bengali and Babel-
104 Pashto Dataset to train and evaluate both our proposed
model and the baseline model [9]. In order to illustrate the per-
formance on low resource condition, we only use LimitedLP,
which contains only about 10-hour speech and the correspond-
ing annotation for each language. To make the training and eval-
uation procedure easier, we cut all input speech into one-second
pieces so that the keyword searching precision is one second.

We implement the proposed and the baseline model on Ten-
sorFlow [14] and Keras [15] deep learning framework. Training
processed is divided into three parts, speech encoder-decoder,
query encoder-decoder, attention mechanism and energy scorer.
Namely, we train them separately using the cross-entropy loss
function and Adam optimiser [16] with a learning rate of 0.001.

3.1. Speech Encoder-Decoder

We use two 1D-CNNs with 128 and 256 filters, respectively.
Besides, the number of units in GRU for both encoder and de-
coder is 256. The performance of our speech encoder-decoder is
shown in Table 1, where the accuracy is character-wise. As we
can see, given the speech embeddings extracted by the speech
encoder, the speech decoder can predict the character sequences
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with an accuracy around 70 percent for each language in our
experiment. The results imply that the speech embeddings ex-
tracted by speech encoder contain character sequence informa-
tion.

Table 1: Character accuracy on training and validation set.

Train Valid

Assamese 0.7758 0.7465

Bengali 0.7780 0.7438

Pashto 0.7266 0.6719

3.2. Query Encoder-Decoder

There are two GRUs for both encoder and decoder and the num-
bers of units are all 128. The method we apply in this paper is
Seq2Seq, and the baseline model used a CNN-RNN character
LM [9]. Finally, both of them compress an input query into
a 256-element vector. The results are shown in Table 2. We
found that Seq2Seq method is more suitable as a query encoder
to extract query embeddings from input queries.

Table 2: Query recovering performance on training and valida-
tion set.

(Baseline/Seq2Seq) Train Valid

Assamese 0.8451/0.9939 0.8347/0.9918

Bengali 0.8159/0.9942 0.8110/0.9916

Pashto 0.8737/0.9990 0.8693/0.9973

3.3. Attention Mechanism

We visualise the attention outputs, i.e., α in (5) for both positive
and negative sample, as shown in Figure 6. We found that for
the negative sample, the attention weights are suppressed almost
zero while for the positive sample, the prediction is close to the
ground truth though there are some noisy points.

Figure 6: The visualisation of the attention weights output
for negative and positive sample, where “pos pred” and “pos
truth” denote the prediction of attention mechanism and the
ground truth for the positive sample. Similarly, “neg pred” and
“neg truth” are for the negative sample.

3.4. Keyword Search

The loss function applied for both attention mechanism and
energy scorer are binary cross-entropy, and we set their loss
weights equally.

The training process of the baseline system is similar,
namely training each component separately. We train our pro-
posed and the baseline model on the 10-hour training set and
evaluate them on a 5-hour evaluation set for each language
dataset. For Assamese Bengali and Pashto, the number of IV
and OOV are (5285, 2088), (4957, 2368) and (3228, 975), re-
spectively.

For baseline system [9], accuracy was applied as the eval-
uation metric. Thus, in this paper, we also do so. Besides, we
use the metric of AUC (Area Under Curve) [17] as an addi-
tional metric to marginalise the threshold and obtain an overall
performance. Note that the metric of AUC we mentioned here
is the area under the curve, where the x-coordinate denotes false
alarm rate, and the y-coordinate represents recall rate.

The results are shown in Table 3. Our proposed model out-
performs the baseline model. We suppose there are some rea-
sons for this result. 1) To recover the original input speech fea-
tures from speech embeddings is not as efficient as transforming
speech embeddings into sequences of characters, which is cru-
cial for KWS. 2) As for query embeddings extractor, Seq2Seq
method is a better choice as demonstrated in section 3.2. 3) At-
tention mechanism helps to locate the keywords as illustrated in
Figure 6. 4) Energy scorer is much more effective than KWS
system in the baseline model.

Table 3: Evaluation results for IV and OOV

(Baseline/Proposed) Accuracy AUC

Assamese
IV 0.6042/0.6255 0.6384/0.7243

OOV 0.6035/0.6188 0.6320/0.7239

Bengali
IV 0.5892/0.6388 0.6578/0.7432

OOV 0.5787/0.6371 0.6533/0.7422

Pashto
IV 0.6084/0.6735 0.6527/0.7972

OOV 0.5936/0.6646 0.6355/0.7858

4. Conclusion
We propose an E2E KWS model consists of four compo-
nents, speech encoder-decoder, query encoder-decoder, atten-
tion mechanism and energy scorer. The speech and query en-
coders extract embeddings from inputs and pass them through
attention mechanism and energy scorer. In order to extract em-
beddings from input speech, a better method is using a de-
coder to lead the encoder to extract character sequence infor-
mation which is vital in the downstream KWS operation. With
the same length of query embeddings, Seq2Seq method out-
performs CNN-RNN character LM. Energy scorer with atten-
tion mechanism is much more powerful than KWS system in
the baseline model. As we illustrated, the attention mechanism
helps to locate the keywords. Energy scorer makes the final
decision by concerning speech embeddings, query embeddings
and attention outputs in parallel. The experiment results show
that our proposed model outperforms the baseline system.
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