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Abstract
Practical applications often require speaker recognition systems
to work well for audio files of different sampling rates. How-
ever, the performance of speaker recognition systems degrades
substantially under a mismatched audio sampling rate between
the training and testing conditions. For example, wideband
speaker recognition models trained on audio files with a 16kHz
sampling rate perform poorly on telephony audio with an 8kHz
sampling rate due to the missing higher frequency informa-
tion. In this paper, we propose a Deep Neural Network (DNN)
based system to estimate the speech spectrum in the frequencies
above 4kHz for narrowband 8kHz telephony audio. We train
the proposed system on speech datasets processed using various
simulated telephony codecs. Additionally, we perform speaker
recognition experiments by using the bandwidth expansion sys-
tem as a preprocessor for speaker verification using wideband
models. The evaluation datasets used for speaker verification
are codec-degraded downsampled Voxceleb1 and SITW, and
the NIST SRE 2010 10s-10s condition. We see a significant
improvement in the results compared to a simple upsampling
with interpolation and low-pass filtering. Additionally, these
promising experiments show that the proposed bandwidth ex-
pansion system can be used successfully as a data augmentation
for training speaker embedding systems.

1. Introduction
Speech technologies like automatic speech recognition (ASR)
and automatic speaker verification (ASV) are being widely
deployed in services like call centers, interactive voice re-
sponse systems, and virtual personal assistant devices. The
ASR and ASV systems are often encountered with audio from
multiple devices sampled at different sampling rates. Audio
recorded and transmitted modern IoT, home assistant devices,
and many VoIP based communication channels are often sam-
pled at 16kHz with a wide bandwidth of 0-8kHz. Traditional
telephony audio is band-limited to a frequency range of 0.3-
3.4kHz, sampled at 8kHz and also encoded with speech cod-
ing algorithms. Speech technologies usually obtain superior
performance on wideband audio data because of the additional
information available in the higher frequency bands. Studies
have shown that performance of speaker recognition systems
improves with the inclusion of higher frequency bands [1]. A
speaker recognition system trained on wideband speech per-
forms poorly on narrowband audio due to the mismatch in the
training and testing condition. The missing higher frequency
bands in narrowband speech leads to the degraded performance
of wideband trained speaker recognition systems on telephony
speech.

The mismatch in sampling frequency between the train and
test condition can be addressed by two methods - (1) retraining
or adapting the models with narrowband audio data, (2) esti-

mating the higher frequency bands from the narrowband audio.
Estimation of the higher frequency bands from the lower fre-
quency bands is known as bandwidth expansion (BWE). In this
paper, we propose a system for BWE and investigate the effi-
cacy of the BWE systems for speaker verification.

Since the time when speech coding was developed, extend-
ing the bandwidth of narrowband audio by estimating the higher
frequency information has been an active area of research. Early
approaches to BWE were based on parametric linear estimation,
nonlinear spline fitting, codebook based methods, and proba-
bilistic statistical methods like Hidden Markov Models (HMM)
and Gaussian Mixture Models (GMM). In one of the earliest
works on BWE [2], the authors used linear prediction formu-
lation of speech to breakdown the BWE problem into enve-
lope extension, and the excitation signal estimation. They es-
timated the envelope spectrum using multidimensional filtering
and reconstructed the residual excitation signal using a code-
book based mapping between narrowband and wideband exci-
tation signals. In another work [3], Non-negative Matrix Fac-
torization (NMF) based algorithm was proposed for BWE. This
algorithm was a speaker-dependent system as was the case with
other methods at that time. One of the earliest efforts on BWE
for telephony audio [4] proposed a cubic spline based estima-
tion of the expanded envelope spectrum, and spectral folding
for the excitation spectrum. The authors consider telephony au-
dio compressed using the AMR narrowband codec [5] and also
show their method to be robust to background noises. Similar
to their predecessors, most of the early statistical parametric ap-
proaches to BWE were speaker-dependent. In the earliest effort
using neural networks for BWE [6, 7], the authors used spec-
tral folding, low frequency spectral features, and neural network
based spectral shaping to estimate the higher frequency bands
for telephony audio. This work was focused on improving the
subjective quality of the audio.

More recently, various Deep Neural Network (DNN) based
systems have been explored for BWE. In [8, 9] the authors pro-
posed a feed-forward DNN based architecture for BWE. The
authors showed that their BWE outputs were not only perceptu-
ally preferred, but also that their BWE system reduced the ASR
word error rate by 4.6%

Previous work on ASR has shown that mixed bandwidth
training of DNN based acoustic models provides a word error
rate reduction of 18.4% relative to the wide-band trained mod-
els [10] . Mixed bandwidth training has also been shown to
significantly reduce the EER of speaker verification systems.
DNN based BWE also provides further improvement in per-
formance on mixed bandwidth trained speaker recognition sys-
tems. Mixed bandwidth training with BWE while testing on
narrowband audio has been shown to provide 16.8% relative re-
duction in EER compared to the wideband baseline [11].

Recent work on DNN-based BWE using neural networks
propose multiple architectures for BWE using feedforward
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DNNs, deep residual Convolutional neural networks (CNN),
and BLSTM networks [12, 13]. The authors performed speaker
verification experiments on the speakers in the wild (SITW)
dataset to show that their proposed BWE system provided sig-
nificant improvements in the speaker verification equal error
rates (EER). They trained mixed bandwith x-vector speaker em-
bedding systems using narrowband and wideband audio and
showed that their proposed system provided significant im-
provements even for the mixed BW systems. While their work
showed drastic improvement, they did not test on neither codec-
degraded downsampled data nor real telephony data.

Most of the previous work has been focused on narrow-
band audio obtained by simply downsampling wideband audio.
In contrast, our work focus on BWE for telephony audio. Tele-
phony audio is more challenging than simply band-limited and
downsampled audio because telephony uses a narrow bandpass
filter limiting the frequencies to a range of 0.3-3.4kHz. In addi-
tion, quantization of the bandlimited audio using audio codecs
further introduces distortions in telephony audio.

In this paper, we propose a novel CNN-DNN based archi-
tecture. Our proposed architecture consists of a single convo-
lutional and three feed-forward layers, which have a relatively
low-computational cost suitable for real-time applications. To
support our experimental study, we simulate various codec dis-
tortions by encoding and decoding audio files using three tele-
phony codecs. Our BWE system is trained to map audio ban-
dlimited and degraded by telephony codecs to the wideband
frequency spectrum. We train our BWE models on clean read
speech datasets. We perform speaker recognition evaluations on
three different datasets with large domain mismatch between
the BWE training data and the speaker recognition evaluation
data. Our proposed BWE expansion system provides a 11.1%
relative reduction in EER on the SITW-dev core-core protocol.
On the real telephony data from NIST SRE 2010 protocol, our
BWE system provides a 4.4% reduction in EER, inspite of the
significant mismatch between the BWE training data and the
conversational NIST SRE data.

The paper is organized as follows: Section 2 details the var-
ious datasets used in this work. The codec distortion method
used is also explained in this section. A detailed description of
the proposed BWE system is provided in Section 3. Section 4
presents the speaker verification system used in this paper. Sec-
tion 5 explains the speaker verification experiments performed
and the results obtained. Section 6 discusses the conclusions
and future work.

2. Datasets
In this paper, we have used several speech datasets for three pur-
poses - (1) training the bandwidth expansion (BWE) system, (2)
training the speaker recognition system, and (3) speaker recog-
nition evaluation.

2.1. Datasets for BWE Training

We trained the BWE system using Librispeech [14] and VCTK
[15] datasets. We used the 100-hour training set of Librispeech
dataset, which is a large corpus of English speech obtained from
audiobooks. The 100-hour subset of Librispeech consists of
251 speakers. The VCTK dataset is a corpus of clean speech
consisting of 44 hours of audio from 109 native English speak-
ers with various accents. Random selection of 99 out of the
109 speakers was performed from the VCTK dataset for train-
ing. Overall our BWE training data consisted of 350 unique

speakers. For cross-validation, we used the dev-clean set of Lib-
rispeech and 5 speakers from VCTK. The test set for evaluating
the BWE performance consisted of 5 speakers from the VCTK
dataset and the test-clean set of Librispeech. The Librispeech
and VCTK are wideband audio datasets sampled at 16kHz and
48kHz, respectively. We downsampled (using sox) the whole
VCTK dataset to 16kHz sampling rate because, in our paper,
we consider 16kHz sampling rate as wideband audio. We gen-
erated the narrowband version of the training, development, and
test sets by simulating audio codec distortions.

2.1.1. Simulated Telephony Codec Distortions

Most BWE studies use audio data downsampled from 16kHz
to lower sampling rates by simply band-limiting the audio and
resampling. To the best of our knowledge, this paper is the first
of its kind to consider audio codec distortions also as part of the
narrowband audio. This factor is essential to consider since, in
most of the telephony and audio transmission applications, the
audio is not only downsampled but also quantized using an au-
dio compression protocol at the transmitter end. At the receiver
end, the received bit-streams are decoded according to the cor-
responding compression applied to reconstruct the audio. The
filtering technique and the quantization scheme from the codec
causes distortions in the audio. All the BWE systems in this
paper are trained on audio compressed and decoded using one
of the 3 audio codecs namely-
• Adaptive Multi-Rate Narrowband (AMR-NB) [5]
• Opus [16]
• SILK [17]
All of these audio codecs were used in the narrowband

mode with a sampling rate of 8kHz. The table 1 provides some
information about the bitrate and common usage of these audio
codecs.

Table 1: Description of audio codecs used in this paper
Codec Bitrate Applications

AMR-NB 4.75kbps (M475 mode)
12.2kbps (M122 mode) Mobile telephony

Opus 8-12 kbps (narrowband) VOIP (Whatsapp ,
Playstation4 etc.)

SILK 6-20kbps (narrowband) VOIP (Skype)

A given wideband audio file sampled at 16kHz was passed
through a randomly chosen codec to get the 8kHz sampling rate
audio file. Executable binaries of the codecs were used to sim-
ulate codec distortion for generating the protocols. The VCTK
dataset, Librispeech 100 hour training set, dev-clean, and test-
clean sets (of the Librispeech dataset) were thus passed through
our codec simulator to create the narrowband telephony data for
BWE training.

2.2. Datasets for Speaker Recognition

The speaker recognition systems described in this paper are all
trained on the VoxCeleb2 dataset. The VoxCeleb dataset [18]
consists of audio-visual clips of speech extracted from interview
videos from YouTube. Only the audio portion of the dataset is
used for the work done in this paper. The audio from the original
Voxceleb2 dataset were all sampled with a sampling frequency
higher than 16kHz, and we converted them to 16kHz audio for
training our speaker recognition system. The VoxCeleb2 dataset
consists of 6114 speakers. The dataset consists of more than
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1 million utterances amounting to over 2000 hours of speech.
We trained our DNN based speaker embedding system on the
Voxceleb2 dataset.

We used the VoxCeleb1-E subset of the Voxceleb1 dataset
[19] for speaker recognition evaluations in this paper. We cre-
ated a narrowband (8kHz sampling rate) copy of the Voxceleb1-
E subset with codec distortions as outlined in 2.1.1. The codec
distorted 8kHz Voxceleb1-E set was used to perform speaker
recognition evaluation to assess the efficacy of the BWE system
for speaker recognition.

We also used the evaluation set of the Speakers-in-the-wild
(SITW) dataset for evaluating the recognition performance with
and without BWE. We again converted the SITW-eval set [20]
to 8kHz audio using codec distortions as described in 2.1.1.

In order to test our BWE system on realistic telephony data,
we chose the evaluation set of the NIST-SRE 2010 data [21]
for speaker recognition evaluation. Table 2 shows the list of
datasets used in this work and their purposes.

Table 2: List of datasets used and their purposes
Dataset Purpose
Librispeech [14] BWE training & testing
VCTK dataset [15] BWE training & testing

Voxceleb2 [18] Speaker embedding
Training

Voxceleb1 [19] Speaker verification
SITW [20] Speaker verification
NIST-SRE2010 [21] Speaker verification

3. Bandwidth Expansion System
The BWE system proposed in this paper is a CNN-DNN system
consisting of a single 1D CNN layer followed by 3 feed-forward
layers. The CNN layer at the input contains 64 filters with a
kernel size of 5. The feed-forward layers contain 1024 nodes
in each layer. Figure 1 shows the block diagram of the pro-
posed BWE system. The input to the network is narrowband
log-spectrograms normalized to zero mean and unit variance
(z-normalization) for every utterance. We provide 11 frames
of 128 dimensional narrowband log-spectrogram as input. The
network predicts the 257-dimensional wideband z-normalized
log spectrum of the center frame. The network is trained using
a mean-squared error loss function between the estimated and
the actual wideband log-spectrum. The network is trained for
30 epochs with the adam optimizer [22]. Early stopping crite-
rion using the Librispeech dev-clean and VCTK development
data is used to prevent overfitting.

1D CNN 
64filters, size=5 Feedforward

3x1024

Narrowband Input 
logspectrum

Flatten

Estimated wideband 
logspectrum

Figure 1: Block diagram of the Bandwidth expansion network.

At inference time, we compute the wideband 257-
dimensional spectrogram using simple upsampling of the codec

distorted narrowband input audio file. We use only the lower
half of this input spectrogram for predicting the BW expanded
spectrum. We z-normalize the 2-D narrowband spectrogram
and compose the input to the network by concatenating each
frame with 5 frames of context on each side and feed it to the
trained BWE system. We use the log-spectral mean and vari-
ance statistics of the input narrowband features to denormalize
the estimates of the BWE system. Due to the smoothness intro-
duced by the mean-squared-error loss function, the estimates of
the BWE system are much smoother than the higher bands of
the original 16kHz spectrum. The coarse texture of the higher
bands that can be seen in the simple upsampled spectrum of the
narrowband input (top panel of figure 3). In order to introduce
this texture to the estimates of the higher bands, we add back
a fraction (parametrized by α) of the higher bands of the input
spectrogram. The parameter α is tuned for the best performance
on the speaker recognition task using the SITW development
set. Due to the low-pass filtering performed by the codec dis-
tortion, the energy of the higher frequency channels is much
lower compared to the higher frequency channels of the orig-
inal wideband spectrum. We compute an average inverse fil-
ter by computing the average difference between the wideband
log-spectrum and the narrowband log-spectrum on the training
dataset. The log-spectrum of the average inverse filter is show in
Figure 2. We add this inverse filter (addition in the log-spectrum
domain) to the denormalized BWE estimates. The complete de-
normalization of the BWE estimates can be summarized by the
following equation.

log(Y ) = (1− α)(BWEpred × σlog(X) + µlog(X))

+(α log(X)) + invfilt
(1)

where, X is the input log-spectrum of the simple upsampled
narrowband audio, Y is the denormalized BW expanded log-
spectrum, BWEpred is the output of the BWE system, and
invfilt is the inverse filter shown in figure 2. This BW ex-
panded denormalized log-spectrogram is then used to compute
the MFCC features for input to the speaker embedding network
for speaker verification experiments.

Figure 2: Inverse filter to reverse the codec filtering effect.

Figure 3 shows an example plot of the BW expanded esti-
mate from the BWE system.

We evaluated the performance of the BWE system by com-
puting the Log Spectral Distortion (LSD) between the estimated
BW expanded spectrum and the reference wideband spectrum.
The LSD measure between a reference spectrogram S, and its
estimate Ŝ is defined as shown in the equation below [23]

LSD =
1

T

T∑

t=0

√√√√ 1

ku − kl + 1

ku∑

k=kl

[
10 log10

(
|S(t, k)|2
|Ŝ(t, k)|2

)]2

(2)
The LSD for the lower frequency bands and the higher fre-
quency bands are reported in table 3 for the test set consisting
of Librispeech test set and 5 speakers from the VCTK dataset.
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Figure 3: BWE estimate for an example test utterance. The
top panel shows the narrowband log-spectrum, the middle panel
shows the denormalized BW expanded spectrum estimated by
the BWE system, and the bottom panel shows the spectrogram
of the original 16kHz audio

The LSD values of the BWE estimates are compared to the
LSD between the simple upsampled audio and the reference
spectrogram. Note that before computing the LSD, we added
the inverse filter showing in figure 2 to the upsampled log-
spectrogram. Lower the LSD value, the better is the estimate.
Note that for the simple upsampled case, the LSD of the lower
frequencies is lower compared to the BWE output. This is be-
cause of the distortions introduced by the BWE system in the
lower frequencies. In all our speaker recognition experiments,
we appended the higher frequency estimates of the BWE system
to the lower frequency spectrum of the narrowband audio.

Table 3: LSD results for BWE estimates compared to simple
upsampling. LSDlf denotes the LSD computed across the
lower half frequency channels (1-128), and LSDhf denotes the
LSD computed only on the higher frequency bands (129-257).

Test set Simple upsampling BWE system output
LSDhf 1.793 1.291
LSDlf 0.934 1.029

4. Speaker Verification System
Convolution neural network-based speaker embedding systems
have outpaced i-vector based systems in all of the speaker veri-
fication benchmarks. In this work, we designed a fairly simple
CNN architecture.

First, energy-based voice activity detection is applied to get
rid of silence segments. Then, 30-dimensional Mel frequency
cepstrum coefficients (MFCC) are computed on 20 ms windows
with an overlap of 10 ms. Those features are normalized using
zero-mean and unit-variance normalization and then fed into the
CNN.

The training is done in two steps. The first step consists of
training a speaker embedding system using softmax and cate-
gorical cross-entropy. The architecture of the network is shown

in Figure 4. The network includes five convolutional layers, fol-
lowed by a statistics pooling layer, two fully-connected layers,
and a softmax output layer. The output layer consists of 6,114
target speakers.

Conv1
512@(5,30)

PoolingConv2
512@5

Conv3
512@7

Conv4
512@1

Conv5
1500@1

FC1
3000 x 512

FC2
512 x 6,114

Softmax
+ Cross 
Entropy 

Loss

Speaker 
Labels

FC1
512 x 256 LMCL

Speaker
Embedding

Training Phase 1

Training Phase 2

Figure 4: Block diagram of the Speaker embedding network.

The second step consists of removing both the second fully-
connected layer and the softmax layer, freezing the remaining
layers, and then adding a fully connected layer of size 512 x 256
that is trained using large margin cosine loss (LMCL) [24].

At inference time, the speaker embeddings are extracted
from the second fully connected layer. Finally, the scoring is
done using a simple Cosine metric.

Using the above architecture, two different Speaker embed-
dings were trained:
• The first is wideband (WB) and is trained solely on Vox-

celeb2 16kHz, without any noise, music, or reverberation
augmentation.

• The second is mixed (WB+BWE) and is trained on both
Voxceleb2 16kHz and the BWE version of the codec de-
graded version of Voxceleb2.

5. Experiments
The objective of our BWE system is to perform speaker verifi-
cation on telephony audio. To evaluate the efficacy of the BWE
system for speaker verification, we ran experiments on four dif-
ferent protocols: SITW core-core Dev, SITW core-core Eval,
Voxceleb1-E, and NIST SRE 2010 10s-10s condition.

SITW core-core Dev is the development set of the core-core
protocol of the Speakers in the Wild (SITW) challenge. This
is the only set used to tune the α parameter in 1 of the BWE
algorithm. For both SITW core-core Dev and Eval, we created
a degraded version using the codec simulation method outlined
in section 2.1.1.

Voxceleb1-E is a subset of the Voxceleb1 dataset [19]. It
consists of 4,715 audio utterances spanning across 40 speakers.
The official trial list is balanced with 18,860 positive and 18,860
negative trials. Similar to SITW, we created the codec degraded
version of Voxceleb1-E.

The NIST SRE 2010 data [21] consists of conversational
telephone speech audio. We used only the 10sec-10sec test pro-
tocol where both enrollment and test utterances have only 10
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Table 4: Speaker verification results for the WB trained system.
Numbers shown are EERs (%).

Condition SITW-dev
core-core

SITW-eval
core-core Voxceleb1-E NIST-SRE2010

10sec-10sec
16kHz original 6.22% 7.16% 4.12% N/A
Upsampled 17.54% 18.73% 13.92% 21.25%
BW expanded 15.60% 16.86% 12.33% 20.31%

Table 5: Results for the WB+BWE trained system. Numbers
shown are EERs (%).

Condition SITW-dev
core-core

SITW-eval
core-core Voxceleb1-E NIST-SRE2010

10sec-10sec
16kHz original 5.68% 5.96% 3.82% NA
Upsampled 10.70% 12.31% 7.79% 16.11%
BW expanded 9.66% 10.63% 6.71% 15.01%

sec of net speech. We avoided using the core conditions to limit
the duration mismatch between speaker embedding training and
testing.

We performed speaker verification experiments using both
speaker embedding systems - WB and WB+BWE that are de-
scribed in section 4. We ran the experiment on each protocol us-
ing both the speaker embedding systems (WB, and WB+BWE).
For the SITW-dev, SITW-eval, and Voxceleb1-E protocols we
evaluated on three conditions: 16kHz original, Upsampled,
and BW expanded data. The NIST SRE 2010 protocol being
telephony data, we evaluated the Upsampled and BW expanded
conditions. In all the experiments, the enrollment and test con-
ditions were matching. For example, in the BW expanded pro-
tocol, the enrollment and test utterances were all BW expanded.

Table 4 shows the equal error rates (EERs) computed on the
four protocols using the WB speaker embedding system. The
first observation is that there is a drastic increase in errors be-
tween original 16kHz data and the recovered 16kHz from codec
degraded 8kHz data.1 However, the BW expanded data is less
erroneous than simple upsampling technique across all datasets,
including real-world telephony data. The relative reduction in
EER varies between 4.4% (from 21.25% to 20.31%) on NIST
SRE 2010 10s-10s protocol to 11.1% (from 17.54% to 15.60%)
on SITW core-core Dev.

In the second set of experiments, we evaluated the
WB+BWE speaker embedding system. The results are detailed
in Table 5.

It is very encouraging to see that the BWE augmentation
helped improving the accuracy on original 16kHz data across
all SITW and Voxceleb1 protocols. The drop in EER is 16.8%
(from 7.16% to 5.96%) on SITW core-core Eval. Therefore,
BWE augmentation can be considered as a new type of data
augmentation technique while developing WB speaker recogni-
tion system.

More importantly, the drop in EER on recovered 16kHz
data is very high, including real-world telephony conditions,
where EER on NIST SRE 2010 10s-10s reduces from 21.25%
to 16.11% on Upsampled data, and from 20.31% to 15.01% on
BW expanded data.

6. Conclusions
In this paper we proposed a BWE system that estimates the
higher frequency spectrum of narrowband telephony audio. Our

1It is worth noting that this error difference is much more limited
when no codec degradation is introduced. But this is not the scope of
this study where the focus is on Telephony audio.

proposed CNN-DNN architecture for BW expansion consists of
3.13 million parameters which is much lower compared to the
sizes of models proposed in recent studies [12]. The BWE sys-
tem also uses only 5 frames of future context, thus making it
suitable for real-time implementation. Our BWE system was
targeted to the telephony use case training on speech data de-
graded by simulated codec distortions.

We performed speaker verification experiments on SITW
core-core protocol, Voxceleb-E and the realistic NIST-SRE2010
telephony data. Narrowband audio processed by our BWE sys-
tem achieved a 11.1% reduction in EER on the SITW-dev set
compared to simple upsampled audio. On the NIST-SRE2010
10s-10s protocol which is real telephony conversational speech,
our BWE system obtained a relative reduction in EER by 4.4%.
Thus, our proposed BWE system improves the speaker verifica-
tion performance without retraining the speaker embedding.

We also explored the use of the BWE system to augment the
training data for the speaker embedding model. Our WB-BWE
model trained on wideband and BWE audio provided significant
improvements in the accuracy on the original 16kHz data across
all SITW and Voxceleb1 protocols. On the SITW-eval core-core
protocol, the speaker embedding system augmented with BWE
data achieved a 16.8% relative drop (from 7.16% to 5.96%) in
EER compared to the system trained only on WB 16kHz data.
Hence, the BWE technique can be used as an additional data
augmentation technique while developing WB speaker recogni-
tion systems.

In the future, we plan to explore further modifications to the
target and loss function used to train the BWE system. A loss
function explicitly combining the loss due to spectral envelope
estimates and the fine structure estimates could improve the es-
timates of the BWE system. A generative adversarial network
style training with adversarial loss from a discriminator system
also holds promise for improvements. We plan to further ex-
plore speaker discriminative training of the BWE system.
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