
ffi-
ca-
ch
-

ica-
wer

er-
am
ld
 are

nd
is
on
ar-
be

xist-
nd

but
ign.
and
ng
e

o”
wo
.

he
o-
ser
he
ls
’s

for
hat
the
em
 a
the
g-

EUROSPEECH ’97
5th European Conference on Speech
Communication and Technology

Rhodes, Greece, September 22-25, 1997

ISCA Archive
http://www.isca-speech.org/archive
ON THE DESIGN OF EFFECTIVE SPEECH-BASED INTERFACES
FOR DESKTOP APPLICATIONS1

Jim Hugunin and Victor Zue
Spoken Language Systems Group
Laboratory for Computer Science

Massachusetts Institute of Technology
Cambridge, Massachusetts 02139 USA

hugunin@mit.edu —  http://www.sls.lcs.mit.edu/~jjh

ABSTRACT

Is speech a useful input modality for applications where the user
has easy access to a full-size keyboard and mouse? This study
shows that a well-designed speech interface can be more effec-
tive than a standard desktop application’s traditional interface.
Subjects are able to build a set of three spreadsheet tables 50%
faster using a spoken dialog interface, and they report signifi-
cantly greater enjoyment in using that interface. However, these
advantages cannot be achieved by simply bolting a speech rec-
ognition system onto an application’s existing interface. We
found that this latter approach led to an insignificant 4%
increase in efficiency and a devastating 64% increase in errors
compared to the standard keyboard and mouse interface. In
short, speech-based interfaces have the potential to substantially
improve our interactions with computers, but they require sig-
nificant interface redesign to take advantage of the unique prop-
erties of speech.

1. INTRODUCTION
In recent years the research community has made tremen-
dous progress towards producing accurate and reliable
speech recognition systems. This progress suggests that
widespread use of speech-based interfaces may soon
become feasible. An outstanding question is what sorts of
applications are these interfaces good for? Most people
seem to agree that there are a number of obvious benefits
to using speech in mobile situations to replace poor alter-
natives such as a touch-tone telephone keypad or a PDA’s
touch screen or tiny keyboard.

But what about traditional desktop applications? Can
speech be a useful interface for applications where the
user also has easy access to a full-size keyboard and
mouse? Many studies [1,2] have shown that speech is
ineffective as a direct replacement for the keyboard and
mouse in existing applications. They attribute these fail-
ings to weaknesses in current speech recognition systems
in terms of high error rates and/or large latencies. In this
paper we suggest that these studies have failed to show a
clear advantage for speech-based interfaces because their
level of interface redesign has been insufficient.

We have performed a set of experiments demonstrating

that in order to harness the power of speech it is not su
cient to bolt a speech interface onto an existing appli
tion. This will simply reveal the disadvantages of spee
without exploiting its power. Introducing the spoken lan
guage features of dialogue and discourse into the appl
tion’s interface is essential to harnessing speech’s po
as an input modality.

2. EXPERIMENTAL DESIGN

2.1. Three Ways to Build a Spreadsheet

The experimental study examines three different int
faces to a commonly used spreadsheet progr
(Microsoft’s Excel 97). Each interface is used to bui
three different simple spreadsheet tables. These tables
taken from [1] with some slight modifications. 

The baseline interface is the standard keyboard a
mouse bindings that come with the application. Th
interface is the result of many years of development 
spreadsheets in general and on Microsoft’s Excel in p
ticular. It should be a good example of what can 
achieved with keyboard and mouse-based interfaces.

The second system bolts a speech interface onto the e
ing design of the application. It replaces the keyboard a
mouse commands of Excel with spoken commands, 
otherwise makes no changes to the application’s des
The keyboard and mouse are inactive in this system, 
the subject can interact with the program only by usi
spoken commands such as the following. “Two six fiv
one” enters 2651 in the current cell; “select cell a tw
selects the named cell in the table; and “sum row t
through four” computes a function over a range of cells

Finally, the third system redesigns the interface to t
application to exploit the power and conventions of sp
ken language. The system conducts a dialog with the u
about how to design their spreadsheet. It will prompt t
user with likely tasks, such as, “Now enter the row labe
for your table.” It has enough knowledge of the table
structure to automatically select the appropriate cell 
most entered values. It also has a level of intelligence t
will let it guess and act on the user’s intentions. When 
user enters a row label as “Class Average”, the syst
can recognize the word “average” as usually indicating
row which is computed based on other rows, and ask 
user if they’d like to have this row computed by avera

1 This research was supported by DARPA under contract
N66001-94-C-6040, monitored through Naval Command, Con-
trol and Ocean Surveillance Center.
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ing down the table’s columns. Finally, the system has the
capability to support infinite undo’s, allowing the user to
easily correct the mistakes all too frequently caused by
speech recognition errors.

2.2. System Implementation

For all three interfaces, the spreadsheets are produced
using Excel 97. For the keyboard and mouse-based sys-
tem, the user is interacting directly with Excel using its
native interface. For the two speech-based systems, Excel
is driven using it’s OLE automation interface from a sep-
arate program which performs the speech recognition and
understanding. All direct keyboard and mouse input to
Excel is disabled under the speech-based systems.

Microsoft’s Whisper [3] provides the core recognition
engine for the two speech-based systems. The vocabular-
ies in both interfaces are about 70 words, working in
speaker-independent, continuous speech mode. The voice
command grammar has an average utterance error rate of
11.6%. The voice dialog system takes advantage of con-
straints from the active dialog state to reduce this error
rate to 8.4%. These error rates vary greatly across speak-
ers from as low as 1% to as high as 23%. The system is
running on a dual-processor 200 MHz Pentium Pro-based
computer, which provides sufficient processing power to
eliminate most latencies due to computation. This results
in a half-second lag between the completion of an utter-
ance and the recognized phrase.

A pilot study used on-screen text as the sole means of
communicating with the user. We found that this failed to
create the sense of an interactive dialog. In this study we
use Microsoft’s Agent [4] to provide an on-screen charac-
ter for subjects to interact with. This agent (who speaks
using a standard text-to-speech system) appears to greatly
enhance the interactivity of the dialogs.

2.3. Subjects

Eighteen paid subjects were recruited at MIT for an
experiment in speech recognition. All subjects were
explicitly required to be native speakers of American
English; not to be computer scientists; and not to be
expert touch typists. Each subject used all three interfaces
in the experiment. The order of the interfaces was per-
muted to ensure that all interface orderings were used
equally over the experimental pool of eighteen subjects.

The subjects were given a post-experiment questionnaire
to assess their experience with spreadsheets, typing, and
voice input. According to these self-evaluations (and in
agreement with observed behavior) all but one subject
was an average or very good typist; their experience with
spreadsheets ranged from first time users to experts; and
their experience with voice input ranged from first time
use to some experience with voice-mail systems.

2.4. Training

Subjects were trained in the use of each interface in the

context of solving two practice problems designed 
exercise all of the techniques needed to solve the th
“real” problems in the experiment. A sheet of examp
commands was provided for each interface to sugges
the subjects the sorts of things they might want to typ
mouse, or speak to produce the spreadsheets. Du
these practice problems, the experimenter was listen
to the subject from a separate room, and watching 
subject’s responses on a slave screen. The subject 
allowed to ask any questions she might have in order
complete the practice problem. In addition, the expe
menter would offer suggestions when the subject seem
excessively confused.

This design allowed subjects to discover their own pe
sonal styles for dealing with each interface, while at t
same time making sure that each subject learned eno
to complete the rest of the experiment. The amount
help needed from the experimenter varied grea
depending on the subject and the interface. Virtually 
subjects needed some help to complete the voice co
mand practice problems; all of the inexperienced spre
sheet users needed help with the keyboard and mo
interface; unsurprisingly, the least help was needed 
the voice dialog-based interface.

3. RESULTS

3.1. Time to Complete Task

Figure 1 shows the average time for each subject to co
plete each spreadsheet problem using each interface. 
only counts time actually spent working on building th
spreadsheet by each subject. Subjects were given
much time as they wanted to familiarize themselves w
each problem before beginning work. 

As expected, bolting voice commands onto the existi
interface does not lead to any significant increase in e
ciency. Only a 4% reduction in time to complete the thr

Keyboard
and Mouse

Voice 
Commands

Voice
Dialog

µ σ2 µ σ2 µ σ2

Problem 1 207 153 236 83 113 33

Problem 2 306 192 264 78 119 34

Problem 3 160 83 146 44 106 59

Average 225 141 215 59 113 31

Figure 1: Time to complete each problem as a function of
interface.
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problems is observed for the voice command interface.
Using a 1-tailed paired T-Test [5] this difference is not
statistically significant (p=0.37).

In contrast, the spoken dialog interface is 50% faster than
the keyboard and mouse. This increase in performance is
statistically significant (p=0.0005). Although this speed
increase varies dramatically across subjects, from 7% to
74%, it is interesting that no subject is faster using the
keyboard and mouse than the voice dialogs.

3.2. Errors in Completed Tables

The subjects in this experiment left a number of errors in
their completed spreadsheet tables. These errors are dif-
ferent from the large number of speech recognition or
typing errors that occurred during the building of the
tables. These are the errors that the subjects failed to
notice in their tables before submitting them as complete.
There were 93 possible errors for each interface, and sub-
jects had an average error rate of around 1%. This rate is
higher than one would expect from actual users complet-
ing important work, and partially reflects the lack of ade-
quate motivation for subjects to produce error-free tables.

Subjects made an average of 0.78 final errors across the
three problems when using the standard keyboard and
mouse interface. They made slightly more using voice
dialogs (0.89) but this difference is not significant
(p=0.41). Subjects made 64% more errors using voice
commands than using the keyboard and mouse (1.28).
This difference is weakly significant (p=0.12).

3.3. Effects of Spreadsheet Expertise

The subjects’ expertise with spreadsheets was assessed
through a post-experiment questionnaire asking them to
rate their experience from 1 (first-time) to 10 (expert).
These responses were grouped into novice (1-2), average
(3-6) and expert (7-10) users. Figure 2 shows how the
time to complete all three problems varies across inter-
face and spreadsheet experience. 

Several clear trends emerge from this data. As expected,
in the keyboard and mouse condition the time to com-
plete the spreadsheet tables decreases dramatically with
the subjects’ spreadsheet experience. With the voice
command interface, the time to complete the tables also

appears to decrease with increased experience, but 
result is much weaker. Particularly interesting is th
while the voice command interface appears to be clea
more efficient than keyboard and mouse for novi
spreadsheet users, it loses this advantage for experts.

The voice dialog users show virtually no dependence
efficiency on spreadsheet experience. This is to 
expected from the complete redesign of the interface 
this system. Despite the dramatic improvements in s
jects’ performance with the keyboard and mouse int
face with experience, even the expert spreadsheet u
found the voice dialogs provided a significant advanta
over the keyboard and mouse system.

The results for novice users merit a little explanatio
These results include the single computer illiterate su
ject in this experiment. This was an older gentleman w
had only tens of hours experience working on a compu
(which is still far greater experience than any subject h
with voice input). It took him more than 30 minutes t
complete the three spreadsheet problems with the k
board and mouse. This is 2.4 times as long as the n
slowest subject. Removing his data from the results w
reduce the degree of difference between novice and m
experienced users, but won’t change the above con
sions. On the other hand, if this experiment had sou
out more such subjects to truly explore the novice end
the spectrum, the magnitude of these differences wo
be greatly increased.

3.4. Effects of Recognition Accuracy

Not surprisingly, the speed with which subjects can co
plete problems using the speech-based interfaces
directly related to the underlying recognition error rat
This relationship is shown in Figure 3 for both the voic
command and voice dialog interfaces. Clearly these s
tems work optimally only when the recognition error ra
approaches 0%. Improving the recognition accuracy
any speech-based system is one of the most obvious w
to improve its usefulness and enhance its power.

Figure 2: Time to complete all problems as a function of
spreadsheet expertise and interface.
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Figure 3: Time to complete problems as a function of
speech recognition error rate. Points are plotted
for each subject, lines give least squares fit.
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3.5. User Enjoyment

Finally, and perhaps most importantly, users reported
enjoying their experience significantly more with the
voice dialogs than with either the keyboard and mouse or
the voice commands (p=0.0007). Only three out of eigh-
teen subjects reported that the keyboard and mouse sys-
tem was more enjoyable than the voice dialogs. There
was no significant difference in reported enjoyment
between the voice command and the keyboard and mouse
systems (p=0.43).

4. DISCUSSION

4.1. Limitations of the Current System

Despite the encouraging performance and user satisfac-
tion results reported in this paper, the voice dialog system
is clearly a demonstration of the concept, not a potential
competitor to any real spreadsheet applications. In order
to achieve reasonable performance with Whisper [3], the
system uses a 70 word vocabulary and a severely con-
strained grammar. This means, for example, that the
grammar believes the year has only five months. It
believes that there are only 8 possible first names and 8
possible last names in the world. It can’t conceive of any
number larger than 9999. Perhaps most importantly, it
only understands (and therefore can create) the very sim-
plest class of spreadsheet tables. 

4.2. Recruiting Subjects

Recruiting an appropriate set of subjects is a challenge
for experiments comparing novel interface techniques to
standard systems. All but one subject in this experiment
had hundreds or thousands of hours experience using a
keyboard and mouse to communicate with a computer.
Several of the subjects in this experiment had hundreds of
hours experience specifically using Excel’s standard key-
board and mouse-based interface. In contrast, the most
experience any subject had with speech-based input was
less than one hour, and most subjects had no experience
with talking to computers whatsoever.

It will remain virtually impossible to recruit subjects with
substantial experience using speech recognition systems
until these systems become powerful enough to be widely
used in the general population. What remains a challenge
is designing that next generation of systems without hav-
ing such an experienced subject pool.

4.3. Recognition Errors

One of the unfortunate properties of a speech recognition
system is its stochastic nature. For any given utterance,
there is a finite chance that the computer will make a mis-
take in interpreting what the user said. This is very differ-
ent from the errors made while typing, which are no less
frequent, but which are clearly the user’s fault.

One of the situations where these errors cause the most
trouble is with very naive users, who are still trying to

learn how to use an unfamiliar system. These users h
a strong tendency to assume that a recognition er
means that they failed to state a command properly. Th
can therefore become very confused in the process
simultaneously learning what command to issue, a
how to issue it so the computer will understand.

Another danger of speech recognition errors is th
potential to become catastrophic. This is the phenome
where no matter what the user tries, she is incapable
getting the computer to successfully recognize a giv
phrase. In our system, a set of N-best recognitions w
re-sorted based on previous errors to avoid this proble
but clearly a more robust solution is needed for a prod
tion system.

5. SUMMARY AND FUTURE WORK
This experiment suggests that spoken language tech
ogy has the potential to create revolutionary new inte
faces that can simultaneously increase both the us
enjoyment and efficiency for interacting with their com
puter. It also shows that these improvements are 
going to come from merely bolting a speech recogniti
system onto an application’s existing keyboard a
mouse-based interface. Instead, researchers must l
how to design a new generation of user interfaces t
take the unique power and constraints of spoken langu
into account.

The voice dialog system used in this experiment is 
example of a particular system designed to take adv
tage of this new input modality. At this point we ca
make no claims as to how well these techniques will ge
eralize to other applications or even to more sophistica
spreadsheets. Further work is clearly needed to discov
general set of design principles for speech-based in
faces that can be applied to the rich variety of compu
applications. Failure to do so will only encourage desig
ers to fall into the comfortable trap of applying existin
GUI design techniques to a fundamentally different inp
modality. 
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