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Abstract
Based on the Sotscheck text corpus, we developped a
new corpus that was specifically optimised for training
phoneme-based recognition systems. Particular attention
was payed on good coverage of phone transitions. Even
though the resulting corpus is only slightly enlarged, it
shows an increased phonetic coverage while maintaining
a good phonetic balance. Results of phonetic statistical
analysis and of experiments for training an allophone-
based recognizer are reported here.

1. Introduction
In the past, several speech databases were collected at
Deutsche Telekom, each specifically designed for the
particular speech recognition task envisaged. Recent
work was devoted to the specification of a German
speech corpus that could be used as an application inde-
pendent basis for recognizer training. The corpus should
be suitable for phoneme based training and also contain
speech material that allows for (at least initial) training of
continuous speech recognizers. The design of the corpus
and respective supporting investigations are reported
here. Two main objectives were followed during this
process:
• Phonetic coverage: The corpus should include sam-

ples of phonemes in as many relevant contexts as
possible thus maximising phone transition coverage

• Phonetic balance: The statistic of the sentences in the
corpus should not deviate significantly from the aver-
age phoneme distribution in German.

2. Overview on process of corpus design
As a basis for our corpus we chose the set of 1600 short
sentences that was assembled by Sotscheck in the mid
Eighties. The original purpose when developing this cor-
pus was speech quality and intelligibility evaluations
[SOT 84]. A spoken version of this corpus is used as the
German test set for subjective speech quality assessment
in the standardisation bodies of ITU [ITU93] and ETSI.
Each sentence of the corpus consists of 4 to 7 words,
which, on the one hand side, is short enough that speak-
ers can be expected to speak the whole sentence without
hesitations and, on the other hand, long enough to obtain
speech material that includes some features of continuous
speech, like co-articulation across word boundaries.
In a first step, we analysed the Sotscheck corpus with re-
spect to the phonetic requirements for ASR training. The
analysis is described in more detail in the following

paragraphs. Based on these findings, that revealed some
gaps especially concerning phone transitions we ex-
tended and further optimised the original corpus, result-
ing in a corpus of 1640 sentences, that we refer to as
Darmstadt corpus in the following.

3. Phonetic analysis and optimisation
The full set of 1600 Sotscheck sentences (as well as the
optimising part) was transcribed in a supervised auto-
matic transcription process. The output of a grapheme-to-
phoneme module of a commercial TTS system was
manually checked and in case of ambiguity the "Duden"
pronounciation [Dud74] was used. The basic set of pho-
nemes consisted of an extended German SAMPA alpha-
bet with 51 phonemes, including e.g. diphtongs, af-
fricates, and nasalized vowels. Nasalized vowels and a
few other phonemes with foreign origin were included in
the first analysis stage. They were, however, not subject
to optimisation as their occurence in common German is
very low. Thus, for the sake of comparability, all results
shown below refer to a standard German SAMPA alpha-
bet with 43 phonemes.

3.1 Phoneme distribution

Earlier studies [Sot84] investigated the relative oc-
curence frequency of the German phonemes on the so-
called "Marburger" and "Berliner" sentences which form
the original kernel of this corpus. It was found that the
statistics on this corpus correspond well with the average
phoneme distribution of common German.
We redid this evaluation based on our transcription with
the set of 43 phonemes and compared it to the statistics
of the 1600 Sotscheck sentences and to our optimised
corpus of 1640 sentences. Figure 1 shows the results for
the three different sets, where the 200 "Marburger" and
"Berliner" sentences may be regarded as reference. It can
be seen that the Sotscheck and Darmstadt corpus match
very well and that they both do not show significant de-
viations from the reference.

3.2 Diphone analysis

When training a phoneme-based ASR system, it is essen-
tial to properly account for transitional effects between
the phones. In consequence, the training material is re-
quired to offer sufficient examples for the big variety of
phone combinations that may occur. As a simple means
of measurement we chose to analyse the statistic of pairs
of phonemes, i.e. the diphone statistic and used it as a
criterion for optimisation.
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Fig. 1: Phoneme distribution in corpus kernel (Marburger/Berliner), Sotscheck corpus and Darmstadt corpus

Table 1 gives a summary of the diphone statistic on the
Sotscheck corpus and the optimised (Darmstadt) corpus,
together with other characterizing figures of the corpora.
Separate counts were done for word internal diphones
only, and those including cross-word diphones. It can be
seen that the optimisation that included adding of sen-
tences specifically designed to fill the gaps in the
diphone table yielded a substantial improvement in cov-
erage, while keeping the increase in the overall corpus
size small. After optimisation, 993 distinct diphones
(word internal only) and 1184 distinct diphones
(including cross-word) are covered by the corpus.
In order to judge the diphone coverage with respect to
completeness, the question on the absolute number of
distinct German diphones as a reference was addressed.
A theoretical upper limit for the number of different
diphones can be easily given by the square product of the
number of basic phonemes, in our case 43*43= 1849.
However, not all combinations are valid, of course.
Phonotactical rules can be applied to identify phoneme
pairs that cannot occur. The following rules, which hold
for word internal structures, were applied on our corpus:
• [z, j, h] is never followed by another consonant
• [x, N, 6] is never preceded by another consonant
• [N] is never preceded by a long vowel or diphtong
Around 200 pairs of phonemes could be identified as
phonotactically impossible that way. Restrictions from
syllable models [Sec86] or further (simple) rules, like
e.g. "within a syllable one vowel never follows immedi-
ately another vowel" could be used. However, it is diffi-
cult to give a comprehensive set of such rules allowing to
eliminate all non-occuring pairs of phonemes, especially
when we can not exclude cross-word combinations, as it
is the case for continuous speech recognition.

Another approach to get an estimate of this figure is to
analyse big amounts of text. We therefore include statis-
tical results reported in [Ort91] as reference in table 1.
These figures were obtained by the analysis of the so-

called Kaeding-Korpus, which is a collection of around
8000 words or word forms that occured with a minimum
frequency of 101 in a corpus of approx. 11 Mio. words.
When comparing with the reference, it must be noted that
the basic sets of phonemes do not exactly agree. In
[Ort91] the set of vowels was larger. According to their
duration, short and long open vowels were distinguished.

Sotscheck Darmstadt Reference
# sentences 1600 1640 -
# words - 8205 9.5 Mio.
# distinct words - 2941 8000

size of phonemeset 43 43 51
# diphones
(wordinternal)

27230 28117 31.4 Mio.

# distinct diphones
 (wordinternal)

910 993 864

# diphones
(incl. cross-word)

36781 37692 43.5 Mio.

# distinct diphones
(incl. cross-word)

1094 1184 1131

Tab. 1: Summary of diphone statistic

It can be concluded from table 1 that even though the
reference corpus is much larger, our corpus reaches a
broader coverage concerning distinct diphones, word in-
ternally as well as including cross-word diphones.

Another aspect of the diphone statistic is depicted in fig-
ures 2 and 3. Fig. 2 shows the 18 most frequent word in-
ternal diphones together with their cumulated relative
occurence frequency. It is interesting to note that these
18 most frequent diphones out of the 993 different
diphones already cover 25% of the overall observed
∼28000 diphones. This concentration effect is further il-
lustrated in fig. 3. Here again, the distinct diphones, or
better their position in the ranked list of falling occurence
frequency, are given on the x-axis, and the cumulated ab-
solute occurence frequency is shown on the y-axis.
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Fig. 2: Most frequent diphones in optimised corpus
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Fig. 3: Relation between number of distinct diphones and their
occurence frequency (cumulated presentation)

4. Analysis concerning possible recognition units
The choice of an appropriate set of basic phoneme based
units for a vocabulary independent recognition system is
a critical trade-off between complexity and amount of
training data required on the one hand side and recogni-
tion accuracy on the other side. We did not select a set of
basic units at the time of corpus design, however some
accompanying investigations on the possible structure of
such sets were done when optimising the corpus.
As the phone transitions are of great importance for the
recognition process, an appropriate modelling of the
coarticulation effects in the basic units is essential. A
general triphone approach allows this for every individ-
ual phone. However, the amount of training data required
is tremendous and currently not tractable. A way to re-
duce the complexity is to cluster the left and right context
by grouping phonemes with similar coarticulation influ-
ence on the respective middle phoneme in context
classes. In [Fel97] we describe a system of such categori-
sations for phoneme contexts based on articulatory clas-
sification criteria. Depending on the fineness of the ar-
ticulatory criteria, a single context class may contain
more or fewer phonemes and thus a more or less detailed
phone transition modeling is obtained. Allophone in-
ventories with respective sizes of approx. 1000 to 10000
allophones can be specified that way.
The categorisation of the vowels was based on the place
of articulation. Context classes were built by clustering
neighbouring phonemes in the vowel quadrangle (and

vowel triangle, when including formant map characteris-
tics). The coarsest categorisation contains three classes:
front, central, and back vowels.
For the consonant contexts, the place of articulation as
well as the manner of articulation including the articula-
tion mode voiced/voiceless were used as categorisation
criteria, as shown in table 2. When applying consonant
classes as context for allophones, it is important to take
into account that coarticulation effects between conso-
nants and vowels are mainly influenced by the place of
articulation, whereas coarticulation effects between con-
sonants themselves are mainly influenced by the manner
of articulation [Jou91]. Therefore, two categorisation
schemes were introduced for the consonants. The coars-
est categorisation based on articulation place contains
two classes: front and back, the coarsest categorisation
based on articulation manner contains three classes: plo-
sives, fricatives, and vowel-like.

Bi-
labial

labio-
dental

alveo-
lar

palatal velar uvular glottal

Plosive
voiced b d g

Plosive
voiceless p t k ?

Fricative
voiced v z, Z j

Fricative
voiceless f s, S C x h

Nasal m n N

Lateral l

Vibrant r R

Tab. 2: Consonant map based on place of articulation (x-axis)
and manner of articulation (y-axis)

We analysed our optimised corpus with respect to allo-
phone inventories obtained by applying differently de-
tailed context modelling as described above. The results
are shown in table 3, where VCx means Vowel Categori-
sation with x classes, and CCPx / CCMx refer to Conso-
nant Categorisation based on articulation Place and ar-
ticulation Manner, respectively. The first result row is for
the coarsest categorisation, the last row for a very de-
tailed categorisation.

Vocalic allophones Consonant allophones

Overall number
of allophones

analysed
15379 21650

Theoretical Observed Theoretical Observed

VC3 / CCP2 /
CCM3 500 270 828 677

VC4 / CCP7 /
CCM7 2420 810 2783 1217

VC7 / CCP10 /
CCM8 5780 1417 5175 2122

Tab. 3: Nb. of allophones with different context categorisations



It is obvious, that the number of observed distinct allo-
phones in the corpus relative to the theoretical number of
allophones, derived from the complete combination of all
left and right contexts, decreases with finer context cate-
gorisation. However, it must be noted that the phonotac-
ticly allowed combinations of contexts decrease with
finer context categorisation, too. As already discussed for
the diphones, an exact quantification of this effect is dif-
ficult.

5. Characteristics of the speech data collection
The full corpus was subdivided into 40 session sheets
with 41 sentences each. The aim was to get at least 25
"good" utterances per sentence from different speakers.
Recording was done over the telephone line with various
types of handsets and environment represented. The
overall of speakers shows a balanced distribution of male
and female speakers (53% male, 47% female) and a bal-
anced distribution with respect to the main German dia-
lect regions. About 30 dialect regions were distinguished
when validating. 1315 speakers participated in the col-
lection and about 59000 speech samples were collected.
After validation, 52423 speech samples were kept corre-
sponding to 34 h 50 min of speech.

6. Training an allophon-based recogniser
In cooperation with the CNET Lannion, the corpus was
used to train the basic acoustic models of an allophon-
based recognition system as described in [Jou91]. In this
approach, all contextual realizations of a specific pho-
neme are modelled by a single complex allophonic
model, having a central part with a small number of
acoustic targets, and several entry and several exit states
associated to specific left and right context classes. This
structure allows for a detailed modelisation of context
classes (with 1 to 3 phonemes grouped in one class)
while at the same time keeping the complexity low, as a
large number of parameters can be shared.

An experimental training was performed on three differ-
ent sets of basic phoneme units:
SET A: the standard set of German phonemes plus the

nasalized vowels, giving approx. 50 basic models.
SET B: derived from SET A by introducing distinct

models for glottalized vowels, ∼70 units.
SET C: derived from SET B by creating distinct models

for stressed and unstressed vowels, > 110 units.   

Training was performed using approx. 50000 speech
samples of the full corpus of 1640 sentences. Table 4
summarizes the results of the training in terms of the
number of Gaussian densities that could be estimated
from the training material. The first column shows the
total number of Gaussian densities comprised in the re-
spective whole set of units as a reference. The next col-
umn gives the number of those densities, for that at least
one observation was seen in the training corpus.

Total Seen
SET A 4093 2764  (67,5 %)
SET B 5836 3261  (55,9 %)
SET C 9486 6494  (68,5 %)

Tab. 4: Number of Gaussian densities after training

In order to estimate the Gaussian densities that were not
or infrequently seen in the training data a context clus-
tering technique based on phonetic classification trees
[Jou94] was applied. The densities left unestimated after
this smoothing procedure turn out to be those of sounds
not occuring in the training set, such as nasalized vowels.
Note that these sounds were not taken into account in the
optimisation of the corpus (s. §3 above). When interpre-
tating the figures in table 4 it is important to note that the
total number given is a theoretical upper limit, as the ba-
sic allophonic units forsee entry and exit states for all
theoretically possible contexts. Once again, it is difficult
to quantify exactly all phonological constraints, in order
to give a more realistic upper limit as reference.

7. Conclusion
Starting from the Sotscheck corpus of 1600 sentences,
we developped the Darmstadt corpus of 1640 sentences
that was specifically optimised for training phoneme-
based recognition systems. Particular attention was payed
on good coverage of phone transitions. The corpus is
only slightly enlarged in terms of total number of sen-
tences. However, it shows an increased phonetic cover-
age (with 1184 diphones covered) while maintaining a
good phonetic balance. First experiments on training an
allophone-based recognizer provided broad estimation of
Gaussian densities.

References
[ITU93] ITU-T Rec P.80: Methods for subjective determinati-

on of transmission quality; Genf, ITU 1993.
[Sot84] J. Sotscheck: "Sätze zur Sprachgütemessung und ihre

phonologische Anpassung an die deutsche Sprache"; Fort-
schritte der Akustik - DAGA '84, p. 873-876.

[Ort91] W. D. Ortmann: "Lautnachbarschaften im Deutschen",
Goethe-Institut München, 1991.

[Dud74] "Duden: Ausprachewörterbuch", Bibliographisches
Institut Mannheim/Wien/Zürich, 2. Aufl. 1974.

[Fel97] S. Feldes, M.Herzog: "Kategorisierung des Lautkon-
textes von deutschen Allophonen für die phonembasierte
Erkennung", Fortschritte der Akustik, DAGA '97, Mar. 97.

 [Jou94] D. Jouvet, K. Bartkova, A. Stouff: "Structure of Allo-
phonic Models and Reliable Estimation of the Contextual
Parameters", Proc. ICSLP '94, Yokohama, Japan, Sep. 94.

[Jou91] D. Jouvet, K. Bartkova: "Modelization of allophones
in a speech recognition system", Proc. EUROSPEECH '91,
Genova, p. 923-926, 1991.

[Sec86] R. Seck, G. Ruske: "Structure of german syllable in-
itial and final consonant clusters based on articulatory fea-
tures", Speech Communication 5 (1986), p. 347-354.


