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Abstract 

A number of recent studies have attempted classification of 
emotional speech using various methods. In this paper we 
compare the performance of two algorithms: a classification 
algorithm based on euclidean distances, and a classification 
algorithm based on the use of neural networks. Both perform 
the classification using an identical feature set, on a database 
of emotional speech which has been validated through 
subjective listening tests. 

1. Introduction 

Various recent studies have dealt with characterization of 
emotional speech and automatic classification of emotional 
utterances [1,2,3,4]. A variety of methods has been proposed, 
based on  linear discriminant analysis, hidden markov models 
and euclidean distance measures. Various degrees of success 
have been reported, though it should be noted that the 
expected recognition rate is much lower than what is 
expected from speech recognition tasks. Subjective listening 
tests conducted on emotional speech databases often report 
recognition rates varying over a large range. In some cases 
recognition rates of around 70% are also considered 
successful, since in most cases 4 to 6 emotions are 
considered, and pure chance guess is on the order  of 16 to 
25% success rate [5] 
 
In the present study we compare a classification method [2] 
previously suggested by one of the authors, to a method based 
on the use of neural networks. Using an identical feature set 
for both classifiers enables us to examine the strengths and 
weaknesses of each classification method, and observe the 
degree of difficulty in training and tuning it to the task at 
hand. 
  
We note that the issue of obtaining a corpus of emotional 
speech is quite difficult in itself. Various methods have been 
utilized in the past: the use of acted speech, speech obtained 
from movies or television shows, and speech recorded in 
event recall [2,5,6]. Verifying the emotional content in each 
of these cases is also a problem that has been widely 
discussed. Since the focus of the present study is on the 
classification algorithm, the corpus used in the present study 

is one that has been studied extensively, and verified through 
subjective listening tests. 
 

2. The speech corpus 

This corpus is composed of 3 emotions (anger, sadness and 
happiness)  and neutral, as uttered by a Spanish actor. Each 
utterance is approximately half a minute long, composed of a 
neutral text, with each emotion being recorded three separate 
times. The database is the property of Universidad 
Politecnica de Madrid - Departamento de Ingenieria 
Electronica - Grupo de Tecnologia del Habla. It was kindly 
supplied to us by the above laboratory for the purposes of this 
research. The database was validated by listening tests, 
giving the following confusion matrix [5]: 
 

Table 1: confusion matrix for listening tests 

Ident. 
Present. 

Neutral Happy Sad Angry No 
Ident. 

Neutral 89.3% 1.33% 1.33% 3.99% 3.99% 

Happy 17.3% 74.6% 1.33% 1.33% 5.33% 

Sad 1.33% 0 90.3% 1.33% 3.99% 

Angry 0 1.33% 2.66% 89.3% 6.66% 

3. Feature extraction 

The feature extraction procedure has been described in a 
number of previous studies [2]. A short summary is presented 
here. 

Each recording was passed through an F0 detection program, 
based on the autocorrelation method with order 3 median 
post-filtering. F0 was computed at 30 ms intervals, with 
overlap of 10 ms. Intensity was also computed on voiced 
segments. Based on this data set, which we termed D1, we 
created another data set, D2. In D2, voiced segments were 
extended over unvoiced, for up to 4 seconds, after which 
intensity was decayed exponentially. This was carried out to 
compensate for lack of information in short unvoiced 
segments.  
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From these data sets, a feature set of 12 elements was 
extracted 

1. Pitch average  from D1 

2. Pitch variance  from D1 

3. Intensity average  from D1 

4. Intensity variance  from D1 

5. Pitch average  from D2 

6. Pitch variance  from D2 

7. Intensity average  from D2 

8. Intensity variance  from D2 

9. Jitter  pitch tremor. Jitter was obtained by counting 
the number of changes in sign of the pitch derivative 
in a window. 

10. Shimmer  intensity tremor. Shimmer was obtained 
by counting the number of changes in sign of the 
intensity derivative in a window. 

11. Speech rate #1  estimated by number of voiced 
periods in window 

12. Speech rate #2 - estimated by 1/average length of 
voiced periods in window. 

In order to enable comparison of results across different 
individuals, these features were normalized with respect 
to neutral speech. 

4. Classification methods 

Two classification methods were applied to the data. One 
has been previously been described by the first author, and 
has been successfully applied to other speech corpora. The 
second method is presented here for the first  time.  

4.1. Classification using a distance measure 

This method has been discussed previously [2]. It has proven 
successful when the characterization of  each emotion was 
unique to each subject being studied. Since the present corpus 
was obtained from a single speaker, this will not prove to be 
problematic.  
 
This classification method has been outlined in detail 
elsewhere [2], therefore it will only be presented here briefly. 
 
To obtain the representative values for each emotion, the 
feature vectors over each utterance are averaged. The 
resulting vectors are taken as the centroids for each emotion. 
Since the dynamic ranges of each feature can differ greatly, 
some form of normalization must take place before computing 
any distance measure between these centroids and newly 
measured values. The most straightforward type of 
normalization is obtained by applying the Mahalanobis 
distance measure.  
 

For each measurement vector the Mahalanobis distance from 
each centroid is computed, giving a set of four distances. A 
small distance from a certain centroid indicates that the 
measurement is most likely to belong to that specific emotion. 
In order to translate these distances into some kind of 
emotional index, they are used to calculate a fuzzy 
membership index for each emotion. An index of 1 indicates 
that the measurement is equal to a centroid. The fuzzy 
membership is defined so that the sum of all the emotional 
indices is always 1, and at a point equidistant from all the 
centroids, all the emotional indices are equal to 0.25. Further 
details concerning this method can be found in [2]. In the 
sequel it will be termed the DM method. 

4.2. Classification using neural networks 

We use four Feed-Forward Neural-Networks to classify 
speech samples into four emotions. Each network has twelve 
input neurons and one output in the range [0,1].  
 
Each network is trained to distinguish a single emotion from 
the other three emotions used. This is achieved by training it 
on a set of input patterns taken from different phrases, spoken 
with all four of the emotions, by the same speaker. The inputs 

all other inputs are assigned an expected output of 0. After 
the training process is complete, the network is expected to 
produce an output of 1, or close to 1 for each input derived 
from a speech sample with the emotion matching the 

to produce 0, or close to 0. The expected values should be 
achieved on a phrase that the network was not trained with. 
 
The transfer function used throughout all the layers of all the 
networks is Log-Sigmoid. The training method applied was 
Levenberg-Marquardt backpropagation. 
 
The internal architecture  number and size of hidden layers 
 is specific for each emotion, as we found out that the 

performance may vary significantly for networks with the 
same architecture and different emotion specializations. Each 
network was trained between 100 to 200 epochs, and used 
approximately 2500 training inputs. In the sequel  this 
classification method is termed the NN method. 
 

5. Results 

The results of the classification algorithms can be 
summarized in a number of ways. One way is to examine the 
instantaneous classification decision on each set of input 
features. This gives a visual indication of emotion vs. time, 
and has been used previously [2]. Both classifying algorithms 
produce an index for each emotion that ranges between 0 and 
1. The DM method usually gives results that vary smoothly 
over this range and thus can be represented visually as in 
Figure 1. On the other hand the NN method gives results that 
are very near 1 or 0 most of  the time, therefore such a graph 
for this method is nearly illegible, as shown in Figure 2 for a 
short segment of time. 
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Figure 1: DM analysis of anger, as a function of time 
 
 
 

 
Figure 2: NN analysis of anger, as a function of time over 

approximately 3 seconds 
 
Graphs such as those in figures 1 and 2 are useful for 

visual inspection of the results, but a more concise method 
for summarizing the results is also useful, such as a 
confusion matrix. Two possible methods have been used. 
One is the average of the emotional indices over the 
utterances  AV. The other is the percentage of the file 
during which each emotional index was greater than all the 
others  MAX. the advantage of the latter is that each row 
must sum to 100%. 

The AV confusion matrix obtained for the neural 
network classifier is presented in Table 2, and the MAX 
confusion matrix  for the NN method is presented in Table 3. 
The same two matrices are for the DM methods are 
presented in tables 4 and 5. 

 
Table 2: AV confusion matrix for NN method 

Identified 
Presented 

Neutral Happy Sad Angry 

Neutral 0.95 0.22 0.21 0.22 
Happy 0.15 0.55 0.23 0.43 

Sad 0.24 0.10 0.98 0.18 
Angry 0.25 0.29 0.40 0.49 

 
Table 3: MAX confusion matrix for NN method 

Identified 
Presented 

Neutral Happy Sad Angry 

Neutral 0.64 0.09 0.14 0.13 
Happy 0.11 0.41 0.13 0.36 

Sad 0.05 0.04 0.83 0.09 
Angry 0.16 0.18 0.27 0.40 

 
 

Table 4: AV confusion matrix for DM method 
Identified 
Presented 

Neutral Happy Sad Angry 

Neutral 0.33 0.25 0.20 0.22 
Happy 0.29 0.31 0.19 0.21 

Sad 0.25 0.19 0.31 0.24 
Angry 0.25 0.21 0.21 0.32 

 
Table 5: MAX confusion matrix for DM method 

Identified 
Presented 

Neutral Happy Sad Angry 

Neutral 0.70 0.05 0.13 0.12 
Happy 0.06 0.76 0.01 0.17 

Sad 0.11 0.03 0.83 0.03 
Angry 0.15 0.21 0.04 0.61 

 
 

6. Discussion 

Interpretation of the results in the graphs and tables above 
must be carried out carefully. They are heavily influenced by 
the typical behavior of the two classifiers. As noted, the NN 
classifier tends to gives extreme values between 0 and 1, 
whereas the DM classifier gives more moderate values. Also, 
the fuzzy membership calculation in the DM method gives 4 
emotional indices that sum at any given instant to 1, whereas 
the 4 separate classification networks used by the NN method 
are not subject to such a constraint.  
 
The net effect of the above properties is that the NN method 
is biased toward giving better results in the AV confusion 
matrix: even if a certain index is high over a relatively small 

compared to the others.  Since the MAX confusion matrix 
only takes a comparison of instantaneous values into account, 
the values for the same index in the MAX matrix might be 
considerable smaller. This can be observed in diagonal values 
for neutral and sad speech, where are 0.95 and 0.98 
respectively in the AV matrices, and  0.64 and 0.83 
respectively in the MAX matrix. 
 
The effect on the results of the DM method is opposite. The 
same two values are 0.33 and 0.31 in the AV matrix, but 
much higher at 0.70 and 0.83 in the MAX matrix. 
 
Since we are interested in comparing the automated analysis 
to listening tests, it is interesting to ask which type of matrix 
is more highly correlated with the results of the listening 
tests. Towards such a comparison, it must be stated that the 
listening tests were performed on short segments of speech 
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which were extracted from the approximately 30 second 
phrases on which the computerized analysis was performed.  
The listeners judged each segment separately, and their 
results were averaged. This type of test probably resembles 
the MAX analysis more closely; though the automated 
analysis performs a decision 40 times per second
decision of attributing a segment to a single emotion would 
most logically be based on examining which emotional index 
was highest at a given moment. 
 
Examining the MAX matrices shows that the DM method 
outperforms the NN method. The values on the diagonal of 
both MAX matrices are always highest for each row, but 
those in the DM matrix are  significantly higher than those of 
the NN matrix for happiness and anger, and similar for 
neutral and sad speech. Overall, the diagonal values for the 
subjective listening test are higher, but the automated 
analysis clearly gives significant results, far above chance. 
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