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Abstract
A commonly held view of auditory scene analysis is that
complex auditory environments are segregated into separate
perceptual streams using primitive cues that can be attended
to separately.  We argue that this view is inconsistent with the
majority of perceptual data reported in the literature and pro-
pose an alternative model that is based on a primary, low
resolution signal representation used in a passive pattern
matching stage, augmented by secondary, high resolution rep-
resentations that can be used in an active pattern matching
stage to formulate hypotheses about the auditory scene.

1. Introduction
Human listeners, in contrast to current machine recognition
systems, are remarkably good at recognizing speech in the
presence of background noise. One theoretical framework that
explains human performance is ‘auditory scene analysis’ [1].
The auditory environment is considered to be a scene that
contains multiple sound sources, which can be segregated into
perceptual streams using only simple heuristics. Suggested
cues for the perceptual organisation of complex scenes include
frequency (both fundamental frequency, F0, and formant fre-
quencies); intensity; and location (via interaural time differ-
ence, ITD, and interaural intensity difference, IID) as well as
common amplitude modulation of frequency components in
the auditory scene. The grouping process may be bottom up,
but may also receive top down input to control for ambiguities
due to insufficient or extraneous data.

The reliance on signal driven analysis, such as F0 guided seg-
regation [2] makes auditory scene analysis a very attractive
approach for automatic speech processing algorithms, known
as computational auditory scene analysis (CASA) [3]. These
approaches typically assume that the primitive grouping cues
are used to segregate the complex auditory environment into
separate perceptual streams, which offer a high signal to noise
ratio (SNR), and therefore allow robust recognition. For ex-
ample, CASA systems have been developed that decompose
the auditory scene using harmonicity and common amplitude
modulation [4]; common onset [5]; or using a small number of
generic sound elements [6]. An implicit assumption of CASA
systems is that that the signal representations that emerge from
the segregation process are used to drive a recognition stage.

We argue that the perceptual data does not support this ap-
proach but is more consistent with a model that is based on a
low-resolution spectro-temporal representation augmented by
multiple scene analysis modules that extract detailed informa-
tion.

1.1. Horses for courses: representations to suit the tasks

The key to our argument is that each of the modules to be used
for segregation requires specialised cues, which may not be
useful for speech recognition. Segregation modules that ex-
ploit speaker position, for example, require a high temporal
resolution representation of interaural phase and amplitude
differences, while speech recognition is insensitive to speaker
position.   Segregation on F0, by the same token, would re-
quire a representation that explicitly codes F0 as a feature.
Speech pattern matching, in contrast, would not require a de-
tailed representation of either of these low-level segregation
cues, but would probably need information on formant transi-
tions and amplitudes, which would be extracted from a much
more coarse spectro-temporal representation.  Many of the
representational features that underlie signal segregation and
speech pattern matching are mutually exclusive. Low-level
segregation requires high-resolution representations in multi-
ple domains while robust speech pattern matching requires a
representation that removes these sources of speaker and envi-
ronmental variability.

We therefore propose an alternative model, based on a primary
representation that is used for pattern matching. We assume
this representation to be invariant with respect to the cues used
for segregation.  A set of additional, parallel representations of
cues used for segregation inform the perceptual system how to
treat the evidence presented in the primary image but do not
generate perceptual streams in themselves. If only a single
auditory stream is present, then all representations will point at
a single possible interpretation, but if multiple sources are
present then the detailed, secondary representations may be
used to resolve ambiguities.

2.  Evidence for low resolution representations
A large body of experimental evidence shows that human lis-
teners can tolerate massive distortions of speech signals with
little reduction in intelligibility.

2.1.  Frequency resolution

The spectral envelope of speech can be reduced to a set of
bands of 1/3 octave in width with negligible effect on vowel
and consonant identification [7]. Reducing the spectral reso-
lution still further, by replacing a small number of broad fre-
quency bands with noise while preserving amplitude and tem-
poral cues [8], produces high recognition rates even though
the stimuli show no harmonic structure, no formant structure
within bands, and minimal information on formant transitions
between bands. Even with only three spectral bands, listeners
can achieve 90% correct word identification.
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2.2. Temporal resolution

A number of studies demonstrate the robustness of speech
under conditions that reduce temporal resolution. Removing
higher frequency amplitude modulations does not affect
speech intelligibility [9]; nor does smearing within a narrow
temporal window over 23 frequency channels [10]. Even infi-
nitely clipped speech which preserves only the zero crossings
of the speech signal is still fairly intelligible [11].

Reverberant environments can decrease speech intelligibility,
although delay times of less than 30 ms have little effect: the
reflection is likely to be fused with the direct sound and may
even enhance the signal by increasing the sound level [12].
Longer delays will cause some deterioration but even at delays
of 1.2 s speech is highly intelligible [13]. Detailed temporal
analysis would be expected to be disadvantageous under such
circumstances.  

An extreme case of signal distortion is sine-wave speech
where frequency modulated sine waves are used to represent
formants.  These signals contain no harmonic structure or
glottal comodulation but can be interpreted as speech [14,15].

3. A multi-resolution analysis of speech
Speech recognition can be accomplished by either passive
pattern matching or active, generative processes. The advan-
tage of the passive processing is that it can be implemented as
a filtering operation that processes the input signal representa-
tion with an array of matched filters [16]. This type of proc-
essing is highly efficient but is inherently unable to deal with
significant novel noises and would require a representation
that is insensitive to speaker and environmental variability. We
argue that a passive system is the primary recognition module.

We hypothesise that each feature or element in the primary
representation is linked to the corresponding properties in the
secondary representations (e.g. to F0 or location). If two
speech sources with different F0 are present then elements in
the primary image representing formants would be linked to
the corresponding secondary representations of F0. If the two
sources have a similar formant but different F0, then that for-
mant would have two F0s associated with it.

An active or generative process that allows the listener to
compare the real auditory scene with a range of hypothetical
signal combinations, informed by the segregation cues coded
in the secondary representations, would allow listeners to deal
with simultaneous sources, but is much more computationally
demanding. It therefore makes sense to use the passive, low-
resolution representation as a first guess and only to invest
cognitive effort when this representation does not lead to rec-
ognition.

Active processing models have been proposed to account for
binaural segregation [17] and perceptual data from F0-guided
segregation tasks also show that some ‘dominant’ vowel is
recognised almost instantly while the second vowel in a pair
takes much longer to hear out [18].

There are three possibilities for the primary representation: it
may match a single speech pattern; it may have parts of the
pattern missing; or it may match more than one speech pattern.

The secondary representations would include detail relating to
all sources, whether these were part of the speech stream or
not. We provide a simplified description of how these three
cases might account for a number of perceptual results.

3.1. The primary representation matches a single speech
pattern

If there is a single speech pattern which matches the primary
representation, it is also possible that the secondary represen-
tations include strong features which are perceived as non-
speech, or weaker features that can be perceived if attended to
(perhaps after training). These features in their low resolution
form might also be used in the primary representation, i.e.
they will not be exclusively allocated to one stream or another.
Duplex perception [19] provides an illustration of the percep-
tion of speech plus a strong feature: a transition is presented to
one ear and the remainder of a stop-vowel syllable to the other
ear; this is heard as a complete syllable plus a chirp. Another
example is the perception of a chirp plus a vowel-nasal sylla-
ble described below. Weaker features might include formants
in synthetic speech. In addition, a single pattern may be inter-
preted in different ways depending on listener expectation, e.g.
due to the spectral coloration of a preceding phrase [20].

3.2. The primary representation incompletely matches a
speech pattern

If the acoustic signal results in a primary representation that
does not match a speech pattern well, its perception will be
based on linguistic expectations that determine the templates
to be engaged, and semantic knowledge. For example, an ob-
scured phoneme may be substituted depending on context
[21]; and listeners may interpret sine-wave speech only as
electronic or other non-speech sounds unless told that it is
speech [15]. When there is insufficient semantic information,
listeners are likely to hear the stimulus as ambiguous, such as
the interpretation of the ‘base’ stimulus (a stop-vowel syllable
without a transition) used in duplex perception [19], or alter-
natively they will hear it as non-speech.

3.3. The primary representation matches more than one
speech pattern

If the primary representation has extra features which allow it
to map to more than one speech pattern, then one phoneme
may dominate and the remainder would be heard as non-
speech or matched to another speech pattern: for example in
the case of a combined /ru/-/li/ syllable which can be heard as
/ru/ plus a separate formant [22]; or the separation of double
vowels with the same fundamental frequency [23, 18]. Alter-
natively, the secondary representations may be used to segre-
gate parts of the representation which may then be matched
individually, as in the case of double vowels with different F0
[24]. In the case of double vowels with inconsistent F0 [23],
the presence of multiple F0s may indicate to the auditory sys-
tem that segregation is required [25]; in other words, the sec-
ondary representations detect the need for segregation, while
the primary representation performs the pattern matching.

3.4. Fusion as the default, and the role of  attention

The perception of white noise as a whole rather than as multi-
ple frequency components suggests that fusion of the auditory
signal is the default [1]. According to this principle, the audi-
tory system assumes that the signal is part of speech unless
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there is good reason to reject it. A passive recognition module
using a low resolution representation would be applied to the
whole of the auditory signal, and would therefore make this
assumption.

Fine detail at the level of formants is likely to be detrimental
for tasks such as formant tracking or F0-invariant speech rec-
ognition. We suggest that the primary, low resolution repre-
sentation would reduce segregation under such circumstances,
while the secondary, high resolution representation would
allow segregation under the control of attentional mechanisms,
by giving more weight to detailed features.

Further evidence that fine detail is not used in speech percep-
tion is provided by an experiment that combines speech and
non-speech features.

4. Evidence for multi-resolution active and
passive processes
When a synthetic nasal /m/ with formant frequencies at 250,
1000 and 2000 Hz, which in isolation is correctly identified in
around 86% of presentations, is preceded by a range of vowels
with varying second formant frequencies (fig. 1), the percept
changes from /m/ to /n/ for vowels with second formants
above 1.4 kHz (fig. 2).

Figue 1: Schematic diagram of the vowel-nasal stimuli, For-
mant frequencies are shown as bars, the second formant of the
vowel is varied between 800 and 2000 Hz as indicated.

Fig 2. Probability of reporting the nasal heard as /m/ as a
function of vowel formant frequency for seven native German
subjects. Points are individual averages, the continuous line is
the average over all subjects, error bars are standard errors.

The nasal is identified as /m/ for all vowels provided that a
formant transition leads from the vowel to the nasal formants.
Organisation of formants according to primitive cues such as

proximity, which causes the percept to switch without transi-
tions, and formant continuity, introduced by the transitions,
appears to be consistent with this data [26]. It is, however,
surprising that a transition duration of only 5 ms is sufficient
to change the percept, given that for such short periods no
gradual formant transition is visible.

To investigate this further, a Hanning windowed frequency
modulated sine (chirp) was added to the signal in the position
where a transition might be expected (fig. 3); the direction and
the duration of the chirps were varied but the relative ampli-
tude was kept constant at –36 dB relative to the vowel.

Fig 3: Schematic diagram of the /e/-nasal stimuli with two
types of added chirps.

Fig 4: Average responses of seven native German speakers to
the /e/-/m/ stimulus when chirps were added to the signal: The
0ms duration condition is a control condition without a chirp.

It was found that the addition of the chirp changed the percept
in a similar way to a transition, even for the stimuli where the
chirp was moving from low to high frequencies, which is in-
consistent with a formant transition (fig. 4). Furthermore, the
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chirp was not fully integrated into the speech stimulus but
could be ‘heard out’ by all subjects.

The integration of the chirp into the percept provides further
evidence that speech recognition is based on a low spectro-
temporal resolution analysis of the underlying representation.
Duplex perception has been shown previously using stimuli
consisting of elements of speech, that lead to speech percepts
provided the segregation cues contained within them are ig-
nored and the stimulus is fused [19]. The chirp has a very
different structure from a speech formant transition, and is
identified as a separate stimulus by all subjects. This and the
fact that it is possible to discriminate between the chirp direc-
tions and duration shows that some auditory scene analysis is
carried out successfully, but that the stimulus, although segre-
gated at some level, is still integrated into the percept.

5.  Summary
There is much experimental evidence showing that listeners
can understand speech that does not contain high resolution
spectro-temporal information; detailed analysis, although
commonly used in computational ASA, is likely to be detri-
mental to the speech recognition process by encouraging seg-
regation of portions of the speech signal and emphasising
speaker variation.

An alternative approach using a low resolution representation
combined with a passive pattern matching process, augmented
by secondary high resolution representations that can be used
during active, attentional  processing would provide the
means for efficient filtering of the input signal. This approach
is consistent with much perceptual data including the integra-
tion of a non-speech chirp into a vowel-nasal syllable.
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