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ABSTRACT

      In this paper, a variety of techniques for robust digit
recognition in noise are considered using the AURORA 2.0
corpus. Current recognizers perform as well as humans in small
vocabulary tasks but computer recognition performance degrades
substantially when noise is introduced into the speech, while
human performance is much less sensitive. To make the
recognizer robust, several methodologies are employed. These
include, feature processing, enhancement before recognition and
model adaptation. We considered a number of processing and
adaptation scenarios depending on noise type. The best
performance, as expected,  was obtained in matched training
conditions which in general has limited applicability in real
world problems. As a feature processing step, using RCCs (Root
Cepstrum Coeff.) instead of MFCCs gave substantial
improvement. MFCC with front-end enhancement increased
performance considerably, but  results were far from that
obtained with matched training. When we combine the RCC with
enhancement, however, we get the best results. In the next step,
we employed model adaptation techniques which outperformed
MFCC+enhancement and gave much closer results to the
matched condition limits. However, MFCC adaptation could not
outperform RCC parameterization with front-end enhancement,
which we show is much more computationally efficient than
model adaptation.

1. Introduction
      Robustness issues in speech recognition can be very broad if
we consider the endless combination of noise types and noise
levels. A recognizer may perform well in one environment while
failing in another environment. The main problem with current
recognizers is that when the acoustic information learned through
training set does not match that of test set, then a serious acoustic
mismatch occurs yielding degraded performance. Solutions to this
problem also encompass a broad range of areas. Mismatch can
take on the form of different background noise or channel
conditions, which focus primarily on acoustic environmental or
transmission conditions. Mismatch can also take on the form of
changing speech production conditions as in the case when
someone is speaking in high levels of noise (i.e., Lombard effect),
performing some high level task demand (i.e., flying an aircraft),
or is under some form of task stress. A variety of speech
production and feature compensation methods for speech under
stress including Lombard effect have been considered in the past
[11,15].  These methods however, are more appropriate for
speech production variability. In this study (for the Aurora
corpus), since acoustic background noise has been added digitally
to the training and test utterances, the speakers do not experience
the Lombard effect, even at SNR levels below 0dB. It is clear that
Lombard effect is present for some noise conditions at a 5dB
SNR level or lower, and therefore improvements demonstrated
with this corpus below 0-5dB SNR cannot be expected to hold
true if the speech were actually produced in such environments
(i.e., as an example, the NOISEX database contains speech with
machine gunner noise at –5dB SNR; results using such data is
virtually useless since the noise has been digitally added to the

stress-free speech and clearly speech production properties would
change for such an environmental noise condition).  Here
however, we only focus on processing schemes which address
acoustic noise conditions. These could focus on features that are
inherently less sensitive to noise, or they may focus on enhancing
the speech signal prior to recognition. An alternative approach is
to adapt models to the particular noisy speech before recognition
and then perform recognition. This last approach gives the
recognizer the ability to adapt to the environment which partially
solves the problem of environment variability. However, effective
model adaptation assumes that there is sufficient adaptation data,
that the noise is reasonably stationary, and that sufficient
computing resources are available when adaptation becomes a
necessity. In fact, rapid front-end enhancement with a proper
feature extraction step performed often can be much more
efficient than a less periodic adaptation process as we will see in
later sections. As such, we emphasize that while word-error-rate
(WER) performance is important, available processing
requirements and algorithm footprint size is critical for
wireless/mobile hand-held cell-phones and personal digital
assistants (PDAs). Therefore, there continues to be a number of
unsolved issues such as sufficiently fast adaptation methods,
adaptation with very limited data and assessment/detection of
when adaptation should be performed.

      In this paper, we present results from our experiments with
the AURORA 2.0 database, which consists of digits degraded
with different noise conditions. We evaluated many techniques
ranging from feature processing to front-end enhancement, model
adaptation to combinations of these methods. Matched training
results can be seen as an upper limit for all these techniques.

      The outline of the paper is as follows; in the next section we
summarize our system and present mismatched recognition
results. Next, we popose use of RCCs instead of MFCCs as a
front-end feature extraction method which yields better results
and fast decoding than MFCCs. In Section 4, we give matched
training results that will set the upper limits for other robust
methods. A good method in dealing with noise, speech
enhancement, is considered next. We consider different
enhancement schemes in hopes of determining the best method
that produces consistent results for the range of noise sources at
hand. In the same section, we also present our results with RCC
parameterization combined with front-end enhancement. As a
final area, we consider model adaptation, where we show that
adaptation techniques yield good results but require much more
computation resources than any other method. We conclude the
paper with a discussion and interpretation of our results.

2. Baseline Recognizer
      While many researchers considering evaluations with the
AURORA corpus will focus their systems using HTK based
tools, we choose to employ a sub-word phoneme-triphone large
vocabulary speech recognition system being developed for robust
speech recognition in car navigation dialog systems [13] and for
audio stream search and information retrieval in the National
Gallery of the Spoken Word [14]. Using sub-word models allows
for a more flexible recognition system if new words are to be
recognized. However, this increase in flexibility causes the
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recognizer performance to degrade especially for low SNR
conditions over a whole-word/isolated word recognizer. As such,
recognition scores presented in this study should be compared
with other processing methods that also uses a large vocabulary
based recognizer with sub-word models. In this section, we
consider transcription details, baseline recognizer structure and
mismatched recognition results.
      Before training, it was necessary to transcribe the entire
training corpus. This was performed using an alignment tool
developed at RSPL-CSLR. The alignment tool uses 12 MFCCs
with 12 deltas, energy, and delta energy. It employs gender
independent monophones trained with 8kHz TIMIT data using a
3-state, left-to-right topology. During segmentation, features were
extracted every 5ms. A text-to-phoneme conversion is used based
on a pronunciation dictionary from CMU. A set of 16 mixture
densities were used to characterize observation probability
densities. We checked a number of transcription files to confirm
good agreement with what a human transcriber would produce.
      For the recognizer, we used 12 MFCCs, deltas and delta-
deltas along with energy, delta energy, and delta-delta energy (a
39 dimensional vector). The HMMs are trained for base phones
and cross word triphones using the AURORA training data. A
total of 8 left and right phone classes were defined for triphone
modeling, using the CMU Sphinx phone set. Finally, all HMMs
have a 3-state, left-to-right topology with no skip states and 4-to-
16 mixtures per state depending on the available training data.
The recognizer lexicon uses a linear phone sequence to represent
pronunciation for each word in the vocabulary. The vocabulary
size is 14 (with silence and unknown word and 2 different
pronunciations of zero and one). Since the digits uttered were
chosen randomly, we gave equal probability to each word. This
basically means that no language model was used. Finally, a
single pass beam search Viterbi decoding process is used in the
recognition phase. We first train our models using the clean
training data given in the database. Recognition evaluations focus
on the clean trained models. Our baseline recognition results are
given in Table 1. We note that although for such a small task
vocabulary, whole-word models are more appropriate, we feel
that a realistic recognizer would use sub-word triphone models.
Therefore, we used sub-word triphone models throughout our
experimentation. For the clean training data our trainer was able
to train 408 triphone models reliably.
TESTA Subway Babble Car Exhibition Avg.
Clean 99.9 99.8 99.8 99.8 99.83
SNR20 92.3 97.8 93.6 90.8 93.63
SNR15 80.0 90.2 77.3 81.8 82.3
SNR10 50.8 61.6 43.8 49.0 51.3
SNR5 19.5 23.1 13.9 14.7 17.8
SNR0 9.8 9.3 5.5 7.8 8.1
Avg. 58.71 63.63 55.65 57.31 58.82

TESTB Restaurant Street Airport Station Avg.
Clean 99.9 99.8 99.8 99.8 99.83
SNR20 96.9 94.9 98.4 94.0 96.05
SNR15 91.7 82.1 92.0 77.6 85.85
SNR10 68.0 52.0 68.6 49.9 59.63
SNR5 28.7 20.0 27.7 19.7 24.03
SNR0 11.3 8.3 10.0 8.2 9.45
Avg. 66.08 59.51 66.08 58.2 62.46

TESTC Subway Street Avg.
Clean 99.9 99.8 99.85
SNR20 90.6 93.3 91.95
SNR15 77.5 80.2 78.85
SNR10 45.4 48.1 46.75
SNR5 18.9 17.8 18.35
SNR0 9.2 8.3 8.75
Avg. 56.91 57.91 57.41

Table 1 Baseline mismatched recognition results

      
Fig. 1 Comparison of whole-word and sub-word results (set A)

      In Fig.1, differences between the whole-word reference
results and our sub-word results are given as a function of SNR
level. For clean conditions, our recognizer with sub-word models
performs even better than the recognizers that use whole-word
models. However, as the noise level increases the disadvantage in
using sub-word models becomes clear, since performance drops
sharply after the 10dB SNR level. The net decrease in the average
performance is approximately 10%.

3. Feature Processing
      Before proceeding to various feature processing techniques,
we provide a short analysis of the noise conditions in the
database. In Fig. 2, average log power in the [0-1500]Hz vs.
[1500-4000]Hz frequency range is illustrated. As seen, most
noise types contain the majority of their energy in the [0-1500]Hz
frequency band which is very important for speech recognition.
Only subway and exhibition hall noise tend to be flat across the
4kHz frequency range, with almost equal average power over the
two frequency ranges.

Fig. 2 Noise characteristics in terms of average power in bands

      We considered many different processing techniques to
improve results over baseline. We considered variable pre-
emphasis, variable cepstral mean subtraction, two different stress
scales [12] and others as well. However, these methods were not
able to improve results over the baseline recognizer. Finally, we
consider root-cepstrum coefficients (RCCs) with a compression
factor of 0.2 in place of MFCCs, which are known to be more
immune to noise and lead to faster decoding [1]. RCC
coefficients can be easily computed using the following formula
which states that instead of taking the logarithm of the filterbank
energies (Si) before decorrelating with a DCT, we simply take the
ri

th root and hence the name RCC coefficients.
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      Results are presented in Table 2. Note the substantial
improvement in performance, the results are even approximately
5 % better than whole-word MFCC reference system on the
average for test set A. Moreover, WER improvements (WI) over
the MFCC baseline recognizer are also reported.

TESTA Subway Babble Car Exhibition WI
Clean 99.7 99.7 99.8 99.9 -29.41
SNR20 97.6 98.5 98.7 97.1 68.28
SNR15 94.3 95.7 96.2 93.2 70.90
SNR10 81.6 84.2 86.1 78.1 64.06
SNR5 51.8 46.8 49.8 47.6 37.95
SNR0 15.8 12.7 12.4 10.4 5.14
Avg. 73.47 72.93 73.83 71.05 49.26
TESTB Restaurant Street Airport Station WI
Clean 99.7 99.7 99.8 99.9 -29.41
SNR20 98.9 98.2 99.1 98.6 79.59
SNR15 95.6 95.4 97.2 95.9 77.57
SNR10 84.3 82.8 89.5 88.3 71.72
SNR5 50.3 49.2 58.9 56.1 43.58
SNR0 16.8 14.6 20.3 17.1 9.9
Avg. 74.26 73.31 77.46 75.98 56.47

TESTC Subway Street WI
Clean 99.7 99.7 -99.99
SNR20 96.3 96.2 53.41
SNR15 91.6 92.5 62.41
SNR10 77.5 77.9 58.12
SNR5 45.5 45.6 33.31
SNR0 14.7 14.9 6.63
Avg. 70.88 71.13 42.78

Table 2 Recognition results with RCC(0.2)

      In Fig. 3, the difference between whole-word MFCC
reference results and our sub-word RCC results are given as a
function of SNR level. For high SNR the difference is small, but
as SNR decreases RCC parameterization clearly outperforms
MFCCs even for a sub-word model system.

Fig. 3 Comparison of whole-word and sub-word results (set A)

4. Matched Training
      In the database, there were also training data for test A to
perform matched training, therefore we trained our models with
this data and recognize the test set A with these models to obtain
the results for matched training conditions. Results together with
relative word error rate (WER) improvements (WI) are given in
Table 3. The average overall improvement in recognition
accuracy (excluding the clean case) for the set of noise conditions
was 30.84 %.

TESTA Subway Babble Car Exhibition WI
Clean 98.00 98.20 98.30 98.40 -51.28
SNR20 96.10 97.50 97.70 97.60 56.52
SNR15 95.30 95.90 96.90 95.80 77.28
SNR10 92.60 93.90 92.30 92.20 85.11
SNR5 84.00 80.20 82.70 82.90 78.64
Avg. 92.00 91.88 92.40 92.13 74.38

Table 3 Matched training results

      Notice the huge difference between mismatched and matched
recognition results. This shows that if we were able to completely
eliminate the acoustic mismatch between the models and
incoming speech, then the performance would be acceptable even
for very low SNR values, assuming Lombard effect is ignored.
Note also that as SNR level decreases the performance gain in
terms of WER improvement gradually increases, meaning for low
SNR levels matched training is much more efficient and
desirable. These results also reflect a reasonable performance
bound for other processing techniques that we consider in later
sections.

5. Enhancement Techniques
      One of the solutions to the problem of speech recognition in
noise is front-end speech enhancement. Enhancement, to some
extent, eliminates the problem of acoustic mismatch by removing
the noise in the incoming speech. If the technique used provides a
good estimate of clean speech then it may increase performance
dramatically. However, there are some issues with this approach
to the problem. First, the enhancement itself could hurt the
speech thereby causing acoustic mismatch. Second, while some
methods work well with one type of noise, they may fail for
another type of noise. An important issue is that most
enhancement algorithms work well for stationary noise and fail
for nonstationary noise as the ability to reliably estimate the noise
power spectra decreases. These issues do limit the usefulness of
front-end enhancement for noisy speech recognition.

      Since it is desirable to obtain a good estimate of the clean
speech spectrum, using spectral subtraction techniques may
potentially give good results. In this study, we consider four
different techniques for enhancement. These are generalized
spectral subtraction (GSS) [6], nonlinear spectral subtraction
(NSS)[5], Ephraim and Malah’s MMSE[4] and noise adaptive
AutoLSP[2,3]. The results obtained via MFCC parameterization
together with average improvements for each method are given in
the following table.

TESTA GSS NSS NA-ALSP(3) MMSE
SNR20 96.75 96.38 95.15 93.93
SNR15 91.88 92.70 90.30 87.35
SNR10 74.63 82.38 76.85 68.15
SNR5 35.15 47.18 51.08 35.05
SNR0 11.58 12.60 20.73 11.42
Avg. 61.99 66.25 66.83 59.18

Table 4 Average results for different techniques (MFCC)

     NSS and NA-AutoLSP(3) have very close results, at high SNR
NSS outperforms NA-AutoLSP(3) but for low SNR levels NA-
AutoLSP(3) gives remarkably good results. However, it turned
out that NSS with RCC parameterization yielded even better
results as we see in Table 5.

TESTA
Subway Babble Car Exhibition WI

SNR20 97.8 98.9 99.1 97.6 74.09
SNR15 96.0 96.4 98.2 94.2 78.53
SNR10 89.6 88.2 92.8 86.0 77.72
SNR5 69.4 60.1 76.8 54.2 53.39
SNR0 29.1 21.2 31.6 19.8 18.85
Avg. 76.38 72.96 79.70 70.36 60.52

Table 5a: NSS & RCC Recognition system: Test A results
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TESTB Restaurant Street Airport Station WI
SNR20 98.4 98.7 99.0 99.1 81.16
SNR15 95.6 96.7 97.4 97.2 81.52
SNR10 87.2 88.7 93.1 92.8 80.39
SNR5 58.4 59.2 71.8 73.6 58.33
SNR0 24.7 26.5 32.6 33.6 23.13
Avg. 72.86 73.96 78.78 79.26 64.90

Table 5b: NSS & RCC Recognition system: Test B results

          The improvement is quite remarkable, since we are close to
matched training results with the NSS+RCC combination. Note
that these results are also better then results obtained with
adaptation of the MFCC based models.

6. Model Adaptation
      Finally, the last area for improvement that we will consider is
model adaptation, in which the models trained with one condition
and adapted to the conditions of the incoming speech via different
adaptation techniques. Regardless of the adaptation technique
chosen we need to have a model of the target noise condition. In
our experiments, we assumed that the first 10 frames of the
available speech file contains noise only, and extracted target
noise statistics from these 10 frames.

      We focus mainly on two adaptation methods, parallel model
combination (PMC)[8] and our Principal Component Analysis-
Parallel Model Combination (PCA-PMC)[9] scheme which is
faster than PMC and gives better results especially for low SNR
values. Note that all adaptation experiments were performed with
MFCC parameterization, and therefore should not be directly
compared with RCC parameterization results. Obviously, further
potential exists if RCC models are adapted with these schemes.

TESTA Subway Babble Car Exhibition WI
SNR20 97.9 98.1 98.0 98.0 68.60
SNR15 93.4 95.3 94.1 94.0 67.23
SNR10 83.4 84.8 80.1 83.5 64.98
SNR5 58.1 55.0 39.4 62.7 43.79
SNR0 19.2 14.4 13.4 22.2 10.01
Avg. 70.4 69.52 65.0 72.08 50.93

Table 6 Recognition results for PMC

TESTA Subway Babble Car Exhibition WI
SNR20 94.0 95.8 94.8 93.3 13.34
SNR15 89.7 90.5 89.8 87.5 40.00
SNR10 80.1 78.4 78.7 76.7 55.81
SNR5 60.2 56.8 55.1 58.1 48.36
SNR0 32.2 22.8 20.5 31.6 20.32
Avg. 71.24 68.86 67.78 69.44 35.56

TESTB Restaurant Street Airport Station WI
SNR20 97.7 96.4 98.0 97.4 33.6
SNR15 94.1 91.7 95.4 93.3 76.18
SNR10 83.4 76.8 85.5 80.7 54.42
SNR5 57.9 41.8 52.6 43.5 32.80
SNR0 19.2 18.4 17.4 18.6 9.88
Avg. 70.46 65.02 69.78 66.7 41.38

Table 7 Recognition results for PCA-PMC

7. Comparison and Conclusions
      In this section, we compare all the results we obtained so far
both with our MFCC sub-word baseline system and reference
MFCC whole-word baseline system. To do this, we average all
recognition results over the SNR levels from 5 to 20 over all
noise conditions obtaining average recognition results for
individual sets. Comparison with our baseline system is given in
Table 8.

Method Test A Test B Avg.
Ref(MFCC-WW) 61.26 66.38 64.45
Base(MFCC-SW) 77.57 66.26 71.92
Ref-Matched(MFCC-WW) 94.34 92.72 93.53
Matched(MFCC-SW) 92.1 N/A 92.1
NSS(MFCC-SW) 79.65 82.04 80.85
RCC(SW) 81.08 83.65 82.37
NSS(RCC-SW) 87.20 87.94 87.57
PMC(MFCC-SW) 82.24 N/A 82.24
PCA-PMC(MFCC-SW) 79.97 80.39 80.18

Table 8 Comparison of all results

      For recognition evaluations, we used 550MHz Pentium-III
machines. The real-time factor (RTF) for various processing
schemes are as follows; MFCC: 0.2xRT, RCC: 0.12xRT, NSS-
MFCC: 0.3xRT, NSS-RCC: 0.23xRT, PMC: 20xRT, and
PCA_PMC: 10xRT. As a result, it is easy to see that RCC is
much more efficient than MFCC both in terms of recognition
accuracy and computation time.

      The most clear conclusion is that RCCs should be used in
place of MFCCs in noisy conditions, and that front-end
enhancement processing (especially NSS or maybe AutoLSP)
together with RCCs can improve results and in some conditions
approach matched conditions. This combined method
outperforms MFCC adaptation schemes as well. If we consider
the computational requirements for NSS-RCC and MFCC
adaptation schemes, we see that NSS-RCC is also much more
efficient than MFCC adaptation. We believe, as a future study,
that if we adapt RCC based models, we could move closer to
matched noise condition MFCC based results.
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