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Abstract
The field of topic spotting in conversational speech deals with
the problem of identifying “interesting” conversations or speech
extracts amongst large volumes of speech data. In this research,
two phoneme-based topic spotting systems were evaluated on
the Switchboard Corpus. Experiments [1, 2] on the OGI Cor-
pus suggested that the new Stochastic Method for the Auto-
matic Recognition of Topics (SMART) yields a large improve-
ment over the existing Euclidean Nearest Wrong Neighbours
(ENWN) algorithm, which had outperformed competing sys-
tems in evaluations [3, 4]. However, the small amount of data
available for these experiments meant that more rigorous test-
ing was required. We reimplemented the algorithm to run on
the larger Switchboard Corpus, and report an improvement of
SMART over ENWN characterised by a 35.8% reduction in
ROC (receiver operating characteristic) error area. Statistical
significance was demonstrated using a modified version of the
McNemar test.

1. Introduction
The problem discussed here is that of determining whether the
topic of a spoken conversation belongs to one or more of a pre-
defined set of topics of interest. Each topic is defined by means
of a number of example conversations, which serve as training
data. A conversation takes the form of an automatically ob-
tained phonemic transcription of a section of telephone speech.

The first topic spotting systems used words as the most
basic units. This meant that a speech recogniser was used as
a front end, transforming the input speech signal into words,
which were then used by the rest of the system. More recently,
however, researchers started concentrating on methods that, in-
stead, use phonemes as the basic units. A number of advan-
tages of this approach have been pointed out in [5], most notably
an increased robustness to recognition errors. Whereas speech
recognition performance was found to be too poor to attempt
using word-based methods without hand-transcribed training
data, phoneme-based methods make it feasible to use automatic
phonemic transcriptions. The main source of difficulty with this
approach, however, is the inaccuracy introduced by using auto-
matic rather than hand transcriptions.

Building on the techniques of word-based methods, a num-
ber of phoneme-based systems have emerged. One of these
is the Euclidean Nearest Wrong Neighbours (ENWN) [3] al-
gorithm, developed at the Centre de Recherche Informatique
de Montréal (CRIM). Previous results [3, 4] indicated that this
algorithm outperformed competing methods. We developed
SMART (Stochastic Method for the Automatic Recognition of
Topics) [1, 2] as an extension of ENWN, incorporating a sta-
tistical model of the recogniser performance and a probabilis-
tically motivated distance measure for comparing topics. This

results in greater robustness against phoneme recognition error
and corresponding improvements in performance.

In this research, the ENWN and SMART systems were
evaluated using the Switchboard Corpus [6]. We present com-
parative results and analyse the statistical significance of the im-
provements obtained by SMART.

2. A brief description of ENWN
This section gives a brief overview of the ENWN system, illus-
trated in figure 1. A detailed description can be found in [3].

2.1. Topic comparison

The core of ENWN is a large lexicon, consisting of a list of
keystrings (phoneme n-grams) of which the occurrence frequen-
cies in an incoming test conversation are to be compared with
those in the topics of interest.

When an incoming test conversation is encountered, a con-
versation vector is constructed by measuring the occurrence fre-
quency of each of the keystrings. This can then, for each topic
of interest, be compared to a topic-specific vector of occurrence
frequencies. The comparison is performed by calculating the
Euclidean distance between the vectors, which yields a topic
score indicating the distance between the incoming conversa-
tion and the topic under consideration. Finally, this score can
be thresholded in order to determine the detection decision. The
decision threshold will depend on the relative costs assigned to
missed detections and false alarms. Since these costs vary from
application to application, it is standard procedure to evaluate
results over the entire range of possible thresholds.

2.2. Training

The lexicon is initialised by selecting those phoneme n-grams
that occur a fixed minimum number of times in the training data
and fall within a given length range. In order to maximise topic
discrimination it is then pruned as follows:

For each training conversation vector C the n-gram fre-
quency vectors for the correct topic R(C) and the nearest wrong
topic W(C) are found. Next, an error function E is calculated
for the entire training set:

E
def
=
X

C

(k R(C);C k � k W(C);C k) (1)

where jj � jj denotes the distance measure used in the topic
comparator (Euclidean distance in the case of the ENWN al-
gorithm). In order to minimise the error function, the lexicon
n-gram member making the largest positive contribution to E

is removed. This process is continued until an optimal lexicon
size (estimated beforehand on a validation data set) is reached.
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Figure 1: Block diagram of the ENWN system.

3. SMART
The structure of SMART is identical to that of ENWN shown in
figure 1. However, the system components have the following
important differences:

� The hard counts obtained for the ENWN keystrings are
replaced by soft counts, taking into consideration that
many keystrings in the phonemic transcriptions are cor-
rupted.

� The topic comparator, which compares the feature vector
extracted from a conversation to those extracted from the
topics of interest, makes use of a probabilistically mo-
tivated distance measure rather than the Euclidean dis-
tance measure that was chosen ad hoc for the ENWN
system.

3.1. Modelling the front end

While the ENWN system detects only uncorrupted occurrences
of a keystring, it is possible to extend the algorithm to also
detect corrupted versions. This is facilitated by modelling the
recognition errors made by the front end. While methods based
on dynamic programming or Hidden Markov Models (HMM)
could be used to model insertion and deletion errors, the com-
putational complexity of such methods make them impractical
for use with the large lexica produced by ENWN (typical lexi-
con sizes are in the order of 40,000-190,000 before and 1,000-
5,000 after training). However, errors resulting from substitu-
tions (misclassification of individual phonemes) can be mod-
elled much more simply.

We distinguish between a hypothetical “true” phoneme se-
quence x and, corresponding to it, the corrupted sequence y
observed at the output of the phoneme recogniser. Our goal
is to find the probability P (xjy) of a true sequence, given the
recogniser output. Since no insertions and deletions are to be
modelled, we assume that there is a one-to-one correspondence

DCBA

Figure 2: Structure of the sequence matcher.

between the phonemes in these sequences. Under this assump-
tion, the structure illustrated in figure 2 can be used to perform
the estimate.

The sequence matcher can be viewed as a simplified HMM
that allows only one state sequence, with all transition probabil-
ities equal to 1. The states A to D correspond to the phonemes
of sequence x (illustrated for a sequence of length 4). Thus an
observed phoneme sequence y can be matched to x by matching
each of the phonemes in y with the corresponding state in the
sequence matcher. Note that y is constrained to have the same
length as x (an effect of neglecting insertions and deletions).

The function of a sequence matcher state is to specify the
probabilities of the possible substitution errors involving the
phoneme associated with that state. Given a phoneme yi, ob-
served at position i of a transcribed sequence, the ith state of the
model outputs the probability P (xijyi) that yi was produced
as a result of the phoneme xi in the original sequence. Ignor-
ing context dependency, the desired probability is estimated di-
rectly from a confusion matrix describing the front end perfor-
mance. Such a matrix is typically obtained during evaluation of
the phoneme recogniser on general training data.

The sequence matcher produces an output by combining the
scores obtained for the individual states:

P (xjy) =
NY

i=1

P (xijyi) (2)

where N is the length of the sequences x and y.

3.2. Soft counts of lexicon members

Using the method described above, the probability of each
keystring x in the lexicon matching a section of the “true”
phoneme sequence is estimated. We can then calculate the ex-
pected value of the “true” count of x by summing these proba-
bilities over all subsets y of the corrupted output sequence:

E(Cnt(x)) =
X

n

P (xjyn) (3)

where E(Cnt(x) is the expected value of the number of times
that the keystring x occurred in the uncorrupted input conversa-
tion. yn is the nth keystring in the observed conversation.

This expected value is a soft count, which yields a more
precise estimate of the number of occurrences of a keystring
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and eliminates the hard decisions made by ENWN during the
counting process.

3.3. Cross-entropy distance measure

It is natural to think of the frequency vector of each topic as
describing a (partial) topic-dependent unigram language model.
This is because each frequency is in fact a maximum likelihood
estimate of the context independent probability of occurrence
for the corresponding keystring. Adopting this point of view,
we can calculate the probability P (CjT ) of the observed con-
versation C, given the topic T , as follows:

P (CjT ) '
Y

i

P (LijT )Cnt(Li) (4)

where P (LijT ) is the probability, for topic T , of an observed
keystring being the ith lexicon element Li and Cnt(Li) is the
number of times this lexicon element occurs in the transcribed
conversation. We approximate these quantities using the ith el-
ements of the conversation vector C and topic vector T (Ci and
Ti respectively) and then take the negative log to obtain a quan-
tity that can be used as a distance measure:

� log P (CjT ) ' �
X

i

NCi log Ti (5)

where N is the number of phonemes in the transcribed conver-
sation. This is the cross-entropy (CE) between the vectors C
and T. After Bayesian inversion we get:

� log P (T jC) ' �
X

i

NCi log Ti � log(
P (T )

P (C)
) (6)

Since the occurrence frequency of a topic in the training data
cannot be assumed to correlate with that in the test data of
a practical application, it is standard practice to assume equal
prior topic probabilities, which allows us to discard the second
term. We also ignore the constant scaling factor N , and define
the CE distance measure as follows:

jjT;CjjCE
def
= �
X

i

Ci log Ti (7)

This distance can now be used to replace the Euclidean measure
during topic comparison and training. For training, the error
function of equation 1 therefore becomes:

ECE =
X

i

X

C

(CilogWi �CilogRi) (8)

Thus, for each pruning iteration, the lexicon member corre-
sponding to the maximum term in the above summation is cho-
sen as the one to be removed.

4. Experimental setup
4.1. Front end

The front end for both algorithms was a phoneme recogniser
that was trained and evaluated on the 1996 ICSI Switchboard
phonetic transcriptions [7]. Diacritic stripping was performed
to fold the original transcriptions down to a base group of 38
phonemes and two garbage classes (one general and one for stop
sound closures and releases), which were explicitly modelled as
separate phonemes. Standard three-state left-to-right one-skip
Hidden Markov Models, using full covariance Gaussian density

functions, were used to create context independent models of
the different phonemes.

The confusion matrix used for the SMART system was pro-
duced during the process of evaluating the recogniser. The over-
all phoneme recognition accuracy was measured as 43.1%.

4.2. Switchboard Corpus

Experiments were carried out on the same subset of the Switch-
board Corpus as that used by CRIM. It contains 507 files cover-
ing 10 topics and comprising a total of 1462 minutes of speech.
The topic distribution can be seen in table 1. Note that the top-
ics are such that conversations may well fit more than one topic
(e.g. “crime” and “gun control”). Since each conversation is
allocated to only one topic in the corpus, many detections reg-
istered as false alarms may in fact be correct.

Topic Topic

Music
Crime

36
51
53
38
59

27
69
61
55
58

Air pollution

Gun control
Buying a car

Universal public service
Pets
Public education
Exercise and fitness
Family life

Nr Nr

Table 1: Number of conversations for each topic in the Switch-
board subset.

The files were arranged in the ratio 9:1 (training set:testing
set). The training data was split in the proportion 4:1 (training
subset:validation subset) with the validation subset used to esti-
mate the appropriate size of the final lexicon as a percentage.

4.3. Experiments

Preliminary experiments were performed to determine optimal
parameters for lexicon initialisation. For both algorithms, best
performance was obtained by allowing lexicon members with
lengths from 2 to 4 and by setting the recurrence threshold for
initialisation equal to 2, so that all lexicon members that oc-
curred at least twice in the training set were included in the
original lexicon.

Since the task was a detection problem, system evaluation
was performed by means of ROC (receiver operating character-
istic) curves, which show the trade-off between different false
alarm and detection rates. The error area above the ROC curve
was used to evaluate system performance. Closed-set tests were
conducted in order to achieve better utilisation of the available
data. The algorithms did not, however, assume closed-set test-
ing and ignored the fact that each conversation was allocated to
exactly one of the topics.

The performances of the two competing algorithms were
evaluated, as well as a system using soft counts along with the
Euclidean distance measure.

5. Results
Details of the trained lexicons and overall results are shown in
table 2. The introduction of soft counts, used along with the
Euclidean distance measure, resulted in an 11.5% reduction in
ROC error area.

When the cross-entropy distance measure was added to this
system a further reduction of 27.5% in error area was observed,
with the overall improvement over ENWN equalling 35.8%. It
was observed that this measure manages to isolate longer lexi-
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con members during extended pruning of its initial lexicon than
the Euclidean distance measure. Since longer lexicon members
tend to contain more topic-specific information, this may well
contribute to its success.

Size of 

1222

405

13234 0

23

141

Feature
extraction

Distance
measure

Lexicon members of length
trained lexicon error area

ROC
2 43

Hard

Soft

Soft CE

0.218

0.193

0.14

33

14

11803

1048

368

1431

Euclid.

Euclid.

Table 2: Overall results.

The overall performance of ENWN and SMART is shown
in figure 3. It is clear that SMART outperformed ENWN on the
Switchboard subset.

Statistical significance of the results was verified by means
of a McNemar test [8], modified to compensate for the fact that
the problem was one of detection rather than classification. The
modified test (see [1] for a full description) performed sepa-
rate significance measures over a range of relative cost ratios
(missed detection:false alarm). For each ratio the probability
was calculated that the measured difference between two algo-
rithms could have arisen under the null hypothesis.

The test for statistical significance was evaluated over a
range of relative cost ratios spanning from 0.25 to 4, with the
threshold for rejecting the null hypothesis set to 0.1. Figure 4
indicates that the improvement was significant for a large range
of cost ratios.

6. Discussion
We expect that the results could further be improved by using
a more sophisticated phoneme recogniser. Earlier experiments
[1, 2] indicated that an improvement in phoneme recognition
accuracy not only resulted in improved performance for both
algorithms, but also increased the improvement of SMART over
ENWN. It thus appears that the advantages obtained by SMART
apply even when phoneme recognition is good.

The results previously obtained on the OGI Corpus [1, 2]
were positive, but tentative due to the restricted amount of data
available and the small number of topics. The purpose of the ex-
periments reported here was to investigate whether the SMART
system would yield similar performance under the more rigor-
ous test of the larger and standardly used Switchboard Corpus.
We conclude that our initial optimism was justified.

7. Summary
We presented two phoneme-based topic spotting algorithms,
ENWN and SMART, describing how the latter extends the for-
mer by introducing a model of phoneme recognition error, prob-
abilistically motivated counts of keystring occurrences and a
probabilistically motivated distance measure. Comparative ex-
periments on the Switchboard Corpus yielded an overall im-
provement in performance characterised by a 35.8% reduction
in ROC error area, which was found to be statistically signifi-
cant over a large range of relative cost ratios.
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