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ABSTRACT

Automatic speech recognition of real-life conversational

speech is a precondition for building natural human-centered

man-machine interfaces. Being able to extract speech utter-

ances from real-life broadcast news audio streams and transcrib-

ing them with an overall word accuracy of 83% we are still faced

with the problem of transcribing true conversational speech in

real-life (i.e. bad) background conditions. The switchboard

task focusses on the latter problem. The paper summarizes a

set of experimental investigations on the switchboard corpus

using the Philips LVCSR system.

1. INTRODUCTION

In addition to the 'conversational intelligence', robust conver-

sational interfaces require two speech recognition technologies:

� extraction of human foreground speech utterances from

continuous acoustic signal streams, containing real-life

audio, which includes civilisation noise, like background

speakers, car noise, music etc.

� recognition of the extracted but naturally spoken speech

in bad acoustic conditions

The work on broadcast news data (Hub-4) allowed us to develop

methods to extract utterances of human speech from real world

audio streams. The transcription of broadcast news data was

done with an word error rate of about 17%. On conversational

speech over the telephone channel (a subtask of Hub-4 called

F2), we observed word error rates of about 27%, whereas clean

and non-spontaneous speech (F0) is transcribed with an error

rate below 10%. We are now focussing on transcribing conver-

sational speech in diÆcult background conditions. The starting

point for our investigations is the Philips Hub-4 system, which

is now adapted to the switchboard task (Swb).

Hub-4 System Our Hub-4 system [1], [2] consists of three

decoding stages: segmentation, one-pass trigram decoding and

discriminative model combination. The segmentation stage

aims at �nding unknown sentence boundaries. It transforms

the continuous broadcast news audio stream in a sequence of

spoken utterances (segments), which are similar to sentences.

Given this set of spoken utterances a one-pass trigram decoding

is performed, aiming at compact lattices with a high linguistic

coverage [3]. The lattices are rescored using all available acous-

tic and language models (we used 7 models). Application of the

DMC-pass (with all 7 models) provides the �nal transcription

[4], [2].

Adapting to Swb To simplify our analysis, we utilized a

gender-independent word-internal triphone trigram system run-

ning in one decoding pass with a dynamic bigram language

model look-ahead at about 20 times real-time. The pronuncia-

tion dictionary was provided by CLSP at Johns-Hopkins Uni-

versity (JHU-dictionary). The trigram language model as well

as the acoustic model was trained on the available acoustic

data of the 60h Swb-I training corpus. For the experiments

we exploited our Hub-4 frontend, which is based on a stan-

dard MFCC-LDA parametrization. Experiments on the Hub-4

data [5] and preliminary experiments on the switchboard task

showed that an optimized MFCC-LDA frontend cannot be out-

performed by other LDA and non-LDA frontends, which are

based on introducing concepts from psychophysics, like PLP or

MF-PLP. Estimation of the LDA matrix on the Hub-4 F2 data

outperformed the estimation on the switchboard data. Cep-

stral mean and variance normalization are applied. It is well

known that a constant (unknown) channel transfer function af-

fects the mean of the cepstral features and that additive noise

results, among other e�ects, in a mean shift and reduction of

the variance of the distributions of the cepstral coeÆcients [6].

The emission densities of the HMM's are modeled by continuous

mixtures of Laplacian densities with a single, globally pooled de-

viation vector. We also applied decision tree clustering (adapted

to Laplacian densities [7]) for a robust within-word triphone

modeling. The acoustic model consists of about 6k clustered

triphone states with 360k Laplacian emission densities trained

on 60h of the Swb-I corpus.

Using the described setup we investigated independently the

e�ects of

� an improved pronunciation modeling (section 2)

� a corrective discriminative training (section 3)

� acoustic adaptation (section 4)

and the predictability of 'bad' utterances (section 5).

2. PRONUNCIATION MODELING

Due to the highly variable and less articulated utterances oc-

curing in conversational speech the ability of the pronunciation

dictionary to cope with a wide range of pronunciation variation

is of particular importance [8, 9, 10, 11]. It is however acknowl-

edged, that simply adding pronunciation variants to the sys-

tems dictionary leads to increased confusability between words.

Therefore the integration of pronunciation variants should be

accompanied with an appropriate incorporation of pronuncia-

tion prior probabilities into the decoding procedure. The fol-

lowing section shortly describes the methods we applied in our

experiments. A more detailed description can be found in [12].

In the sequel w will be associated to a unique linguistic word

entity. The wordlist D = w1; w2; :::; wD of our dictionary has

D entries, each of it, wl, having a speci�c amount of Vl indi-

vidual pronunciations vl1; vl2; :::; vlVl . The unigram probability

distribution of wl which is given by P (vlj jwl) is subjected to
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the normalization constraint
PVl

j=1
P (vlj jwl) = 1; Vl � 1; 8wl:

In our implementation multiple pronunciations of the same lin-

guistic word are tied with respect to the m-gram language mod-

els, i.e. P (vlj j H) = P (wljH); j = 1; :::; Vl; 8wl; with

H = fw1; w2; :::;wm�1g being the m-gram word history pre-

ceding wl. Now let wN1 = w1; w2; :::;wN be a hypothesized

word sequence and vN1 = v1; v2; :::; vN be one possible sequence

of pronunciations related to w
N
1 . By x

T
1 = x1; x2; :::; xT we

will denote the input vectors and by s
T
1 = s1; s2; :::; sT one

state sequence corresponding to the concatenated pronuncia-

tions HMMs. According to the maximum likelihood principle

the decoded word sequence ŵN1 is de�ned as

ŵ
N
1 = argmax

wN
1

P (wN1 jx
T
1 ) (1)

Explicite integration of alternate pronunciation sequences is ob-

tained by

ŵ
N
1 = argmax

wN
1

X
vN
1
�V (wN

1
)

X
sT
1
�S(vN

1
)

P (wN1 ; v
N
1 ; s

T
1 jx

T
1 ) (2)

where V (wN1 ) denotes the vN1 linguistically equivalent to w
N
1

and S(vN1 ) denotes all sT1 through the compound HMM of vN1 .

In our decoder the Viterbi or maximum approximation is car-

ried out on state sequences and we restrict pronunciation priors

to unigram probabilities. Therefore, after applying Bayes deci-

sion rule, we can factorize equation (2) into products of individ-

ual word contributions and arrive at the following optimization

problem:

argmax
wN
1

P (wN1 )
X

vN
1
�R(wN

1
)

 
NY
i=1

P (vijwi)

!
P̂ (xT1 jv

N
1 ) (3)

Note that in general, the word boundary points depend on the

whole pronunciation sequence v
N
1 . In view of the underlying

complexity if this constraint had to be ful�lled exactly, we ap-

plied the following two approximations [12]:

� 'max': Maximum approximation instead of summing over

all vN1 .

� 'sum': Time-synchronous approximation of the sum over

all vN1 , assuming the word boundaries to depend on w
N
1

instead of vN1 .

The pronunciation variant handling described in the preceding

chapter was applied together with dictionaries representing dif-

ferent amounts of pronunciation variability. Starting out from

a background dictionary we obtained from CLSP at the Johns-

Hopkins University, pronunciation frequencies were estimated

on aligned training data. Using those estimates, di�erent dic-

tionaries were built containing the most frequent 5, 10, 15, 20%

pronunciation variations. Each dictionary was used for a re-

training of the acoustic model and for a reestimation of the

unigram priors. The results of decoding experiments, were we

applied the new acoustic and pronunciation model and the re-

spective dictionary can be found in table 1. As expected,

the biggest gain was observed in both scenarios when introduc-

ing the most frequent 5% pronunciations. Further smaller but

still consistent improvements of about 1% absolute could be ob-

tained by adding up to 20% pronunciations to the dictionary.

The best result of 42.4% was obtained using the 'sum' scenario

together with the 20% dictionary. That setup outperformed the

best 'max' scenario by 1% absolute. Table 2 shows the e�ect

of the approximation of equation (3) on the Hub-4 task and on

the switchboard task.

dictionary WER (%) max WER (%) sum

5% 44.3 43.4

10% 43.8 42.7

15% 43.4 42.7

20% 43.4 42.4

Table 1: Word error rates for various pronunciation dictio-

naries derived from the JHU-dictionary on Swb dev'97

task type of approximation WER (%)

Hub-4 eval'97 max 20.9 (ref.)

Hub-4 eval'97 sum 20.6 (-1.4%)

Hub-4 eval'98 max 21.2 (ref.)

Hub-4 eval'98 sum 20.8 (-1.9%)

Swb dev'97 max 43.8 (ref.)

Swb dev'97 sum 42.7 (-2.5%)

Table 2: Application of 'sum' versus 'max' approximation in

a fast one-pass trigram decoding, comparison between Hub-4

eval'97/98 and Swb dev'97, JHU-dictionary

3. DISCRIMINATIVE TRAINING

In a number of applications, discriminative training (DT)

has been shown to substantially improve recognition perfor-

mance as compared to maximum likelihood (ML) training

[13, 14, 15, 17, 18]. Discriminative training focusses directly on

misclassi�cations by increasing the class separability between

the acoustic models. Whereas in small vocabulary tasks in gen-

eral large performance gains are obtained with discriminative

training, a successfull application in large vocabulary tasks is

much more involved [18]. The key issues are generalisation (i.e.

to obtain acoustic models yielding signi�cant performance gains

also on independent test data) and resources (i.e. to perform

discriminative training in a reasonable amount of time with a

reasonable amount of resources). A commonly used discrimina-

tive training approach is to maximize

F (�) =

RX
r=1

log p�(WrjXr)

=

RX
r=1

log
p�(XrjWr) p(Wr)

p�(Xr jWgen)
(4)

with

p�(XrjWgen) :=
X
W

p�(XrjW ) p(W ) : (5)

This training criterion (\maximum mutual information", MMI)

simultaneously tries to increase the likelihood of the spoken

word sequence Wr and to decrease the likelihood of compet-

ing hypotheses W contained in the \general model" Wgen. In

general, Wgen is obtained by a recognition pass on the training

data. The discriminative objective function in (4) cannot be

optimised directly. The implementation of the discriminative

training process can be greatly simpli�ed if the general model

(5) is restricted to the recognized text. Since in this case cor-

rectly recognized sentences cancel out in equation (4), only mis-

recognized sentences contribute to the training criterion. The

resulting algorithm is called corrective training (CT). In previ-

ous experiments, we investigated the performance of CT on a

continuous digit string task (male part of the SIETILL corpus,

2.5h training and test data each) and an isolated word recog-

nition task (4h training and 3.5h test data, 10k dictionary, 16k

triphones, results in table 3). We generally observe that the

improvements obtained by corrective training become smaller
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corpus crit. iter. Train Test

WER WER

SIETILL male digits ML - 2.42 2.85

(4 densities/mixture) CT 24 0.99 2.29

SIETILL male digits ML - 0.38 1.85

(118 densities/mixture) CT 10 0.10 1.81

CT 20 0.05 1.81

isolated words ML - 13.06 14.13

(4 densities/mixture) CT 6 10.11 12.84

isolated words ML - 2.49 7.91

(61 densities/mixture) CT 10 0.79 7.80

CT 20 0.54 7.80

Swb dev'97 ML - 24.4 44.3

(60h training) CT 1 20.8 42.3

Table 3: Comparison of word error rates (WER, in %) for

maximum likelihood (ML) and corrective training (CT) on dif-

ferent corpora. \crit." denotes the training criterion, \iter."

the number of iterations.

with increasing acoustic model resolution (number of densities

per mixture) [16]. On the digit string task, we found that CT

on noisy data gave larger improvements than CT on clean data

[19]. On both corpora, larger improvements were obtained us-

ing Rival Training [20].

On the Switchboard corpus we �rst concentrate on CT due

to its simplicity and eÆciency in implementation. Due to the

amount of switchboard training data, and the resulting time re-

quired to carry out one iteration of CT, it is necessary to tune

the iteration step size in order to accelerate the training process

as much as possible. The result is given in table 3; the second it-

eration CT gave no further improvement on the test data. Note

that performing CT on a small training corpus (2.2h training

data) did not give any improvements on the test data over ML

training (57.9% WER for CT as compared to 58.1% for ML).

4. SUPERVISED RECOGNITION

Of special interest e.g. for analysis purposes is the question

whether any predicitions can be made about potential misrecog-

nitions in unsupervised mode from supervised recognition re-

sults. In order to judge the supervised results and to detect

potential recognition or modelling problems, we used a \general

speech model" as \general model"Wgen. For this model, repre-

senting speech as a whole, we used the same topology as that of

an individual phoneme. It was trained, however, on all speech

frames of the training data (in an independent training pass), re-

placing each corpus phoneme by the \general speech" phoneme.

Let p(XrjWgen) be the likelihood of utterance (sentence) Xr

given the 'general speech model' Wgen and let p(XrjWr) be

the likelihood of utterance Xr given the spoken word sequence

Wr. A simple method to detect potential recognition problems

('suspicious sentences') is to use a sentence-wise 'log-likelihood

ratio test', using the score generated by the acoustic model in

supervised mode and the score generated by the general speech

model:

log
p(XrjWr)

p(XrjWgen)
> � : (6)

We then tag a sentence as \suspicious" (expected to give a

large WER in unsupervised recognition), if eq. (6) is not sat-

is�ed. Varying �, the fraction of sentences tagged suspicious

can be varied: the larger �, the larger the fraction of sentences

tagged suspicious. We found two interesting ranges for �: �

\small" results in few sentences tagged suspect. Here, we found

that the sentences tagged suspicious indeed have a high error

rate in unsupervised recognition, i.e. the proposed log-likelihood

ratio test is able to detect \problematic sentences" in unsuper-

vised recognition. For example, tagging 37% of the sentences

(17% of the words) suspicious, we obtain a word error rate of

63.4%, as compared with 42.2% for the full corpus. It should be

noted that using smaller threshold values leads to an increased

fraction of short sentences being tagged suspicious, mostly con-

sisting of short hesitation words.

The second interesting range is to use a \large" threshold

value, resulting in a large fraction of sentences tagged suspi-

cious. Here, it is interesting to focus on the non-suspicious sen-

tences. For example, tagging 96% of the sentences suspicious

leads to a non-suspicious corpus of 4% of the sentences (6% of

the words). On the non-suspicious corpus, the word error rate

is reduced to 22:4%.

For a more detailed analysis, we group together sentences

with a similar word error rate in unsupervised recognition. For

each WER interval, we plot the number of suspicious / non-

suspicious sentences divided by the total number of sentences

in that interval. For the small suspicious corpus (small �), we

see that the fraction of sentences marked suspicious increases

with increasing WER (solid histogram in �gure 1). (The peak

at WER = 0 is explained by noting that the misrecognition of

hesitation words is not counted as an error.)
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Figure 1: Solid histogram: Fraction of sentences with a par-

ticular unsupervised recognition WER marked as suspicious for

small �.

Dotted histogram: Corresponding plot for the unsuspicious sen-

tences and large �.

For the large threshold value, focussing on the non-suspicious

sentences, the dotted histogram in �gure 1 shows a decrease of

the fraction of non-suspicious sentences with increasing word

error rate. The area under the dotted histogram is smaller in

this case since fewer sentences are tagged non-suspicious.

We are currently extending these preliminary experiments to a

similar potential error tagging on the word level.

5. SPEAKER ADAPTATION

Vocal Tract Normalization (VTN) performs a speaker nor-

malization in the signal space by, typically linearly, warping the

frequency axis by a speaker-speci�c warping factor [21], which

requires a preliminary transcription of the utterance to be rec-

ognized. This �ts nicely with our decoding strategy, which is

two-pass anyway due to the MLLR speaker adaptation requir-

ing also a transcription of the data to be recognized. The second

trigram decoding pass then operates on the frequency warped

features and the MLLR adapted emission probabilities. The

regression classes are based on phonetic knowledge and are dy-
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namically de�ned using a tree organisation. The amount of

adaptation speech determines both the number of active re-

gression classes and the structure of the MLLR transformation

matrices [22]. Table 4 highlights the obtained word error rates.

It can be seen that the joint e�ect of VTN and MLLR is a re-

duction of the word error rate by 10.3% relative from 23.4% to

21.0% on the Hub-4 eval'97 test data. The gain on the Swb

dev'97 data is comparable (10.2%).

Table 4: Word error rates in % on Hub-4 eval'97 and swb-

dev'97 before and after VTN and MLLR adaptation using

within-word triphone models, trigram language model

Hub-4 Hub-4 SWB

eval'97 eval'97-F2 dev'97

no adaptation 23.4 33.7 44.3

VTN + MLLR 21.0 29.2 39.5

gain -10.3% -13.35% -10.2%

6. SUMMARY

We compared the gain of several algorithms in our switch-

board LVCSR system. We found, that the relative improvement

on the switchbaord task is similar to the improvements found in

the Hub-4 domain, whereas the absolut word error rate is signif-

icantly higher on the switchboard task compared to the Hub-4

task. Improving the acoustic models by pronunciation weight-

ing/summation as well as by VTN/MLLR adaptation gave the

same relative performance gain on both tasks, Hub-4 and Swb.

Corrective training, a simpli�ed form of discriminative training,

improved the system by 5% relative.
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