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With this work we evaluate the Philips continuous speech
recognition system on the standardized AURORA noisy digit
string recognition task. A variety of noise robust algorithms,
ranging from spectral subtraction during the feature extraction
stage, to adaptation techniques in the HMM-decoding stage,
are applied and their effects are presented. Detailed
experimental results show the contribution of the single
approaches to the overall system performance. By thoroughly
combining the best performing of the standard algorithms, we
achieve in the weighted average performance figure, as
defined over the six basic AURORA tasks, a total
performance of 92.42% word accuracy.
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Still, speech recognition under adverse noisy conditions is a
challenging research topic even for small vocabulary tasks.
Especially non-stationary and noise conditions, which were
not seen in the training material for the HMM based
recognizers, have been identified as the major reasons for
degraded performance. A huge variety of algorithms has been
presented over the years to enhance the robustness of the
automatic speech recognition against additive as well as
convolutional noise. The approaches range from mere pre-
processing algorithms, suppressing noise in front of the ASR
system, over noise robust feature extraction schemes, towards
measures inside the core HMM system like compensation and
adaptation algorithms. With the AURORA 2.0 database
introduced recently [1], a framework is available to compare
different algorithms and systems on a common basis. One
evaluation strategy on this database is, to keep the recognition
engine fixed to a pre-defined HTK reference setup [1], and
thus to benchmark different pre-processing and feature
extraction methods only. Another strategy, and we are
following this strategy with this paper, is, to evaluate an entire
ASR system in its whole processing chain from the signal
acquisition stage up to the back-end HMM recognizer.
Aiming at improved overall performance on this database, we
examine noise robust algorithms and strategies at several
stages, from noise subtraction in the input signal to HMM-
adaptation during recognition. Experimental evaluations
describe the gain in performance achieved with each measure
individually as well as in their interplay to finally configure
an optimized system.
The paper is organized as follows: The next chapter sketches
the properties of the Philips continuous ASR system and its
basic setup for the AURORA digits task. Chapter 3 presents
the algorithms examined in order to achieve noise robust
behavior, before, in chapter 4, detailed experimental results

are given. A discussion of the improvements achieved and an
outlook to further potential for progress follow in chapter 5.
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The Philips continuous ASR system, nicknamed ��	���,
offers a variety of algorithms and configurations to tackle
different speech recognition tasks. The range is from small
footprint command and control applications over dialog and
dictation applications towards complex spontaneous speech
transcription systems. For the AURORA digit string
recognition task, the evaluation focus is on robustness against
additive noise as well as convulsive distortion stemming from
an unknown transmission channel. For this small vocabulary
application we chose the following baseline set-up for the
recognition system:
The front-end for this 8kHz task consists of the computation
of 12 MFCCs. After an initial one-tap FIR pre-emphasis
filter, Hamming windowed frames of 32msec length are fed to
an 256point FFT. 23 mel-spaced triangular shaped log-
filterbank channels are transformed to 12 static cepstral
coefficients. The final feature vector is built by adding 12 first
order regression-delta coefficients, computed over 5 frames,
resulting in a feature vector dimension of 24. Mainly due to
efficiency reasons the frame-shift is chosen to 16msec, after
initial experiments proved no loss in performance, compared
to the common 10msec setting.
The HMM-recognizer [2] is configured to contain one single
state silence model, and a set of whole word models for the
digits, where the number of states for each model is chosen
independently on the basis of a segmentation statistic during
the training procedure. An important point to evaluate is to
apply gender dependent models since the AURORA corpora
comprise this gender information as already the underlying
TI-digits database did. Since no out-of-vocabulary words are
present in the database, let aside the speech passages e.g.
inside the “babble noise” condition material, we chose to
waive any garbage models.
An important measure, when comparing different systems is
the overall number of free parameters in the acoustic model,
i.e. the total number of components of mean and variance
vectors. In its configuration for the digit recognition task the
��	��� system uses non-tied Laplacian mixture densities for
the HMM-states and one single, state independent, diagonal
covariance matrix. The state transition probabilities are fixed,
allowing only loop, forward, and skip transitions. During
HMM-training a simple density splitting criterion is used
based on thresholding of observation counts. The
performance of a small footprint baseline system of 900
densities in total, which is comparable in resources to the
HTK reference setup, is the starting point for the evaluations.
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The effect, when spending higher effort by a larger size of the
parameter space as well as the effect when applying gender
dependent models, is outlined in the chapter 4.
Based on this initial setup a variety of algorithms especially
tackling the problem of noisy environments have been
evaluated, as described in the following.
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CMN reduces the influence of a slowly changing acoustic
environment, e.g. of a telephony transmission channel, by
filtering each feature vector component with a first-order

high-pass filter. The long-term mean
&

µ̂ of the cepstral

features ),( ���  is estimated by

  ),()1(),1(ˆ),(ˆ �������
&&

αµαµ −+−=     (1)

and then subtracted
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Such recursive realization of CMN allows for a time-
synchronous or online processing scheme, a paradigm, we
followed with the choice of all the algorithms to follow. Not
to introduce additional delay is important for real-world
systems, despite the fact, that by non-causal algorithms, like
utterance-wise normalization, performance could be greatly
increased. CMN is enabled in all the experiments to be
presented here.
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NSS is applied to cope with additive noise. Let ),( ���
denote the speech spectrum corrupted by additive noise and

),(ˆ ���  be an estimate of the noise spectrum, obtained

during noise-only periods. The subtraction rule is
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with a time- and frequency-dependent overestimation factor

),( ��α  that is determined from the current signal and noise

condition [3]. The floor factor β ensures a minimum noise

floor in case the local noise estimate is larger than the current
local speech plus noise signal.
A crucial component for most spectral subtraction type
enhancement techniques is the noise estimator. Typically, a
voice activity detector (VAD) is used to classify a frame as
speech plus noise or noise, and the estimate is derived from
the noise-only frames. Misclassifications in the VAD spoil the
noise estimate and the spectral subtraction result. A method
without the need for a VAD was presented in [4]. It uses
histogram quantiles of the corrupted speech spectra to
estimate the noise and is related to minimum statistics based
techniques [5]: Even during speech periods not all frequency
bands are permanently occupied by speech components.
Therefore, a significant percentage of the time the energy in
each frequency band is on the noise level. This observation is
used to estimate a noise power spectrum from the observed
signal by taking the �-th quantile over time in each frequency
band.

More precisely, for each band � the past � frames are sorted

such that ),(),(),( 10 ��������� ≤≤≤ � . The

�-th quantile noise estimation is defined as
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Noise Masking or SNR normalization [6] can cope with some
of the artifacts introduced by spectral subtraction and exploits
the masking effect of the human auditory system. The filter

bank energies ),( ��� , are masked with a masking function

),( ���
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The masking value is computed as a function of the
instantaneous SNR. The instantaneous SNR in turn is derived
as the ratio between smoothed filter bank output signals

considered as speech (plus noise), ),( ��� , and those

considered as noise only ),( ���
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Smoothing incorporates a one-tap low-pass filter, for example
for the noise-only signals:

),()1(),(),( ��������� αα −+=                (7)

If the current ),( �����  is larger than a target value, the

masking value is increased, otherwise it is decreased, thus, the
target SNR is tracked.
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The standard static and dynamic feature vector components
are substituted by components filtered in the feature trajectory
domain. In [7] experiments proved the positive effect of such
filtering, when deriving the filters in a data driven manner by
means of linear discriminant analysis (LDA). The major effect
of these typically longer range filters was shown especially
for reverberant environments and subword-unit based HMM
models, but also for additive noise conditions.
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We use a version of maximum likelihood linear regression
(MLLR) and maximum a posteriori (MAP) adaptation which
is simplified, in the sense, that only the mean vectors of the
HMM emission distributions are adapted, other parameters
being kept fixed, and only one single MLLR regression
matrix is used [8].
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A MLLR adaptation step consists of the estimation of a linear
affine transform �#� � and its application to all emission
distribution means µ :
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The linear transform is given by
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where � is the number of observation vectors �L  and

corresponding augmented mean vectors [ ]µµ 7

L
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This transform is optimal in the sense that it minimizes
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A MAP adapted mean vector is a weighted average of the
prior mean and the mean of the adaptation observations:
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The parameter α  defines the “adaptation speed”, which is
determined by the weight of new observations as compared to
the old estimation.
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In both methods the assignment between observation and
mean vectors is obtained in an unsupervised manner by
Viterbi alignment and exclusively observations from the past
are exploited, again allowing for an on-line recognizer without
introducing additional delay. When both adaptation methods
are applied, MLLR is used first. The full adaptation rule hence
is
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Since we adapt the silence and also the speech models, a
speaker as well as an environment adaptation takes place.
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First experiments used a small footprint recognizer setup
aiming at a resource effort comparable to the HTK reference
recognizer. The phicos-baseline performance in this plain
MFCC configuration is thus quite comparable to the reference
(table 1).
A gain of more than 10% relative in the average performance
figure (from 75.83% to 83.54% accuracy) is observed, when
non-linear spectral subtraction in its standard form with
implicit VAD is applied [4]. An additional significant gain
results from SNR-normalization (table 3). As expected most
of the improvements achieved by these front-end environment
compensation techniques can be observed in the mismatch
scenarios, i.e. the clean training experiments, though also for
the matched conditions smaller improvements can be
measured (tables 1-3).
While for the plain MFCC scenario adjusting the word-
insertion penalty according to the training condition is a
crucial step, for the noise compensated experiments this is
less critical, and thus we work with a fixed word insertion
penalty for all experiments over all conditions further on. By
leaving the restriction of a small footprint setup, we end up
with a 5-split system and 7k density mean vectors. The
improvements with such a “full-size” system for plain MFCC
and the NSS+NM compensation frontend can be seen from
tables 4 and 5. A further enhanced system with again raised

resource effort is the result of applying gender dependent
HMM models. Hereby, mere gender confusions in the
recognized word strings are not treated as errors.
The application of LDA feature filters didn’t hurt, nor did it
improve the recognition accuracy significantly, therefore no
detailed results are reported here. A possible explanation is
the fact, that the data have been produced artificially from
clean, close-talking, recordings. Thus no room reverberation
artifacts are present in the material, the most promising
environment for LADFIR filters.
The most advantageous property of quantile based noise
estimation for non-linear spectral subtraction (QNSS) is, to
get rid of the necessity for an implicit VAD mechanism,
which is always associated with uncertainty and critical
parameter tuning. This convenience comes along with a slight
loss in performance of 0.4% (table 7) compared to a
thoroughly tuned standard NSS.
Finally, a significant performance gain can be reported by
applying MAP and MLLR adaptation during decoding:
2.98% absolute gain in the average accuracy figure (table 8).
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The results presented with this work lead to the conclusion,
that already by thoroughly combining standard methods,
significant improvements on the Aurora task can be achieved,
resulting in competitive performance. The choice of a higher
resource recognizer, by exploiting higher splitting and gender
dependent modeling, contributes, as well as noise and channel
compensation techniques during the feature extraction stage,
and online adaptation during recognition. Potential for further
improvement can be seen in the fact, that, so far, has not been
included any means to explicitly cope with non-stationary
noise conditions, as also present in the Aurora 2.0 data.
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Set A Set B Set C Overall
87,08% 87,15% 87,39% 87,17%
62,43% 67,64% 62,29% 64,49%
74,76% 77,40% 74,84% ������
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-5,99% 6,41% 22,30% 4,63%
2,82% 26,89% -11,37% 9,61%
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Set A Set B Set C Overall
88,19% 88,06% 85,74% 87,65%
79,42% 81,14% 76,04% 79,43%
83,81% 84,60% 80,89% ������

Set A Set B Set C Overall
3,12% 13,04% 12,14% 8,89%
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Set A Set B Set C Overall
88,77% 88,14% 86,78% 88,12%
86,78% 87,19% 84,92% 86,57%
87,78% 87,67% 85,85% ������

Set A Set B Set C Overall
7,88% 13,62% 18,55% 12,31%
65,80% 71,06% 55,46% 65,84%
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Set A Set B Set C Overall
90,17% 89,14% 90,73% 89,87%
64,04% 69,65% 63,86% 66,25%
77,11% 79,40% 77,30% ������
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Set A Set B Set C Overall
90,22% 88,88% 89,37% 89,51%
86,61% 86,21% 86,95% 86,52%
88,42% 87,55% 88,16% ������

Set A Set B Set C Overall
19,77% 19,01% 34,50% 22,41%
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Set A Set B Set C Overall
91,65% 90,23% 90,73% 90,90%
88,08% 87,49% 88,72% 87,97%
89,87% 88,86% 89,73% ������

Set A Set B Set C Overall
31,50% 28,84% 42,88% 32,71%
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50,33% 50,29% 54,78% ������

3KLFRV�0)&&��166�10��*'����N�GHQV

$EVROXWH�SHUIRUPDQFH

Training Mode
Multicondition
Clean Only
Average

3HUIRUPDQFH�UHODWLYH�WR�+7.���0HO�&HSVWUXP

Training Mode
Multicondition
Clean Only
Average

����
� 37� %
����&���
� �	*��
�� ��� ������� $ ,7
��������� ��#� *
�
�� 
�
�
��� <��� &�
��#
����9�	8
��
��*�	8
�

Set A Set B Set C Overall
91,07% 89,67% 91,52% 90,60%
87,54% 86,53% 89,28% 87,48%
89,31% 88,10% 90,40% ������

Set A Set B Set C Overall
26,74% 24,76% 47,75% 30,15%
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Set A Set B Set C Overall
92,80% 92,60% 91,75% 92,51%
92,62% 92,26% 91,91% 92,33%
92,71% 92,43% 91,83% ������

Set A Set B Set C Overall
40,94% 46,10% 49,17% 44,65%
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