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Abstract

The Structured Language Model (SLM) recently introduced by
Chelba and Jelinek is a powerful general formalism for exploit-
ing syntactic dependencies in a left-to-right language model
for applications such as speech and handwriting recognition,
spelling correction, machine translation,etc. Unlike traditional
N-gram models, optimal smoothing techniques – discounting
methods and hierarchical structures for back-off – are still be-
ing developed for the SLM. In the SLM, the statistical depen-
dencies of a word on immediately preceding words, preced-
ing syntactic heads, non-terminal labels,etc., are parameterized
as overlapping N-gram dependencies. Statistical dependencies
in the parser and tagger used by the SLM also have N-gram
like structure. Deleted interpolation has been used to combine
these N-gram like models. We demonstrate on two different
corpora – WSJ and Switchboard – that more recent modified
back-off strategies and nonlinear interpolation methods consid-
erably lower the perplexity of the SLM. Improvement in word
error rate is also demonstrated on the Switchboard corpus.

1. Introduction
Language models (LMs) have many applications such as hand-
writing recognition, spelling correction, speech recognition,
machine translation and information retrieval. Speech recogni-
tion in particular is heavily dependent on LMs and if one were
to divide a speech recognition system into two subsystems, one
would be the acoustic model and the other, a LM. A statisti-
cal LM is a probability distribution over all word sequences
in the language of interest. The speech recognizer combines
the acoustic similarity of the observedwaveform to a candidate
word string and the LM score (probability) of the candidate in
order to select the candidate most likely to correspond to the
spoken utterance. Currently, the most widely used LMs are
based on word N-gram counts – simple counts of contiguous
occurrences of a word-pair or word-triple in a corpus. The main
advantage of these models is the ease of model parameter esti-
mation, while still being relatively accurate and powerful. But
they suffer from several drawbacks,e.g., (i) the data sparseness
problem and (ii) the lack of syntactic “well formedness.”

Many smoothing techniques have been suggested in the lit-
erature to alleviate the first problem and greatly improve LM
performance. Chen and Goodman [1] have done a compre-
hensive and substantial study of various smoothing techniques.
They suggest that an absolute discounting model with a mod-
ified back-off, proposed by Kneser and Ney [2], outperforms
other models. They also recommend another method, also due
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to Kneser and Ney, which uses absolute discounting in a non-
linear interpolation model.

There have been relatively fewer attempts to exploit the
syntactic structure of natural language for language modeling.
One powerful method is the structured language model (SLM)
[3], which consists of three components — a predictor, a tagger
and a parser — which jointly assign a probability to a word
sequence and its parse structure. The LM probability is the
marginal probability of the word string obtained by summing
over all parses. Each of the SLM components is based on rela-
tive frequency estimates. The SLM suffers from data sparseness
problem, just as N-gram models do. The Chelba and Jelinek im-
plementation uses deleted interpolation for smoothing.

In this paper we describe experiments which apply other so-
lutions developed for the first problem – smoothing N-grams –
to improve the SLM’s performance on the second problem – ex-
ploiting syntactic structure. The paper is organized as follows.
Section 2 describes the smoothing problem and the Kneser-Ney
smoothing methods. Section 3 gives a brief description of the
SLM, and Section 4 presents the new SLM smoothing experi-
ments. Section 5 discusses ongoing and future work.

2. N-gram Smoothing
The Need for Smoothing N-gram Models: The task of an LM
is to assign a probabilityP (W) to each of the word strings
W = w1; w2; � � � ; wn, in a language. The model parameters
are estimated from a corpus of training data. N-gram models,
the most widely used statistical LMs, are based on a Markov
assumption.i.e.

P (W) =

nY
i=1

P (wijwi�N+1 � � �wi�1); (1)

wheren is the sentence or utterance length andN is the order of
the Markov process. In particular, models withN = 2 andN =
3 are widely used and are called bigrams and trigrams, respec-
tively. In order to estimate the probabilityP (wijwi�2wi�1) in
the trigram case, simple counts of each word-triple in the train-
ing corpus are used as

P (wijwi�2; wi�1) =
N(wi�2; wi�1; wi)

N(wi�2; wi�1)
; (2)

whereN(a; b) denotes the number of times one observesa; b

contiguously in the training data. N-gram models have been
popular because they yield simple and largely reasonable mod-
els. But a problem arises when a word-pair or triple is encoun-
tered during model use, which was not seen in the training text.
According to equation (2), such a model will give 0 probabil-
ity for that word pair or triple and, furthermore, will make the
probability of the entire sentence to be 0 by equation (1). Due to
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data sparseness, this happens very frequently in reality, and it is
fatal in speech recognition. The act of modifying the model of
equation (2) so that no word sequenceW gets zero probability
is called smoothing.

Several smoothing techniques have been proposed, and
there are several which work fairly well for speech recogni-
tion. The fundamental idea of smoothing techniques is to re-
serve (subtract) some small probability mass from the relative
frequency estimates (2) of the probabilities of seen wordswi,
and to redistribute this probability to unseen words. Smoothing
methods differ according to how much is subtracted out (dis-
counting) and how it is redistributed (back-off).
The Kneser-Ney Methods: Upon encountering unseen events,
a detailed model backs-off to less specific models for proba-
bility calculation because less specific ones have smaller pa-
rameter spaces, and thus are less likely to have zero probability
events than more specific models.e.g., N-gram models back-off
to (N � 1)-gram models. In the Kneser-Ney model, one backs-
off to a probability distribution other than an(N � 1)-gram
probability. If one uses absolute discounting to compute the
reserved probability, the Kneser-Ney modified back-off model
may be written as

P (wju; v)

=

8>>>><
>>>>:

N(u;v;w)�d

N(u;v)
if N(u; v; w) > 0

d � n>0(u; v; �)

N(u; v)| {z }
discounted mass

��(wju; v) otherwise; (3)

with the new back-off distribution being

�(wju; v) =
n>0(�; v; w)P

~w:N(u;v; ~w)=0
n>0(�; v; ~w)

; (4)

wheren>0(�; v; w) =
P

~u:N(~u;v;w)>0
1 and n>0(u; v; �) =P

~w:N(u;v; ~w)>0
1. As noted in (3), the back-off occurs only if

N(u; v; w) = 0, and the backed-off probability is the product
of the total probability discounted from the relative frequency
estimates and a new back-off distribution�. The distribution
� is based on the number of unique words (or types)w which
occur in a lower-order context, while the conventional(N�1)-
gram is based on the actual counts (or tokens) ofw in the lower
order context.

The new back-off distribution� may also be applied in a
non-linear interpolation (NI) model.i.e.

P (wju; v) =
maxfN(u; v; w)� d; 0g

N(u; v)

+
n>0(u; v; �) � d

N(u; v)
� �̂(wju; v) (5)

where,�̂(wju; v) = n>0(�;v;w)P
~w n>0(�;v; ~w)

.

Note the difference between� and�̂: interpolation (̂�) ap-
plies to everyw in the vocabulary, while back-off (�) applies
only to wordsw that were not seen in the context(u; v) in train-
ing.

3. The Structured Language Model
While statistical N-gram LMs provide accurate and powerful
estimates of local events, natural language is more sophisticated
and contains information that cannot be captured by just a few

preceding words. There have been several recent attempts to
capture the syntactic structure of natural language and to use it
for language modeling, hoping to overcome limitations of N-
gram LMs.

One successful attempt is the SLM [3]. Consider predicting
the wordafter in the sentence:

The contract ended with a loss of 7 cents
after ...

The linguistically correct partial parse of the example is shown
in Figure 1. A trigram model would predictafter from (7,

the_DT   contract_NN  ended_VBD cents_NNS after

cents_NP

of_PP

loss_NP

loss_NP

ended_VP’

with_PP

contract_NP

with_IN a_DT   loss_NN   of_IN   7_CD

Figure 1: Example of a Partial Parse Used by the SLM [3]

cents)whereas it is evident that the strongest predictor would
beended which is the precedinghead word but is outside the
reach of even 7-grams. Based on this intuition, the SLM uses
two preceding head words and their tags, (contract, NP,
ended, VP’) in the example, to predict the next word. In
order to extract partial parses from a sentence prefixWi =
w1 : : : wi, the SLM recursively uses three components from
left-to-right, starting withi = 0:

� the word-predictor predicts the next wordwi+1 given
the word-parsei-prefix or partial parse(Wi;Ti) and
then passes control to the tagger;

� the tagger predicts the part-of-speech tag of the next
word wi+1 given the partial parse(Wi;Ti) and the
newly predicted word and then passes control to the
parser

� theparser grows the existing parse treeTi in a bottom-
up fashion to produceTi+1 and then passes control back
to the predictor.

The joint probabilityP (Wn;Tn) of a word sequenceWn =
w1; � � � ; wn and a candidate parse treeTn may therefore be
decomposed into these three components as

P (Wn;Tn) =

nY
i=1

P (wijh�2; h�2:tag; h�1; h�1:tag)| {z }
predictor

� P (wi:tagjh�2:tag; h�1:tag; wi)| {z }
tagger

� P (Tijwi; wi:tag;Ti�1)| {z }
parser

; (6)

whereh�2 and h�1 are the two preceding head words, and
h�2:tag,h�1:tag andwi:tag are the non-terminal tags ofh�2,
h�1 and thei-th wordwi, respectively. Since the tagger and
parser are stochastic, multiple analysesTj

i
are admissible even

for a fixed word stringWi, and a stack ofJ such candidates is
maintained by the SLM at each positioni.

Language Model Calculations: The SLM generates a
stackSi of theJ most-likely parse-treesTj

i
for each sentence
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prefixWi as described above. The likelihoods�(Wi;T
j

i
) of

the partial parses, given by

�(Wi;T
j

i
) =

P (Wi;T
j

i
)P

T
j

i
2Si

P (Wi;T
j

i
)
; (7)

along with the predictor’s conditional probability
P (wi+1jWi;T

j

i
) given the partial parse, are used to

compute LM probability for each possible following word
wi+1 according to

P (wi+1jWi) =
X

T
j

i
2Si

P (wi+1jWi;T
j

i
) � �(Wi;T

j

i
): (8)

Details about the SLM may be found in [3].

4. Experimental Results: SLM Smoothing
Note from equation (6) that each SLM module makes Marko-
vian assumptions and resembles an N-gram model, where the
“conditioning” and “predicted” objects are a mix of words, syn-
tactic heads, part-of-speech labels or parser operations. The
three modules suffer from data sparseness problems, the predic-
tor more so than the other two because its predicted vocabulary
tends to be orders of magnitude larger. The parser is more vul-
nerable than the tagger because of a large number of possible
conditioning events.

Chelba and Jelinek [3] have used deleted interpolation for
all three SLM modules. Wu and Khudanpur [4] report better
results with maximum entropy estimation of only the predictor
component of equation (8). We expect that improved smooth-
ing of all the SLM modules will result in further improvement
in LM performance. We conducted experiments on two differ-
ent corpora — the Penn treebank [5] portion of the Wall Street
Journal (WSJ) corpus and the Switchboard [6] (SWB) sponta-
neous speech corpus — to verify this hypothesis.

4.1. Corpus and Model Statistics

Table 1 shows the details of the two databases. The original
SWB tokenization is not suitable for syntactic analysis (due
to tokens likethey’re, it’s, etc.). SWB text was there-
fore processed to make it to closer to the treebank format. The
training text was split into a “development set” and a “check
set”. The “check set” was used for estimating the interpolation
weights for the deleted interpolation model mentioned above.
After interpolation coefficients were determined, both sets were
combined for training. We measured the perplexity of the SLM,

Item WSJ SWB

Word Vocabulary 10K (open) 21K
Part-Of-Speech Tags 40 49
Non-terminal Tags 54 64
Parser Operations 136 112

LM Development Set 885K 2.07M
LM Check Set 117K 216K
LM Test Set 82K 20K
ASR Test Set — 20K

Table 1: Database Size Specification (in Words)

the trigram model and their interpolation

PIntpl(wijWi�1) = � � P3gram(wijwi�2; wi�1) (9)

+ (1� �) � PSLM(wijWi�1)

on a disjoint “test set.” For comparisons, recall that in the
Chelba-Jelinek paper the interpolation weight� between the
two models is0:4. Finally, we measured the performance of
the three models in a SWB automatic speech recognition (ASR)
task1.

4.2. Language Model Tests

A variant of the expectation-maximization algorithm is em-
ployed to estimate the parameters of the SLM modules, which
is equivalent to minimizing training set perplexity. Starting with
some seed estimates, which may be based on a small amount of
hand-parsed data, the SLM modules of equation (6) are used to
generate the most likely parses of the training data and “counts”
of the N-gram like events are collected from the topJ parses
thus produced. Every time an event is seen in the parsed train-
ing corpus, its counter is incremented not by 1 but by the proba-
bility � (c.f. equation (7)) of the hypothesized parse containing
that event. These fractional counts are then used to update the
three SLM modules. In case of WSJ, we used the hand-parses as
the seed, and in case of SWB, we used a version of the Collins
parser [7] to parse the training data and obtain the seed counts.

The Kneser-Ney smoothing techniques were used in going
from these “counts” of various events to their module probabil-
ities. This is to be contrasted with the Chelba-Jelinek approach
in which deleted interpolation was used to obtain probabilistic
models from these counts. The check set was used to obtain the
interpolation weights in case of deleted interpolation. Since the
SLM consists of three component models, we can apply differ-
ent smoothing methods to each component. Our baseline con-

Expt Smoothing EM 3gram SLM Intpl
No

¯
Method Iter

(�) Deleted EM0 166 149
Interpolation EM3

162
154 146

(i) KN-BO EM0 166 139
(Predictor) EM3

152
149 137

(ii) KN-BO EM0 170 141
All Modules EM3

152
153 140

(iii) Nonlinear EM0 152 132
Interpolation EM3

146
141 131

(iv) NI w/Deleted EM0 150 131
Estimation EM3

145
141 130

Table 2: Language Model Perplexity for WSJ

figuration is to use the deleted interpolation model for all com-
ponents — the predictor, the tagger and the parser — as done by
Chelba and Jelinek. We have then applied the Kneser-Ney back-
off (KN-BO) method in two ways: (i) to only to the predictor
module and (ii) to all three component modules of the SLM.
We also estimated all three component modules using (iii) the
Kneser-Ney nonlinear interpolation method (KN-NI) with the
discounting coefficient estimated by leaving-one-out, and (iv)
nonlinear interpolation method with the discounting coefficient
obtained by deleted estimation. Tables 2 and 3 show the LM
perplexities on the test set for the WSJ corpus and the SWB
corpus, respectively.

1The ASR test set comprises 19 telephone conversations contain-
ing about 2400 utterances, with roughly 20,000 words. State clustered
cross-word triphone acoustic models for the ASR system were trained
using the HTK tools on about 60 hours of SWB speech data processed
through a MF-PLP front-end. The LM test set comprises the reference
transcriptions of the ASR test set.
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Expt Smoothing EM 3gram SLM Intpl
No

¯
Method Iter

(�) Deleted EM0 73 67
Interpolation EM3

70
72 66

(i) KN-BO EM0 64 60
(Predictor) EM3

64
63 60

(ii) KN-BO EM0 64 60
All Modules EM3

64
63 60

(iii) Nonlinear EM0 65 61
Interpolation EM3

65
65 61

(iv) NI w/Deleted EM0 63 60
Estimation EM3

64
64 60

Table 3: Language Model Perplexity for SWB

� Note by comparing (�) with (i) or (ii) that the KN-BO
models perform better than the original deleted interpo-
lation model for trigrams, the SLM and their interpola-
tion.

� Most of the gain in improved smoothing are from the
predictor alone, as can be inferred by comparing (i) with
(ii) across the board.

� On WSJ, nonlinear interpolation performs even better
than the modified back-off method, as seen by compar-
ing (ii) with (iii). This comparison fails on SWB.

� Deleted estimation of the discounting coefficient exhibits
minor improvements over leave-one-out estimation.

We have also tested the effect of interpolation weight� between
the trigram and the SLM. Figure 2 plots perplexity with respect
to the interpolation weight in the KN-BO model and the KN-NI
model (EM iteration 0). Perplexity is relatively unchanged for
�s is in a significant range, 0.4 — 0.6, which suggests that this
interpolation is fairly robust against test set variability.
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Figure 2: Test Set Perplexity as a Function of� in (9)

4.3. Speech Recognition Tests

In order to verify that the LM improvements carry over to
speech recognition performance, we measured word error rate
(WER) using 100-Best rescoring of 2427 utterances (2-hours)
from SWB. Note that N-best rescoring allows us to retokenize
the hypotheses without having to modify the recognizer’s vo-
cabulary – the acoustic scores and word insertion penalty con-

tinue to correspond to the original SWB tokenization. The tri-
gram LM parameters are as estimated above, and we use EM3
parameters for the SLMs. As Table 4 demonstrates, Kneser-
Ney smoothing methods improve slightly but consistently over
deleted interpolation2.

No
¯

Smoothing Method 3gram SLM Intpl

(�) Deleted Interpolation 39.1% 38.6% 38.2%
(i) KN-BO (Predictor) 38.3% 37.7% 37.5%
(ii) KN-BO (All Modules) 38.3% 37.8% 37.7%
(iii) Nonlinear Interpolation 38.1% 37.6% 37.5%
(iv) NI w/Deleted Est. 38.3% 37.7% 37.5%

Table 4: WER after 100-best Rescoring: the 100-best list, gen-
erated by a trigram model with Good-Turing discounting and
Katz back-off, has a baseline WER of 38.5%.

5. Concluding Remarks
We have achieved modest but consistent improvements in
SLM performance (both perplexity and WER) by focusing on
smoothing issues. This is an important step in understanding
and further improving the SLM by conditioning the parser and
predictor on more complex statistical dependencies which will
present even more data sparseness problems.

Our eventual goal is to replace these interpolation and back-
off techniques with a maximum entropy model for all modules
of the SLM. We then plan to incorporate semantic constraints
(topic) within this LM. But estimating maximum entropy mod-
els is computationally expensive. The benchmarks and insights
provided by these experiments are fruitful in guiding further re-
search into feature selection for the maximum entropy models.
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2Although the SLM appears to have lower WER than the trigram
model even in cases it had higher perplexity, the reader is cautioned
that the lattices were created using a trigram model, and this is at least
partially due to the so-called ROVER effect.


