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Abstract

This article presents experiments on language identifica-
tion using Broadcast News recordings, for which large
amounts of data are available. The system uses a Broad-
cast News partitioner developed by LIMSI to extract
the speech segments from raw signals. These segments
are then transcribed using a language-independent HMM
acoustic model. Phonotactic models are trained for each
language, and used to score the transcription of the test
signals. Training was conducted on recordings from three
monolingual radios (about 17h of signal per language)
and tests were made on signals from other radios. We
also investigated a rejection strategy to improve the iden-
tification results. Without any rejection, the error rates
range from 13.8% (5s segments) to 4.3% (45 s segments).
Rejecting 1/3 of the data improves these rates by 78% for
10s segments.

1. Introduction

With the growing demand for multilingual systems in
human-computer interfaces and the need for routing
speech signals to someone fluent in the corresponding
language in various applications, automatic language
identification (LID) is becoming increasingly important
for the speech community. Research in this field has
been active for several years, but work is most often con-
ducted only on telephone speech, using corpora such as
OGI_TS or OGI-22, Linguistic Data Consortium (LDC)
CallFriend or CallHome, etc.

However, using broadcast news (BN) data is also inter-
esting for LID. First, BN transcription systems have been
developed for several languages [3], and LID would be a
useful component of a multilingual BN transcription and
indexation system. This is especially true for channels
which broadcast in several languages such as "Voices of
America" or "Radio France Internationale", but also for
more conventional channels which, though they are basi-
cally monolingual, often include broadcasts in other lan-
guages or short segments of foreign speech played in the
foreground before the dubbing starts. More importantly,
large amounts of speech data in many languages can be

collected at low cost from radios and TVs, either using
conventional FM, cable or satellite receivers or through
internet. Such data contains various types of speech (pre-
pared and spontaneous, wideband and telephone, clean
and noisy, etc.), and BN transcription systems built us-
ing them prove to be quite generic, at least at the level of
the acoustic models [5]. It should therefore be feasible
to build from BN data LID systems working on various
types of speech.

The very fact that BN data is heterogeneous and in par-
ticular contains non speech segments has probably hin-
dered interest into such material for research on LID.
However, the issue of data partitioning has been studied
for BN transcription, and audio partitioners developed in
that framework can be reused here. This article describe
the work done using such a partitioner to develop an LID
system from BN recordings.

We have chosen here a conventional acoustic-
phonotactic approach, associated with a rejection
method. The next section will describe it in detail.
Databases that were used for training and for testing will
be presented in a third section. Results of our experi-
ments will be detailed in a the fourth part, before con-
cluding with a discussion about the performances and the
perspectives.

2. LID system

2.1. Theoretical framework

When no labeled data are available for training a sys-
tem, the phonotactic approach was found to be particu-
larly useful [7, 8]. Automatically labeled data can then
be used to train the phonotactic models. The only re-
source required is one or several acoustic-phonetic de-
coders. Given an acoustic signalx of languagej from
the training set,x is transcribed by theith decoder into a
phone sequence�i. The phone strings are then used to
train the phonotacticn-gram model of languagej associ-
ated with theith decoder,Ph

i
j . If k decoders are avail-

able and if there arem languages in the training set, this
yieldsm� k phonotactic models.

Testing a signal will then producek transcriptions and
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Figure 1: General LID system architecture using an
acoustic-phonotactic approach, with k decoders and m

possible languages.

m � k scores, which are processed to identify the spo-
ken language l

?, as shown in Figure 1. If f(x=�; i) is
the density of probability that the signal x corresponds
to the sequence � by the ith decoder, and if Pr(�=j; i)

is the occurrence probability of the sequence � for the
phonotactic model Ph

i
j , the method can be summarized

by two equations (the second one is valid only under the
assumption of independence of the k sequences � i):

�i = argmax
�

[f(x=�; i)] ; 1 � i � k (1)

l
? = argmax

j

Y

i

Pr(�i=j; i) (2)

2.2. Acoustic and phonotactic modeling

We have chosen here to use only one acoustic-phonetic
decoder, because it allows a faster processing (transcrip-
tion is the bottleneck of the system in term of cpu time),
even if it has been shown that multi-decoders configura-
tions perform better that single-decoder ones, especially
for short segments [6]. The decoder that we used was
built by LIMSI, and uses a 3-state HMM with 32 gaus-
sians per state with a set of 91 language-independent
and context-independent phonetic units which have been
obtained by clustering the language-dependent phones
of four languages [2]. The acoustic features are 38-
dimensional vectors (12 Mel-frequency cepstral param-
eters with their first and second order derivatives, plus
first and second order derivatives of energy) extracted ev-
ery 10 ms. A cepstral mean subtraction is carried out to
reduce the channel impact. For the phonotactic modules,
trigrams have shown to be the most efficient models; each
of them was trained on 17 hours of transcription from
monolingual speech.

The original acoustic model was retrained using the au-
tomatic transcriptions of the training signals given by the
decoder (Figure 2). The structure of the model (phone
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Figure 2: Training process.

set, topology of the models and number of gaussians per
state) have been kept unchanged, only the values of the
parameters were reestimated. Building a new acoustic-
phonetic decoder has brought improvements of the LID
error rates ranging from 20% to 32% depending on seg-
ments duration.

2.3. Rejection strategy

For some applications, one might want the identification
from the LID module to be extremely reliable, even if
it means that no decision will be made for a part of the
data. A confidence measurement is then needed for each
LID decision [1]. The ones that were investigated in our
work are based on the perplexities, PP (�=j), given by
the phonotactic models. The most simple strategy is then
to set a threshold s and to decide that the decision made
by the LID module is not reliable enough if PP (�=l ?) �

s. The choice of s will then set the part of the data for
which no decision will be produced. Another strategy
is to use f [PP (�=l?)]P

i

f [PP (�=li)]
, with any growing and positive

function f , instead of PP (�=l?). Our experiments have
shown that using f(x) = x was better than other possible
strategies.

3. Databases

3.1. Training data

The training data for the experiments were FM record-
ings of Broadcast News in languages for which we had
at least about 20h of data. We thus selected 3 languages:
English, French, and Arabic. For each language record-
ings were from one radio. American English signals
came from Public Radio International (PRI) 1998 news
programs, distributed by the Linguistic Data Consortium
(LDC) as part of the TDT-2 corpus. French and Arabic
were recorded locally from the FM band with a radio re-
ceiver connected to the sound card of a PC. For French
the recordings were France Inter news programs collected
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in 1998, and Arabic recordings came from Radio Orient
1999 news programs. The raw data amounted to almost
18h for each language, for a total of about 53h.

Because of the presence of jingles, music, noise, etc,
a selection of the speech segments was necessary. This
was performed by LIMSI’s “partitioner” [4]. All seg-
ments marked as containing speech were retained, and no
other selection was performed. After this pre-processing,
about 17h of speech were available for each of the three
languages, for a total of 51h.

3.2. Test data

For the three languages, sources different than the ones
used to collect the training data were selected. For
French and English, TV recordings made by the Bun-
dessprachenamt1 (BSprA) were used. For Arabic an-
other source was needed, because the dialects available in
the BSprA database (Egyptian and North African) were
found to be quite different from those present in the train-
ing data (oriental Arabic). Programs from a Lebanese
radio (Radio Elsharq), for which speech segments were
automatically extracted, constituted the test set for this
language.

4. Experimental results

Three sets of experiments were conducted. In the first
one, basic characteristics of the system were analysed. In
the second one the influence of some parameters on LID
error rate were investigated. Finally, the rejection strategy
presented above was used to improve these error rates.

4.1. Baseline system

For LID systems, segment duration is a key-parameter.
Figure 3 provides results comparing performances of the
system as a function of duration. Whereas French and
English share the same kind of evolution of LID error rate
as a function of duration (more than 75% improvement
when going from 5s segments to 45s segments), Arabic
error rate decreases slower (36% improvement). One ex-
planation could be the partial mismatch between training
and test data for Arabic. The training data were collected
in France from an oriental Arabic radio, but, in France,
most of the Arabic speakers come from North Africa.
The result is a mix of dialects (announcers, journalists
/ telephone interviews), that does not exactly match those
present in the test set.

Using test segments from sources different than the
training ones has an important impact on the error rates.
In a control experiment using speech from the same
sources as the training ones, LID error rates were then
ranging from 6.2% to 0.5% depending on the segments

1The German Federal Office of Languages has collected and seg-
mented several TV programs from satellite. The result is a 53h database
of speech-only segments in 25 languages.
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Figure 3: LID error rates as a function of test segments
duration. Results are given for each language and for the
global system.

duration (from 55% to 88% lower than the rates men-
tioned above). As expected, testing LID systems on sets
related to the training data produces better results than on
segments from a different source.

4.2. Influence of training data size

Influence of the size of the training database is of particu-
lar interest since recordings available are virtually unlim-
ited. Because only 91 context-independent phones were
used for acoustic modeling, the size of the training set
should be far more important for the phonotactic models
(trigrams) than for the acoustic one. That is why we fo-
cused on the relation between the amount of data used for
phonotactic training and LID error rate (Figure 4).
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Figure 4: LID error rates as a function of the data size
used for training the phonotactic models (in percentage
of the total training set size). Results are given for several
test segment durations (5s-45s).
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Evolution of LID error rate is similar for each duration,
and after the use of half of the data, the trends range from
14% to 20% of improvement when doubling the training
set (depending on segments duration). Improvements can
therefore still be expected with the use of more data.

4.3. Use of a confidence measure

Another way to improve LID error rates exists if it is
possible to get rid of a part of the test data. Indeed, us-
ing a confidence measure with each LID system decision
can allow to keep only the most reliable ones. Figure 5
presents the results of the experiments that were con-
ducted to investigate the influence of rejection on the LID
error rate. Depending on the segments duration, rejecting
1/3 of the test data improves results by 62% to 78% and
2/3 of the data by 90% to 93%. Applications that need
reliable decisions and that allow rejection of part of the
data can thus benefit from a rejection strategy.
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Figure 5: LID error rates as a function of rejection rate.
Results are given for several test segment durations (5s-
45s).

5. Conclusion

In this paper we used an audio partitioner developed for
BN transcription to build LID systems from raw BN
recordings in several languages. The variability and the
size of the training data allow to build systems which are
robust for cross-corpus evaluations. Tests conducted have
produced LID error rates ranging from 13.8% to 4.3% de-
pending on segments duration, for three languages. It has
been found that the error rate still decreases significantly
after having used 17h of speech per language for training,
so that improvements can be expected by simply using
more data. Finally, if there is a possible trade-off between
the amount of data for which a decision is given and the
LID error rate, a rejection strategy can lead to significant
improvements (up to 78% with 1/3 of test set rejected).

Future work will focus on using more data from various
BN sources, adding new languages to the LID system,
and using rejection for detecting unknown languages.
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