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Laboratoire d’Informatique de l’Universit´e du Maine
Le Mans, France

Philippe.Daubias,Paul.Deleglise@lium.univ-lemans.fr

Abstract

In this paper, we first present the way we used speech bimo-
dality to build our shape and appearance model for AV-ASR.
We then show the classification results obtained using a hand-
labelled and two automatically built global appearance models
of the lip. Finally, we propose several measures for quality eva-
luation of lip location.

1. Introduction

McGurk’s experiments [1], have proven the role of visual
information in speech perception. Since then, numerous re-
search works in Automatic Speech Recognition (ASR) have
tried to use this visual information to enhance ASR systems
performance. Working on Audio-Visual ASR raises two main
questions : “what kind of visual information to use and how to
extract it” and : “how to combine visual speech with acoustic in-
formation”. In this paper, we will only address the first problem
(features extraction). Several solutions to the second question
(fusion) have been proposed in [2, 3].

The way visual information is used may be divided into
two parts : Visual information is either used directly “as is”
(data driven methods) applying transformations to the images of
the face (ROI cropping, histogram normalization, for example)
[4, 3, 5, 6] or using a model (model based methods). In the mo-
del based category, most of the research has been carried using
only shape information. The shape is either ana priori parame-
tric model, usually a set of parabolic curves [7], or templates
(polygons) [8]. The model may also be a polygon learnt from
corpora [9, 10]. Finally, Luettin [11] and Matthews [12] also
use a learnt grey level appearance model. Whatever the model,
a huge visual speech corpus is necessary to learn or validate it
and lips must be labelled on this corpus.

In the following sections, we will present the method we
propose to label visual speech corpora automatically. This me-
thod does not require any hand-labelling phase (except for eva-
luation) and uses speech bimodality (acoustic information).

2. Lip Model

In visual speech, most of the information is carried by the
lips. In this section, we describe the shape and appearance mo-
del of the lips we have built. The shape model is a template (a
polygon) which represents outer and inner lip contours. The ap-
pearance model is a neural network which classifies skin, lips
and inside of the mouth. We’ll show how we have built both
parts of this model, describing our corpus, the shape model, and
finally the appearance model.

2.1. Corpus

Audio-Visual Automatic Speech Recognition is still a
recent research subject. Whereas McGurk’s experiments [1] are
25 years old, the possibility to capture video and work on visual
speech is still relatively recent. Maybe as a consequence, there
are no “standard” audio-visual databases like they are acoustic-
only ones. Audio-Visual speech databases are numerous but of-
ten small. The only large audio-visual database was recorded
by IBM in 2000 for a research workshop on large vocabulary
continuous audio-visual speech recognition [3]. This database
is owned by IBM and, as of writing, not publicly available.

However, we wanted to test a new method to dispense from
hand-labelling images. As there was no corpus enabling us to
test our method, we had to build our own. In total, we recorded
seven speakers (6 males, 1 female) : Five with blue lipstick (4
males, 1 female) to build and test different shape models¿ And
six without any makeup (5 males, 1 female) to build and test
different appearance models. Pictures are captured at a resolu-
tion of 384*288 (25 images per second) in 24 bits color. Sound
is recorded with an ordinary microphone (SUN) at 16 kHz with
16 bits samples.

For the research work presented here, we only used three
speakers (2 males, 1 female) from the corpus. The speakers
were recorded twice on four phonetically equilibrated sentences
in French [13] : first with blue lipstick (as for example in [14]),
and then without any makeup. Those 24 utterances were recor-
ded without paying much attention to the lighting conditions.
Natural sun light was used, which results in shadows on the
images under the nose and mouth. The lips were approxima-
tively centered in the picture (but some speakers move either
before or during recording). The distance between the camera
and the speaker was variable, and so was the zooming factor.
Our main objective was to record the corpus in conditions as
close as possible to natural ones. The recording was made using
a PAL analogical camcorder connected to a SUN-Ultra2 Sta-
tion with an analog video card. To prevent any data loss, no
destructive compression as JPG or MPEG was used for storing
the video frames.

Task French Phonetically Equilibrated Sentences
Image contents �Mouth area and base of nose

Talkers 3
Utterances 2 (1 blue, 1 “natural”)

Frames 2400
Mouth size � 200 � 100 pixels
Lighting ambient sun light

TAB. 1 –Characteristics from our corpus.
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2.2. Shape Model

For the first part of the model, we used the sentences with
blue lipstick. This makeup was used to make shape extraction
of the lips easier, as they appear very dissimilar to the rest, with
respect to hue information. The blue lipstick we used corres-
ponds approximatively to 220 degrees on the color circle. Due
to the weakly constrained recording conditions, and especially
the absence of control over lighting conditions, on some images,
the teeth were reflecting the blue color from the lips, thus ap-
pearing blue. To eliminate the “noise” due to those reflections
on hue images, we used saturation combined with hue infor-
mation. As we wanted a robust extraction process of the outer
and inner lip contours, we used a Region Of Interest (ROI) de-
tection followed by a research of outer lip corners. Based upon
those lip corners, we extracted outer lip contour, then inner lip
corners and inner lip contour. An example of contour extrac-
tion on blue lipstick image can be seen in Fig. 1. Our model
is a 44-sided polygon. More precisely, a 24-sided polygon des-
cribes the outer-lip contour and a 20-sided polygon describes
the inner lip contour. For each picture, we extracted these 44
points. We then normalized all shapes in position, rotation and
scaling. From those 1190 shapes, we kept only the ones with a
non null inner contour (618). Finally, we computed a Principal
Component Analysis (PCA) on these 88 dimensional vectors as
in [10]. The result is a 44-sided polygon representing the mean
shape (x) of the lips and a set of 88 deformation vectors (eigen-
vectors of dimension 88) to transform the mean shape into any
shape of lipsxi found in the corpus.

xi = x+ V pi (1)

wherex is the mean shape of the lips,V = (v1; v2; :::; v88)

is the matrix of the column eigenvectors andpi =

(p1i; p2i; :::; p88i) is a column vector of dimension 88 contai-
ning the weights of each eigenvector to obtain the desired shape.

Each shape is still represented by an 88 dimensional vector
(pi), but the first coefficients of the vector account for most of
the variation. As a result, it is possible to use only the first few
deformation vectors to approximate lip shapes. In our case, with
only 4 vectors, we represented� 94% of lip deformations. Any
shape of lipsxi can be approximated by :

xi � x+ p1iv1 + p2iv2 + p3iv3 + p4iv4 (2)

This very small number of vectors accounting for about 94%
of deformation is presumably due to the fact that our corpus is
small, but even with a large corpus, it should work fine as PCA
gives the best possible approximation with a given number of
vectors. We conducted an experimentation with all the images
with blue lipstick from our database. There were 3040 images
of 5 speakers in total, 1649 were with non null inner contour.

FIG. 1 – A sample image from the corpus : Color image (left),
hue image (center) and the contour extracted (right).

The first 4 vectors were accounting for 90.3%. To reach 94%,
the first 6 eigenvectors were needed.

To locate lips with our shape model, we must search a 4
dimensional space (x,y,z and rotation) for position and only a 4
dimensional space (�; �;  andÆ) for shape.

xi � x+ �v1 + �v2 + v3 + Æv4 (3)

2.3. Appearance Model

In the preceding sections, we have shown how we manage
to automatically extract lip shape on images with blue lipstick,
but the extraction process doesn’t work on “natural” images. An
interesting work towards automatic lip shape extraction in na-
tural conditions was reported by [15], but this work was done
with images captured through a head camera. Such an input de-
vice enables to better control lighting conditions, but cannot be
considered in many HCI cases. We wanted to experiment as na-
tural as possible conditions, so we used an ordinary camera,
which doesn’t allow to control the quality of images as much.
It’s also noticeable that the largest audio-visual corpus to date
[3] was also recorded using an ordinary video-camera.

We tried using our shape model on red-hue images, but the
result was poor (due to local minima), so we thought of buil-
ding an appearance model of the lips. As such a model can only
be learnt on “natural” images (without makeup), we need to lo-
cate precisely lip contours. This can be done by hand-labelling
contours, or one may divide the problem into two : finding the
shape of lips and locating this shape on the image. We propose
to use acoustic information to align shapes extracted using blue
lipstick with ”natural” images and then the use of well known
minimization techniques to locate a shape on an image. In the
following subsections, we’ll detail the appearance model we
aim to produce, the way we used acoustic information and how
we located lips. In the next section, we’ll compare the obtained
model with a manually built one.

2.3.1. The model

Contrary to previous work [11] using local appearance, we
decided to use global appearance. We divided our problem into
3 classes : lips, skin and inner mouth (teeth or tongue) like [16].
Our model is a 3 layers feed-forward neural network. The en-
try stage contains 75 input units (one for each red, green and
blue value of each point of a 5*5 block) and the output consists
in 3 units (cells). Between the 75 input cells and the 3 output
cells, there is one layer of hidden units. We used two different
models : one with 10 hidden units, an the other with 15 hidden
units.

To train the neural networks, labelled 5*5 color blocks are
needed (blocks for which it is known, whether they are from the
skin, the lips or from the inside of the mouth). As the contour
(shape model), once located in an image, indicates the frontier
between skin and lips (outer lip contour), and between the lips
and the inside of the mouth (inner lip contour), it is possible
to use a contour with its corresponding image to automatically
label the 5*5 color blocks as being part of the skin, lips or inside
of the mouth. Blocks from a rectangular area surrounding lips
(an expanded ROI) are labelled as skin. Blocks totally inside
lips (between the outer and inner lip contours) are labelled as
lips, and blocks totally inside inner lip contours are labelled as
inside of mouth. All the blocks are automatically extracted from
an image according to the corresponding contour given.
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2.3.2. Using acoustic information

We wanted to locate lip contours on an image, but didn’t
want to go through hand-labelling, because it requires a lot of
human work and methods based on hand labelling are almost
intractable with huge corpora [3]. The contradiction was clear :
how is it possible to extract appearance automatically, when our
shape model doesn’t work well enough to locate lips ! We claim
that speech is bimodal and that acoustic and visual information
are complementary. Usually visual information is used to re-
place inadequate or missing acoustic information. Our idea was
to use acoustic information to simplify the “visual” problem.

Dynamic Time Warping (DTW), is efficient for small voca-
bulary separated words recognition. DTW is capable of coping
well with the variations of speed between two utterances of the
same word (the reference word and the pronounced test word).
In our case, we used DTW to align a test sentence (the one cor-
responding to the pictures without makeup) with a reference
sentence (corresponding to the pictures with blue lipstick). The
sentences are pronounced as continuous speech and are seen as
two utterances of the same word. This alignment gives, for any
acoustic vector from the test sentence, the corresponding acous-
tic vector in the reference sentence. It is then possible to have
a guess of the shape of the lips, for any picture of the test sen-
tence, using the shape extracted on the corresponding reference
blue picture. Although we don’t know where the lips are in the
picture, we already have a good guess of what they look like.

2.3.3. Lip location

Having the lip shape corresponding to a picture facilitates
the automatic lip extraction process noticeably. Instead of using
our shape model and try to locate it at the best place according
to an energy function, using every possible deformation (eq. 3)
(8 dimensional space, with lots of local minima), we only have
to search in a 4 dimensional space (x,y,z and rotation). As co-
lor information appears to be important for lips, we used hue
information here again, but this time centered around red (0 de-
gree on the color circle). The task of separating red lips from
pink skin is somewhat harder than separating blue lips from
pink skin, and the resulting pictures were of poor quality. As
we wanted a robust method to separate lips from skin, we used
a ”robust” function [17], to separate red from pink efficiently.

y =
1

�
� arctan(k� � (x� vt)) +

1

2
(4)

wherek is the transition speed (we usep � 2=5), x is the en-
tered value andvt is the transition value (we usedvt = 4 to
discriminate red lips from pink skin).

We used a modified red-hue image calculated with (eq. 4)
to locate the shape of lips. We tried two different types of mini-
mization for locating the lips using :
(sub-optimal) exploration : combinatory exploration of scale

(z) and rotation and for each values, energy calculation
at every possible position (x,y).

dsm : minimization of (x, y, z, rotation) by a downhill simplex
method (initialized in the center of image (192,144,1,0)).

For each case, we kept the best contour found according to an
energy function.

3. Experimentations
We wanted to see if our method using blue lipstick an then

acoustic alignment of two sequences allowed to build an appea-
rance model of lips comparable to a manually obtained model.

More precisely, we meant to compare the classification results
of the two neural networks after training. We trained the net-
works with 5*5 colors blocks obtained in 3 different ways.

First, we trained the two networks with blocks extrac-
ted using the automatically calculated contours (the ones with
lowest energy after minimization). We only retained 45000
pseudo-randomly chosen blocks (15000 per speaker) of each
class to train the networks. In the results section, the obtained
networks will be referred to as auto-10 and auto-15, the num-
ber corresponding to the number of hidden units. Then, we trai-
ned the two neural networks with “certified” blocks. As auto-
matic location is less certain than manual location, we rejected
all blocks that were near the lips contours (frontiers between
the 3 different classes). There is a little less ”certified” blocks,
but they should be more rarely misclassified. Once again, we
retained 45000 pseudo-randomly chosen blocks of each class
to train the networks. As there were only 13479 inner mouth
blocks for the female speaker (15000 required), this person is
a little less represented than the two others. However, we had
quite enough blocks to train the networks. In the results section,
these networks will be referred to as cert-10 and cert-15.

Finally, we trained reference models. We hand-marked the
contours on a subset of the corpus : for each 3 speakers, we pla-
ced the contour by hand on a few images (40 out of 400). We
had to use the same images for manual and automatic models
to compare them. As acoustic alignment is possible only when
there is speech, we didn’t use much closed lips images. Moreo-
ver, inner mouth is the class with the smallest number of blocks
and a closed lips image doesn’t contain any block for this class.
The� 120 images produced 1.71 million skin blocks, 0.72 mil-
lion lips blocks and 0.11 million inner mouth blocks. We then
again retained 45000 pseudo-randomly chosen blocks of each
class to train the networks. The rest was only used for testing
all the networks. In the results section, these networks will be
referred to as ref-10 and ref-15.

4. Results
In the first subsection, we will discuss the quality of loca-

tion of the shape model on the images without makeup. Then,
we’ll describe the results obtained with the two neural networks
trained with manually labelled blocks, automatically labelled
blocks and with a more robust subset of automatically labelled
blocks (”certified” blocks).

4.1. Quality of location

Evaluating the quality of location of a shape is a complex
matter. It is possible to make perceptual evaluation (visual ins-
pection) as in [10], but this requires the intervention of a possi-
bly subjective human and the definition of a not always easily
filled evaluation grid.

When automatically located contours are available, it is
possible to compare them with hand placed ones. In our case,
we used images for which we had both types of contours, on
purpose. The comparison may be expressed, for example, in
terms of average distance (in pixels) between each point from
both contours, or percentage of filled shape overlapping. Table
2 gives the obtained results after minimization by exploration,
dsm and best of both according to the energy function used. One
could consider that these results are poor, as a perfect matching
should give 0 as distance and 100% as overlapping : In minimi-
zation, the higher the precision, the higher the computing cost.
For example, a 1 degree variation in rotation necessarily yields
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Minimization distance overlapping (%)
type worst mean best worst mean best

exploration 19.46 7.07 2.93 59.58 77.98 89.73
dsm 23.86 7.41 3.24 60.23 77.72 86.94
bests 23.86 7.39 2.93 60.23 77.96 89.73

TAB. 2 –Location results by sub-optimal exploration, dsm and
best of both.

an important error in the results. Also remember that the shapes
may differ as the reference is hand-placed and the other is gues-
sed using acoustic information. One of the speakers painted a
little more than his lips with blue lipstick. As a result, the shape
may differ between both contours. Finally, we used relatively
high resolution images compared to other existing corpora. A
7 pixels average error must be related to the 200 pixels width
of the lips. As a comparison, the use of our minimization pro-
cedures for contours extracted on blue-hue images (see Fig. 1)
and normalized, yielded results about 3 pixels distance and 86%
overlapping for exploration and respectively 4.3 pixels and 82%
for dsm. These results show that the energy function we used—
although yielding good results—does not correspond exactly to
lip matching, as the retained contours are not always the best.

4.2. Quality of the obtained models

In our case, the main objective was to build an appearance
model, not to evaluate the quality of location. However, the qua-
lity of location may also be evaluated by comparing the quality
of the trained neural networks.

Classification results are shown in Table 3. These results
were calculated for all available blocks (1.71 million skin
blocks, 0.72 million lips blocks and 0.11 million inner mouth
blocks), on a WTA (Winner Takes it All) basis, which means
that for each block entered, the output unit having the hi-
ghest value was selected as output of the network, whatever the
others. The “Total” column is the result for all blocks, not the
mean of the previous three. The results obtained are very good
(always over 90%). The table shows a global improvement of
classification using “certified” blocks. The emphasis should be
put on the lips classification results as what we want is to extract
lip shapes accurately. Selecting “certified” blocks improves the
results significantly.

5. Conclusions and future work
In this paper, we described how we have built a shape and

appearance model of the lips without any hand-labelling. We
proved that the obtained model is very close to a model built
using hand-labelling. The only drawback is the need to have
the speakers from the training set pronounce at least part of the
corpus twice (once with blue lipstick). The major interest of an
automatic procedure is that it may easily be used even with large
corpora, allowing to build more accurate models. Using acous-
tic information, it should be possible to dispense from hand la-
belling or at least to reduce these manipulations significantly.
The appearance model may be used to extract lips of other spea-
kers a lot more accurately than using red-hue images. This en-
ables to re-train the model with other speakers automatically.
Finally, we’re planning to use the obtained model on different
speakers to see if it works well. The first tests made with spea-
kers not in the training set are very promising.

Network Skin Inside mouth Lips Total

ref-10 96.91% 97.86% 98.48% 97.40%
auto-10 93.68% 98.31% 93.52% 93.84%
cert-10 93.53% 97.19% 95.65% 94.30%

ref-15 97.61% 97.77% 98.19% 97.78%
auto-15 95.39% 97.17% 91.07% 94.24%
cert-15 94.94% 97.75% 94.30% 94.88%

TAB. 3 –Classification results with each network.
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