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Abstract
This paper describes the incorporation of a visual lip track-

ing and lip-reading algorithm that utilizes the affine-invariant
Fourier descriptors from parametric lip contours to improve the
audio-visual speech recognition systems.

The audio-visual speech recognition system presented here
uses parallel hidden Markov models (HMMs), where a joint de-
cision, using an optimal decision rule, is made after processing.
This work describes the extraction of affine-invariant Fourier
descriptors (AI-FDs) from parametric lip contour data. Finally,
this work validates the use of optimal weight selection, which
is based on the noise type and signal-to-noise ratio (SNR) for
joint audio-visual automatic speech recognition (JAV-ASR).

1. Introduction
One difficulty associated with automatic speech recognition
(ASR) is the degradation of accuracy that occurs when the
acoustic background during system use differs from that of
training. This is typically due to the presence of background
noise. Successful approaches for improving the robustness of
ASR systems include human auditory modeling, improved fea-
ture extraction, noise removal or compensation techiques, and
the addition of natural language modeling to systems. These
approaches have resulted in limited success in error reduction
in audio-only ASR systems [1]. Generally, the lack of dis-
tinction between the speech signal and the interferring noise
causes a loss of information for the audio-based recognizer. It
is for this reason that the addition of visual features, such as
lip-reading, have been suggested. It has also been shown that
humans use visual information to supplement their ability to
perceive speech [2] [3] [4].

Lip-Reading meets at least two criteria for improving ro-
bustness: It mimics human visual perception of speech, and
it also contains information that is not always present in the
acoustic signal [5]. Petajan was one of the first researchers to
present results using lip-reading based on oral-cavity features
to improve ASR [6]. Silsbee et al. [1] also demonstrated im-
proved results for audio-visual speech recognition using vec-
tor quantization (VQ) of acoustic and visual data with separate
HMM-based audio and video subsystems, where decisions are
combined using a fuzzy and rule. Teissier et al. [7] utilized
20 FFT-based, 1-bark wide channels between 0 and 5 Khz for
acoustic features and physical lip measurements for visual fea-
tures in a noisy vowel-recognition task. Chiou et al. [2] utilized
active contour modeling to extract visual features of geometric
space, the Karhunen-Loève transform (KLT) to extract princi-
pal components in the color eigenspace, and HMMs to recog-
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Figure 1: Block diagram of the AV-ASR system.

nize the combined video-only feature sequences. It is worth
noting here that these earlier visual feature extraction methods
are not affine (translation, rotation, scaling, and shear) invariant.
A speaker’s lips must remain stationary within the video frame,
or recognition accuracy will degrade.

Figure 1 shows the block diagram of a late-integration-
based audio-visual automatic speech recognition (AV-ASR)
system. Separate audio-visual decisions are made and com-
bined “late” in the process. This paper contributes the follow-
ing:

1. It presents an affine-invariant feature extraction scheme
from parametric lip contour data.

2. It also validates that optimal late-integration may be per-
formed based on the level and type of interfering noise.

This paper is organized as follows. In section 2, we introduce
the AV-ASR speech recognition system. Brief overviews are
provided for the audio and video subsystems as well as the
outer-lip contour detection, parameterization, and extraction of
affine-invariant Fourier descriptors from parametric lip contour
data. Section 3 presents information that validates optimal late
integration based on the noise type and level. The experimen-
tal setup and results are given in section 4. Finally, Section 5
summarizes the work presented and proposes areas of future re-
search.

2. Audio-Visual Speech Recognition System
This section describes the AV-ASR system. The basic opera-
tion follows that of Figure 1 with independent audio and vi-
sual HMM-based subsystems, where the final decision is based
upon a combination of the individual decisions. Isolated word
recognition is implemented in HTK using left-to-right, eight-
state HMMs for both subsystems, which are briefly described
in the following subsections.

2.1. Audio Subsystem

The audio subsystem is a fairly standard HMM-based speech
recognizer. Mel-frequency discrete wavelet coefficients
(MFDWC) are used for audio observation features. A complete
description of the audio MFDWC technique is described in [8].
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Figure 2: Block diagram of the video feature extraction algo-
rithm.

2.2. Video Subsystem

Figure 2 shows a basic overview of the video feature extrac-
tion algorithm. The algorithm extracts twelve affine-invariant
Fourier descriptors (FDs) of lip contour data as well as four
affine-invariant oral cavity features: width, height, ratio of
width-to-height, and the area of the outer lip. Temporal coef-
ficients are obtained by differencing the consecutive image se-
quence features. These dynamic coefficients are then used by
the video HMM to generate log-likelihood scores [9].

2.3. Outer-lip contour detection algorithm

The basis of the video subsystem is lip-tracking and an efficient
lip contour detection algorithm. Our technique uses color im-
ages with no prior labeling required. The goal is to segment lip
regions and detect the outer lip contour. Figures 3-10 demon-
strate nonparametric and parametric lip contour extraction. The
basic extraction procedure is as follows: the lip tracking algo-
rithm tracks and zooms on the mouth region (region of inter-
est) using progressive scan CCD technology within the FOV of
the camera utilizing the feedback from a lip-segmentation algo-
ritm [2] [10].

Figure 13 shows the non-parametric outer-lip contour data
superimposed on the mouth image. Here, x = [x; y]

t is a vector
representation of pixel locations on the contour. In this paper,
we demonstrate a parametric description of the lip contour that
lessens the degradation of recognition performance due to rough
edges in the contour. Figure 10 may be compared to figure 9 to
notice the improved smoothness.

Figure 3: Segmented mouth
region.

Figure 4: Non-parametric
outer-lip contour image.

Figure 5: Non-parametric
upper-lip contour.

Figure 6: Parametric upper
lip-contour.

2.4. Parametric description of the outer lip contour

The parametric lip contour data is extracted from tracked non-
parametric lip contour data. A parametric contour is found that
corresponds to the general quadratic equation ax2+bxy+cy

2
+

Figure 7: Added segments
of parametric lower-lip con-
tour data.

Figure 8: Smoothed seg-
ments of parametric lower-
lip contour data.

Figure 9: Non-parametric
lip contour data with width
and height line superim-
posed on top of the mouth
image.

Figure 10: Parametric lip
contour data with width and
height line superimposed on
top of the mouth image.

dx+ey+f = 0, where a, b, : : : , f are constants and a, b, and c
are all non-zero. Due to lip deformation while speaking, better
results were obtained by separate parameterization of upper and
lower lip contours broken into overlapping sub-contours. Let us
denote the data samples over a tracked lip contour segment as

x =

�
x1 x2 x3 : : : xN

y1 y2 y3 : : : yN

�
: (1)

The basic form used in the elliptical parameter estimation in
matrix notation is M � q = 0 where q = (a b c d e f)

T . The
dimensionality of M is the number of points, N , in the segment
multiplied by 6 (N � 6). Each row of M corresponds to one
point in the segment. The parameters of each contour are then
solved using the least-squares method to find a; b; c; d; e; and f .

Using the estimated parameters, parametric lip contour de-
scriptions are generated for each segment. The generated para-
metric forms are combined by averaging the overlapping seg-
ments to form a final parametric lip contour that is transformed
to the Fourier domain and normalized. This eliminates depen-
dencies on the affine transformation and the starting point of the
lip contour.

2.5. Affine-invariant Fourier descriptors from parametric
lip contour data

Let xo be the outer-lip parametric contour data for N points
on the lip contour in the reference image, and similarly x be
the outer-lip parametric contour data in the observation image,
where reference and observation images represent the training
and test images, respectively, for the video subsystem. The re-
lationship between observed data x and reference data xo can
be written as,

x[n] = Ax
o

[n+ � ] + b; (2)

where A represents a 2�2 arbitrary affine matrix, det(A) 6= 0,
that may have scaling, rotation, and shearing affect, b repre-
sents a 2� 1 arbitrary translation vector, and � is starting point
shift. Therefore, we have a total of seven parameters to remove,
which are four elements of A, two elements of b, and the start-
ing point. Let Q and Q0 be affine-invariant Fourier descriptors
of observed data x and reference data xo, respectively. It has
been proven that for any arbitrary A, b and � that satisfy Eqn. 2,
Q and Q0 are equal [11].
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Table 1: Set 1: Recognition accuracy of audio subsystem and combined audio-visual (AV) system when used with the optimal value of
�. NOTE: The video subsystem achieved 89.41% accuracy on the corresponding video sets for Tables 1- 4.

Speech Noise Lynx Noise Operation Room Noise Machine Gun Noise

� audio % AV % � audio % AV % � audio % AV % � audio % AV %
Clean 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0
18 dB 0.0481 94.7 100.0 0.0507 96.5 100.0 0.0919 98.8 100.0 0.2990 99.4 100.0
12 dB 0.0090 65.3 95.9 0.0157 71.8 95.9 0.0262 88.8 97.7 0.0500 97.1 100.0
6 dB 0.0032 36.5 93.5 0.0028 36.5 93.5 0.0223 58.8 94.7 0.0239 79.4 97.7
0 dB 0.0013 13.5 91.2 0.0006 15.9 90.0 0.0052 21.8 92.9 0.0056 64.7 95.3
-6 dB 0.0006 12.4 90.6 0.0004 12.9 90.0 0.0051 14.7 90.6 0.0020 45.3 92.4

Table 2: Set 1: Recognition accuracy of the audio subsystem and joint AV system when used with the optimal value of �.

STITEL Noise F16 Noise Factory Noise Car Noise

� audio % AV % � audio % AV % � audio % AV % � audio % AV %
Clean 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0
18 dB 0.0548 90.0 98.2 0.1654 97.1 100.0 0.0837 98.2 100.0 0.5129 100.0 100.0
12 dB 0.0144 62.4 95.3 0.0222 79.4 97.1 0.0172 88.2 97.7 0.0441 97.7 100.0
6 dB 0.0019 30.0 91.8 0.0158 40.6 94.1 0.0367 54.7 94.1 0.0152 88.2 97.7
0 dB 0.0007 13.5 90.6 0.0031 26.5 92.4 0.0050 24.7 92.9 0.0033 58.2 94.71
-6 dB 0.0004 11.2 90.6 0.0029 21.2 91.8 0.0180 23.5 90.6 0.0032 30.6 92.4

Thus, the algorithm extracts twelve affine-invariant FDs of
outer-lip contour data as well as four affine-invariant oral cavity
features (width, height, ratio of width-to-height, and the area of
the outer lip). Dynamic coefficients are obtained by differenc-
ing the consecutive image sequence features. These dynamic
coefficients are then used by the video HMM to generate log-
likelihood scores [9].

3. Validation of Optimal Fusion of Separate
Decisions

The combined likelihood score is computed using the integra-
tion rule as is common in late integration [1] [12] [11] [5]:

Savi = �Sai + (1� �)Svi; (3)

where Savi,Sai and Svi audio-visual system’s score, audio sub-
system’s score and video subsystem’s score, respectively. � is
the weighting term and affects the influence of each subsystem
upon the final decision. Increasing � increases the influence of
Sai while decreasing the influence of Svi and vice-versa.

The optimal � for decision combination actually varies
based on the current acoustic condition [11] [5]. We have previ-
ously found that basing � on the SNR and type of noise provides
optimal recognition rates that exceed the individual subsystems
in nearly all cases. In this paper we further validate that find-
ing. Our experiments were conducted using one segment of
each noise added to the audio speech segments. We refer to this
as Set 1. Optimal values of � were determined based on the
noise type and level. These values were then used with differ-
ent segments of noise added to the same speech samples. We
refer to this as Set 2. Results are shown in Table 1 and Table 2
for Set 1. The results shown in Tables 3 and 4, however, are
based on Set 2, using the values of � chosen from Set 1. In
nearly all cases, the recognition rates achieved are near optimal
and exceed those of either individual subsystem. The only case
where this is not true is in the machine gun noise of Set 2, due to
the nonstationary manner of the machine gun noise. The results
still, however, greatly exceed those of the audio subsystem.

4. Experimental Setup and Results
4.1. Experimental Setup

Each subsystem of the AV-ASR system is trained individually.
Our current system is a speaker-dependent isolated word recog-
nizer. An uncompressed RGB-color video at 160 � 120 with
16 kHz audio is recorded, and the speaker’s lips must remain
in the field of view but may move or rotate. The video and
audio tracks are processed separately by the individual subsys-
tems. MFDWC features are used in the audio-based recognizer.
Affine-invariant Fourier descriptors and oral-cavity features are
used in the video subsystem. Tests are performed based on
non-parametric lip contours and also on parametric lip con-
tours. Each audio and video subsystem generates log-likelihood
scores for the ten word vocabulary. Finally, individual subsys-
tem’s decisions are combined using � chosen based on the type
and level of noise. The word with the highest score is then se-
lected. The AV-ASR system is tested for eight different noise
types from the NOISEX data base by corrupting clean speech
with additive noise at various SNRs.

Using a similar dataset to that of [2], we recorded the same
ten word spoken vocabulary at 30 fps from a single speaker:
on, off, yes, no, up, down, forward, rewind, radio, and tape.
Each word was recorded (audio and video) 17 times. To
increase training and testing possibilities, seventeen different
training/test sets were created by rotating the 16 training sets
among the 17 recordings, using the remaining set as the test set
in each case. The audio signal in the test set was corrupted with
additive noise from the NOISEX database at each given SNR
(clean, 18dB, 12dB, 6dB, 0dB, and -6dB). The audio subsys-
tem was not trained with the noisy data, so the testing condition
was an unmatched system.

4.2. Experimental Results

With a test set of 170 isolated words based on the ten-word
vocabulary, we were able to achieve a recognition accuracy
of roughly 87% with the visual subsystem alone, using non-
parametric lip contours data only.



 Eurospeech 2001 - Scandinavia

Table 3: Set 2: Recognition accuracy of audio subsystem and combined AV system when used with values of � chosen using Set 1.
(Validation of optimal � selection.)

Speech Noise Lynx Noise Operation Room Noise Machine Gun Noise

� audio % AV % � audio % AV % � audio % AV % � audio % AV %
Clean 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0
18 dB 0.0481 92.9 98.2 0.0507 93.5 97.7 0.0919 97.7 100.0 0.2990 79.4 80.0
12 dB 0.0090 61.2 94.7 0.0157 67.7 94.7 0.0262 90.6 96.5 0.0500 74.7 79.4
6 dB 0.0032 31.8 92.9 0.0028 28.8 91.8 0.0223 47.7 92.9 0.0239 60.0 77.7
0 dB 0.0013 13.5 90.6 0.0006 15.9 90.6 0.0052 21.2 91.2 0.0056 50.6 89.4
-6 dB 0.0006 11.8 91.2 0.0004 12.9 90.0 0.0051 11.2 91.2 0.0020 40.0 90.6

Table 4: Set 2: Recognition accuracy of audio subsystem and combined AV system when used with values of � chosen using Set 1.
(Validation of optimal � selection.)

STITEL Noise F16 Noise Factory Noise Car Noise

� audio % AV % � audio % AV % � audio % AV % � audio % AV %
Clean 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0 0.5154 100.0 100.0
18 dB 0.0548 90.0 97.7 0.1654 96.5 100.0 0.0837 97.7 100.0 0.5129 100.0 100.0
12 dB 0.0144 65.3 93.5 0.0222 78.2 97.1 0.0172 83.5 97.7 0.0441 98.8 100.0
6 dB 0.0019 23.5 91.8 0.0028 37.1 94.1 0.0223 58.8 93.5 0.0239 88.8 98.2
0 dB 0.0007 15.9 90.6 0.0031 25.3 92.4 0.0050 44.7 92.9 0.0033 64.7 94.1
-6 dB 0.0004 11.2 90.0 0.0029 21.2 91.2 0.0180 24.7 92.9 0.0032 30.0 92.9

Using parametric lip contour data, though, we were able to
improve the recognition accuracy of the same test set to 89.4%.
Another important observation made while testing is that this
small increase in recognition rate actually relates to another im-
portant improvement due to the parametric lip contour tech-
nique. Using the nonparametric system, the combined recog-
nition rate exceeded either subsystem only as long as the audio
recognition rate did not drop below about 20%. However, with
the new parametric system, the combined system exceeded ei-
ther subsystem even when the audio subsystem only maintained
11% accuracy for the tested conditions.

5. Concluding Remarks and Future Work
Invariance to affine transforms adds considerable robustness to
a lip-reading system for natural speaking. Finding parametric
lip contours improves recognition performance even more. By
basing the decision rule ratio on both the noise level and type,
the combined audio-visual system will outperform either sub-
system in nearly all cases and provide superior, noise-robust
results.

Possible future work includes testing with the addition of
inner-lip contour information and incorporation of a noise de-
tector and audio and video based SNR-detection algorithm in
the JAV-ASR system. This approach will eventually be ex-
tended to a large-vocabulary, continuous speech recognizer.
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