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Abstract
There are two types of prior distribution that can be viewed
as natural for extended MAP (or EMAP) speaker adaptation.
One arises from modeling the correlations between speakers
(assumed to be constant across HMM Gaussians) and the other
from modeling the correlations between HMM Gaussians (as-
sumed to be constant across speakers). In this paper we present
new results establishing the usefulness of correlations of the
first type for speaker adaptation and we outline a tensor product
construction which enables both types of correlation to be inte-
grated in a common mathematical framework. We also present
the results of some experiments which suggest that the two
types of correlation are equally effective for speaker adaptation
and that there is no incremental improvement to be gained by
modeling both of them simultaneously.

1. Introduction
The problem of speaker adaptation as it is usually formulated
consists in using a minimal amount of adaptation data to esti-
mate speaker-dependent mean vectors. Equivalently, the prob-
lem is one of estimatingspeaker offsets where by a speaker off-
set we mean the difference between a speaker-dependent mean
vector and the corresponding speaker-independent mean vector.

Owing to data insufficiency, maximum likelihood esti-
mation is inadequate for this purpose. Moreover, classical
Bayesian or MAP estimation — the single most effective adap-
tation technique in situations where several minutes of adap-
tation data are available for each test speaker — suffers from
the drawback that it only provides estimates for mean vectors
that are observed in the adaptation data (typically a very small
fraction of the total). Accordingly many authors have investi-
gated the use of correlations between different speaker offsets as
prior information for the purpose of MAP estimation of speaker-
offsets. This approach to the speaker adaptation problem has
been called EMAP speaker adaptation (‘E’ for extended) [1].

The most common assumption concerning the prior distri-
bution of the speaker offsets is that the correlations between
speaker-offsets for different Gaussians (HMM mixture compo-
nents) are constant across speakers [2, 3, 4, 1] . (Although it
may not be stated explicitly in this way, this hypothesis also un-
derlies the eigenvoice method of speaker adaptation[5].) Since
this assumption ignores speaker-dependent variation and con-
siders only the variation in the speaker offsets which is due to
variation between mixture components, we refer to these corre-
lations asintra-speaker correlations.

In earlier work [6, 7] we investigated another approach to
speaker adaptation which at first sight appears to be quite differ-
ent. We sought to extend the idea of MLLR to implement a re-
gression on all training speakers in much the same sense as clas-
sical MLLR implements a regression on a speaker-independent
HMM. Our idea was that if there is not enough data to esti-

mate an offset for a given speaker then data from other speakers
could be used provided that we had an explicit model for how
the speaker offsets for all pairs of speakers are correlated with
each other. So our basic assumption concerning the prior distri-
bution of the speaker offsets was that the correlations between
speaker-offsets for different speakers are constant across mean
vectors. This assumption is dual to the one referred to above
in that the only variation in the speaker offsets that it permits
is the variation between speakers; accordingly we refer to these
correlations asinter-speaker correlations.

In this paper we present new results on the effectiveness of
inter-speaker correlations for EMAP speaker-adaptation on the
AUPELF task. We also sketch a general mathematical frame-
work which enables inter- and intra-speaker correlations to be
treated on the same footing so that the effectiveness of the two
types of prior distribution can be compared. We report the re-
sults of an experiment which suggests that the two types of prior
are essentially equally effective for speaker adaptation. This
mathematical framwork uses a novel tensor product construc-
tion to integrate the two types of correlation which we designed
with a view to seeing if any incremental improvement in the
effectiveness of speaker adaptation could be achieved by mod-
eling the two types of correlation simultaneously. We report the
results of an experiment that suggests that this line of investiga-
tion is unfruitful on theAUPELF task.

2. The prior distribution of the speaker
offsets

In this section we state the two assumptions referred to above
precisely and describe a third assumption which is broad
enough to embrace both of them.

Let S be the number of speakers in the training set andC
the number of mixture components in the speaker-independent
HMM. Fix a mixture componentc with mean vector�(c) and
covariance matrix�(c). The fundamental assumption of EMAP
adaptation is that, for a given speakers and mixture component
c, that there is an appropriately distributed random vectorMcs

(the speaker offset) such that ifY is an observation vector for
the given speaker and mixture component then

Y = �(c) +Mcs +E (1)

whereE is distributed with mean0 and covariance matrix�(c).
(More precisely,E varies from one observation to the next but
the random vectorMcs does not.) Our concern in this paper is
with the different possibilities for modeling the joint distribu-
tion of Mcs for c = 1; : : : ; C ands = 1; : : : ; S. The sim-
plest assumption to make here of course is that the offsetsMcs

are all statistically independent as in classical Bayesian speaker
adaptation, but less restrictive assumptions lead to more power-
ful prior distributions of the speaker offsets and hence to more
powerful speaker-adaptation techniques.
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If the issue of statistical dependencies between different
acoustic features is ignored, the two assumptions concerning
the prior distributions of the speaker offsets that we referred to
above can be stated as:

(i) For each acoustic dimensiond there is aC � C covariance
matrixAd such that for eachs = 1; : : : ; S, the vector
whose components areMcs

d
(c = 1; : : : ; C) is Gaus-

sian distributed with mean0 and covariance matrixAd.

(ii) For each acoustic dimensiond there is aS � S covariance
matrixBd such that for eachc = 1; : : : ; C, the vector
whose components areMcs

d (s = 1; : : : ; S) is Gaus-
sian distributed with mean0 and covariance matrixBd.

We drop the reference to the acoustic feature dimensiond
henceforth. Thus for eachc ands,Mcs will denote a scalar and
we will regard these scalars are the components of a tensor of
type (2, 0) which we denote byM (see Section 3). If we regard
M as a random matrix, the assumption in (i) is that the rows of
the matrix are independently and identically distributed with co-
variance matrixA and the assumption in (ii) is that the columns
of the matrix are independently and identically distributed with
covariance matrixB. In [6, 7] we presented a new EM algo-
rithm which uses first order statistics collected for each matrix
entry(c; s) to estimate the within-column covariance matrixB.
It is obvious that by simply interchanging the roles of speakers
and mixture components this machinery can be carried over to
the problem of estimating the within-row covariance matrixA.

Although both types of covariance matrix have been shown
to be useful for EMAP speaker adaptation, no study of their rel-
ative effectiveness has yet been carried out. Accordingly this
is the first experimental issue that we will address. The ques-
tion also arises of whether it might be possible to profit from
both types of correlation simultaneously. The problem here is
that one can treat either the rows or the columns of the random
matrix as statistically independent but the only way that both
assumptions (i) and (ii) can hold is ifA andB are both diag-
onal matrices. So in order to experiment with this question a
framework is needed that incorporates both (i) and (ii) as spe-
cial cases.

For this we need to model correlations between all pairs
of entries of the random matrix. Thus we need to estimate a
covariance matrix of dimensionCS �CS. It turns out that the
idea of the tensor product of two matrices (defined in the next
section) provides a natural solution to this problem in that ifA

andB are covariance matrices of dimensionC �C andS � S
then the tensor productA
B can be interpreted as a covariance
matrix of the required dimension (CS � CS). If we assume
that the components ofM are jointly Gaussian distributed with
mean0 and covariance matrixA
B then this assumption can
be reduced to (i) by takingB to be theS � S identity matrix
and to (ii) by takingA to be theC � C identity matrix.

Furthermore the problem of devising an iterative EM esti-
mation algorithm to estimateA
B turns out to tractable. The
idea behind the estimation procedure is that if we have an ini-
tial estimate of, say,A then we can transform the estimation
problem to one in which the rows are whitened (in the sense
that they are independent and identically distributed) and then
estimateB as in [6, 7]. Likewise we can use this estimate of
B to whiten the columns and then estimateA. By alternating
between estimatingA and estimatingB we obtain an iterative
scheme which is guaranteed to increase the appropriate likeli-
hood function (described in the next section) on successive iter-
ations.

3. The tensor product construction and the
likelihood function

First we need some notation. For our purposes it is natural to
regard a covariance matrix as a mixed tensor of type (1, 1) that
is to say a two dimensional array written with 1 subscript and
1 superscript. So ifA andB be covariance matrices of dimen-
sionC � C andS � S respectively we write the components
of A asAc

d (c; d = 1; : : : ; C) and the components ofB as
Bs

t (s; t = 1; : : : ; S). We denote byA
B the mixed tensor
of type (2, 2) whose components areAc

dB
s

t . This 4 dimen-
sional array can be viewed as defining a covariance matrix of
dimensionCS � CS as alluded to in the previous section by
collapsing it into a two dimensional array according to the fol-
lowing rule: take the matrixA and replace each entryAc

d by
theS � S matrixAc

dB.
A tensorT of type (2, 2) can also be viewed as a linear

transformation on the space of tensors of type (2, 0) under which
a tensorX is mapped onto the tensorTX whose components
are given by where

X
d;t

T
cs

dt
X

dt (2)

for c = 1; : : : ; C ands = 1; : : : ; S. This way of looking at
tensors also leads to a natural way of defining the determinant
of a tensorT (which we denote byjTj) and its adjoint (which
we denote byT�). (Since we have used bold face upper case
letters to denote matrices and vectors in [7] we will continue
to adhere to that convention here and use underlined bold face
upper case letters to indicate tensors.)

One other piece of notation that we will need is that ifT
is a tensor of type (2, 2) then we denote byS [T] the tensor of
type (1, 1) whose components are

X
s

T
cs

ds
: (3)

(That is, S [T] is the contraction ofT with respect to the
speaker indices.)

Suppose that a Viterbi alignment of the training data has
been carried out. For each mixture componentc and speaker
s, let N(c; s) be the number of observations for this mixture
component and speaker in the training data and letSX(c; s)
andSXX�(c; s) be the first and second order moments about
the mean of the observations. (Recall that we are treating the
acoustic features as statistically independent and modeling them
separately so the ‘observations’ here are one dimensional.)

Define tensorsK;N;D;S
X

by

K
cs

dt
= A

c

dB
s

t (4)

N
cs

dt
= N(c; s)�cd�

s

t (5)

D
cs

dt
=

1

(�cs)2
�
c

d�
s

t (6)

S
cs

X
= SX(c; s) (7)

for c; d = 1; : : : ; C and s; t = 1; : : : ; S (where � is the
Kroeneker delta).

The following proposition can be proved in the same way as
Proposition 2 of [7]. It describes the likelihood function whose
value is guaranteed to increase on each iteration of the EM esti-
mation procedure described in Section 5.

Proposition 1 Under the assumption that the collection of ran-
dom variables Mcs (c = 1; : : : ; C; s = 1; : : : ; S) has a
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joint Gaussian distribution with mean 0 and covariance ma-
trix A 
 B, the likelihood of the training data is given by the
expression

X
c;s

�
N(c; s) ln

1

(2�)1=2�cs
�

1

2

SXX�(c; s)

(�cs)2

�

�
1

2
ln jDNK+ Ij+

1

2
S
�

X
DM̂

where M̂ is the mode of the posterior distribution of M condi-
tioned on the training observations.

The calculation ofM̂ is outlined in the next section.

4. The posterior distribution of the speaker
offsets

For speakers and componentc, the EMAP estimate of the
speaker-dependent mean vector is

�(c) + M̂
cs

(8)

whereM̂ is the mode of the posterior distribution ofM condi-
tioned on the observations for all of the speakers and all of the
mixture components.

The procedure for calculatinĝM can be derived as in
Proposition 3 of [7]. It amounts to first solving the tensor equa-
tion

(DNK+ I)Y = DS
X

(9)

forY and then setting

M̂ = KY: (10)

The following proposition shows how to convert this tensor
equation into an ordinary matrix-vector equation in such a way
as to take advantage of the sparsity of the observations. (The
observations are sparse in the sense that not all mixture compo-
nents are observed for all speakers.)

Proposition 2 Suppose the pairs (c; s) such that N(c; s) > 0
are enumerated and that there are M of them in all. For m =
1; : : : ;M , let

R
cs

m
=

�
1 if N(c; s) > 0 and m is the index of (c; s)
0 otherwise.

(11)

Define M �M matricesD;N;K by

D = R
�

DR (12)

N = R
�

NR (13)

K = R
�

KR (14)

and an M � 1 vector SX by

SX = R
�

S
X
: (15)

If Y is the M � 1 vector defined as the solution of the matrix-
vector equation

(K+N�1
D

�1)Y = N�1
SX (16)

then

M̂ = KRY: (17)

Note that the matrixK +N�1D�1 is strictly positive definite
and that the tensor product structure ofK enables matrix-vector
products of the formKX (whereX is a vector) to be calcu-
lated very efficiently. It follows that iterative techniques such as
the Gauss-Seidel or Conjugate Gradient methods can be used to
solve forY at low computational cost.

5. Estimation ofA and B
The EM estimation procedure for correlation matrices given in
[7] consists in optimizing an auxiliary function which can be in-
terpreted as the cross-entropy between two Gaussian probability
measures. A similar cross entropy function can be constructed
in the present case using initial estimatesA0 andB0 ofA and
B. It turns out that if the cross-entropy is regarded as a function
of A andB then the joint optimization problem does not have
a closed form solution. However there is a closed-form solution
if we holdA to beA0 and optimize forB or if we holdB to be
B0 and optimize forA and each of these partial optimizations
is guaranteed to increase the likelihood function given in Propo-
sition 1. So the estimation procedure that we have implemented
consists in alternating between these two partial optimizations.
Here is the procedure forA:

Proposition 3 Supppose B is given and that we have initial
estimates A0 of A and �cs0 of �cs for c = 1; : : : ; C and s =
1; : : : ; S. Let

K
0
= A0 
B (18)

and let N, D
0

and M̂
0

be as in Section 2 (where the subscript
0 indicates that the calculations are performed with the initial
parameter estimates). Set

K̂
0
= K

0
(DNK

0
+ I)�1

: (19)

LetP andQ be matrices whose columns are eigenvectors ofA0

and B corresponding to non-zero eigenvalues. Define a matrix

B0, a tensor M̂
]

0
of type (2, 0) and tensors T̂ and K̂

]

0
of type

(2, 2) by

B
0 = Q

�

BQ (20)

T = P
QB0�1=2

(21)

M̂
]

0
= T

�

M̂
0

(22)

K̂
]

0
= T

�

K̂
0
T: (23)

Then we can increase the likelihood function of Proposition 1
by choosing a new estimate ofA by setting

A = PA0

P
� (24)

where

A
0 =

1

S0
S
h
K̂

]

0
+ M̂

]

0
M̂

]�

0

i
(25)

and new variance estimates by setting (�cs)2 to be

1

N(c; s)

�
S
cs

XX� � 2M̂
cs

0
Ŝ
cs

X
+N(c; s)

�
K̂

cs

0cs
+ (M̂

cs

0
)2
��

(26)

for c = 1; : : : ; C and s = 1; : : : ; S.
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6. The usefulness of inter-speaker
correlations

We first report the results of some new experiments that we have
carried out to test the effectiveness of the inter-speaker correla-
tions (that is, the case whereK has the formI 
 B). As in
[6], these experiments were carried out on the French language
AUPELF task (a dictation task which uses readings from the
newspaperLe Monde for training and testing [8]). For signal
processing we used a 10ms frame rate and a 26-dimensional
acoustic feature vector (13-dimensional mel-frequency cepstral
coefficients together with their first derivatives). The training
set was a subset ofBREF-TOTAL consisting of 52.7 hours of
speech (28,865 sentences) collected from 100 speakers. The
speaker-independent HMM had 3980 output distributions each
with 8 mixture components and one full covariance matrix per
phoneme. We estimated one inter-speaker correlation matrixB

per phoneme (rather than a single inter-speaker correlation ma-
trix for all HMM mixture components).

For the recognition experiments we used a 20,000 word dic-
tionary and 2 language models: a small language model con-
taining 311,000 bigrams and 80,000 trigrams and a large lan-
guage model containing 10.6 million trigrams.

B mins LM %

1 0 — small 73.24

2 Diagonal 5 small 73.76
3 Diagonal 17 small 76.41

4 Full 5 small 76.15
5 Full 17 small 77.97

6 0 — large 80.56

7 Full 5 large 82.76
8 Full 17 large 83.64

Table 1:Recognition accuracies averaged over 20 test speakers
in the case A = I. LM = language model. mins = minutes of
adaptation data per speaker.

The cases whereB = 0 correspond to speaker indepen-
dent recognition results and the cases whereB is diagonal (that
is, speakers are assumed to be statistically independent) corre-
spond to classical Bayesian adaptation. Note that according to
lines 2 and 3, 17 minutes of adaptation data are needed to obtain
an appreciable improvement with Bayesian adaptation. Mod-
elling inter-speaker correlations gives a comparable improvem-
nent with only 5 minutes of data and further improvement can
be obtained with 17 minutes.

7. Comparison between inter-speaker and
intra-speaker correlations

The second series of experiments that we report was designed
to compare the effectiveness of correlation matrices of the form
A
I (as in [1, 2, 3, 4]) with those of the formI
B (as in [6, 7]).
For computational reasons we carried out these experiments us-
ing a smaller training set (namely BREF-80 which consists of
10.6 hours of data), a small HMM (3128 Gaussians) and the
small language model. The inter-speaker and intra-speaker cor-
relation matrices were phoneme-dependent. Only five minutes
of adaptation data per speaker were used.

The first line here refers to the multi-speaker recognition
accuracy, obtained with a HMM trained on the union ofBREF

K %

1 0 66.54
2 A
 I 70.83
3 I 
B 70.41
4 A
B 70.41

Table 2:20 test speakers. LM = language model.

80 and the adaptation data for each of the test speakers. This
is the HMM that was adapted in the experiments of lines 2, 3,
and 4. All three types of EMAP adaptation are seen to give
comparable results.

8. Conclusions
We have presented new results which show the usefulness of
inter-speaker correlations for EMAP speaker adaptation on the
AUPELF task. We have also presented evidence that, on this
task, inter-speaker and intra-speaker correlations are equally ef-
fective for speaker adaptation and no additional improvement
can be expected from modeling both types of correlation simul-
taneously.
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