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Abstract 

In this paper the question is addressed whether the word-level 
intelligibility of time-compressed speech can be improved 
over linear compression by using a type of non-linear 
compression. Two options are tested: one type of 
compression which takes into account the natural timing of 
fast speech;  and one other type of compression that saves the 
segmental intelligibility of short unstressed syllables. This is 
tested at two rates of speech: fast and very fast. The results of 
the perception experiments (an articulation test and a speech-
interference test) show that, at both rates of speech, neither of 
the two types of non-linear time-compression improves 
intelligibility over linear compression.  This suggests that 
both the prosodic pattern and the segmental intelligibility of 
both syllables contribute to word recognition in fast speech. 

1. Introduction 

Artificial time-compression of speech, e.g. for the purpose of 
fast playback of long recordings, e-mails or voicemail 
messages, is normally performed in a linear way. Previous 
research has shown that the timing of speech that was 
articulated fast differs from that of normal rate speech At 
word-level, when speakers speed up their articulation rate, 
stressed syllables are reduced less, relatively, than unstressed 
syllables [1]. At sentence level, less shortening due to tempo 
increase was found in the sentence stressed syllable than in 
other parts of the sentence (for English e.g. [2]). Relatively 
predictable or ‘unimportant’ words, such as articles and 
auxiliaries, are reduced more, relatively, than content words. 
This means that prosodic patterns become more pronounced 
or salient in natural fast speech. As linear time-compression 
leaves intact the word- and sentence level timing of normal 
speech rate, the question arises whether the intelligibility of 
time-compressed speech would improve if the natural timing 
of fast speech were taken into account.  
 Several studies have shown that under difficult listening 
conditions, prosodic factors play an important role in 
comprehension at sentence-level. A number of studies have 
shown that stress plays a role in word recognition (cf. [3] for 
references), and duration is an important perceptual cue for 
lexical stress in Dutch [4]. In auditory word recognition, the 
incoming signal is mapped onto a stored mental word 
template. This mental template also contains information 
about stress and thus about word-level timing. On the other 
hand, however, even though the stressed syllable may be the 
most informative one, polysyllabic words often cannot be 
recognised on the basis of the stressed syllable alone. Thus, if 
segmental intelligibility is in conflict with prosody, 
intelligibility of time-compressed speech might be improved 
by an entirely ‘unnatural’ compression strategy, where weak 
syllables are compressed less than strong ones.  
 In [5] the intelligibility of disyllabic words in carrier 
phrases was compared in three time-compression conditions: 

Linear Compression, Selective Compression, and Unnatural 
Compression. To test whether intelligibility could be 
improved (over Linear Compression) by making the word-
level timing closer to that of natural fast speech, Selective 
Compression was applied whereby the stressed syllable was 
compressed less, relatively, than the unstressed syllable. 
However, in [5] it was suggested that intelligibility might be 
helped by a less pronounced pattern. In order to retain the 
segmental intelligibility of both syllables, ‘Unnatural 
Compression’ was applied in which the unstressed syllable of 
the target word was compressed less than the unstressed 
syllable. Intelligibility was tested at an overall compression 
rate of 35% of the original duration. The results showed no 
significant differences in intelligibility between the three 
methods of time-compression. This was explained by the fact 
that the carrier phrase was not a very viable prosodic context: 
words in carrier phrases are articulated almost as if they are 
articulated in isolation. In this isolation or carrier phrase 
context, the final syllable is lenghtened due to pre-boundary 
lenghthening, relative to when the word is embedded 
somewhere in the middle of a longer sentence. Since the 
duration measurements were done on disyllabic words in the 
middle of a clause, the carrier phrase context was prosodically 
unviable to test the timing changes as found in fast speech. 
Furthermore, the three ways of time-compression were only 
applied to the target word, not to the carrier phrase. 
 In the present paper the difference between the three types 
of time-compression is tested once more, but this time with 
more meaningful sentence material. The three methods of 
time-compression were applied to the entire sentence. 
Furthermore, we wanted to test the intelligibility after the 
three methods of time-compression at two rates of speech. In 
the previous study, the sentence material was compressed to 
35% of the original duration. However, one would preferably 
want to test the difference in intelligibility at the actual fast 
speech rate achieved by the speakers in the duration study. 
Speech that is time-compressed to the actual fast speech rate 
is still of relatively good intelligibility. In this paper the 
differences in intelligibility between the three ways of 
articulation will therefore be tested in two ways: first by way 
of an articulation test (as done previously, at a heavy   
compression rate) and secondly, by way of a speech-
interference experiment. Nakatani & Dukes [6] developed a 
sensitive test of speech communication quality by 
establishing, for several types of synthetic speech, at which 
Signal-to-Noise ratio the speech signals were 50% 
intelligible. In this way, one can discriminate quality 
differences between types of speech even though they are all 
highly intelligible in articulation tests. The speech-
interference technique allows us to test the difference in 
speech quality between the three different ways of time-
compression at the actual fast speech rate which speakers are 
able to achieve. First, the articulation test will be described. 
The speech-interference experiment will be described in 
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section 3. The results of the two experiments will be 
combined in the discussion and conclusion section.  
 The question addressed here is whether the word-level 
intelligibility of linearly time-compressed speech can be 
improved by either type of non-linear time-compression: 
either by making the timing pattern more pronounced (as is 
found in natural fast speech), or by making it less pronounced 
(for the sake of segmental intelligibility). 

2. Articulation test 

2.1.  Material 

For the test material, 144 long sentences were taken from 
newspaper articles. The test sentences were fragments of 
these long sentences: the fragments ranged from 5 to 16 
words and formed complete clauses. Each sentence fragment 
contained a disyllabic monomorphemic target word, which 
was always a noun. Half of the target words (72) had initial 
stress: and the other half (72) had final stress. In case the 
target word was semantically predictable, the sentences were 
modified somewhat to make the target word less predictable 
in the sentence. The position of the target word varied 
through the sentence fragment but never in final position. 
Some examples of sentence fragments are given in (1): target 
words are in bold. 
 
(1) 

• Helaas bleek de oude kabel al te zijn weggegooid 
(Unfortunately appeared the old cable already to have 
been thrown away) 

• Hij had de partij moeten vernietigen (He should the 
batch have destroyed) 

• Er is voor dit beroep kennelijk weinig animo (There is 
for this profession apparently little inclination) 

 
Additionally, 20 practice sentences were chosen, together 
with 44 filler sentences. To disguise the fact that all test target 
words were disyllabic, the filler sentences had monosyllabic 
target words or target words of more than two syllables.  
 The sentence material was recorded in one session: one 
female speaker of standard Dutch was asked to read out the 
material. The recordings were made in a sound-proof booth 
with a Sennheiser microphone. The recordings were digitised 
at 16 kHz. 
 All syllables in the sentence fragments were given a 
[+stress] or [-stress] mark. Articles and auxiliaries, and 
unstressed syllables in all types of words got a [-stress] mark. 
Prepositions, main verbs and all types of stressed syllables got 
a [+stress] mark. Monosyllabic words got [+stress] in case 
they were open class or ‘content’ words. Monosyllabic words 
got [-stress] in case they were articles or auxiliaries but 
[+stress] in case they were prepositions [7].  
 The following three compression conditions were 
compared. First of all, linear compression (henceforth LC), in 
which all segments were compressed to the same overall 
compression rate of 35%. This means that the word- and 
sentence level timing as originally produced at normal speech 
rate is retained. Secondly, selective time-compression 
(henceforth SC); which is an imitation of fast speech timing, 
both at word-level and at sentence-level. All [+stress] 
syllables in the sentence were compressed to 65% of their 
original duration, and all [-stress] syllables were compressed 
to 45% (these ratios are based on measurements from [1]). 
Then the target word as a whole is compressed even further to 
attain the compression rate of 35%. The sentence, excluding 
the target word, is then compressed to the overall 

compression rate of 35% of the original duration. The reason 
for compressing first the target word to 35% of the original 
duration and then the rest of the sentence is that the duration 
of the target word in all three conditions should be equal. If 
the sentence as a whole is compressed to 35%, there might be 
differences in duration for the target word in the three 
methods of time-compression. 
 Thirdly, unnatural compression (henceforth UC) was 
applied, which is the reverse condition of SC. At word-level, 
the [+stress] syllable of the disyllabic target word is 
compressed to 45% of its original duration, whereas the 
unstressed syllable is compressed to 65% of its original 
duration. The target word is then compressed linearly to 35% 
of the original duration. In this way, the absolute duration 
difference between stressed and unstressed syllable becomes 
smaller. Likewise, at sentence level the syllables with a 
[+stress] mark are compressed to 45% whereas the syllables 
with a [-stress] mark are compressed to 65%. The sentence, 
excluding the target word, is then compressed linearly to the 
overall compression rate of 35% of the original duration. 

2.2.  Procedure 

There were three experimental conditions (3 compression 
methods). Rotated over the 144 items, this yielded 48 items 
per condition (24 items with initial and 24 with final stress). 
Each subject can only be presented with the same sentence 
once, so three experimental lists were made so that each item 
could be tested in all three compression conditions. Eleven 
subjects were assigned to each list, so that 33 subjects in total 
participated in this experiment. Subjects were seated in 
sound-proof booths, wearing closed-ear headphones. They 
were first presented with the sentence on a computer screen. 
The target word was missing from this visual presentation. 
They were given sufficient time to read the sentence. Then 
the whole time-compressed sentence was presented to them 
auditorily, including the target word. Their task was to fill in 
the word missing from the visual presentation. There was no 
time-pressure: only after hitting the Enter key, the following 
sentence would appear on the screen. 

2.3.  Results 

The responses were first checked by the computer. This 
automatic check was later verified by the experimenter for 
obvious typos or otherwise false rejections. The raw 
percentages correct recognition, broken down by 
Compression Type and Stress Position are displayed in figure 
1. The percentages correct (after an arc sine transformation) 
were entered into analyses of variance, on items and subjects. 
The effect of Stress position is highly significant in the 
subjects analysis (F1(1,32)=63.20, p<.001), but it fails to 
reach significance in the item analysis (F2(1,142)=3.35, 
p=0.069). This means that, as found in [3], words with final 
stress are overall somewhat easier to recognise. This can be 
explained as a sparse neighbourhood effect: words with final 
stress tend to have fewer close neighbours in the Dutch 
lexicon. As was found before, there is a significant effect of 
Compression Type, clearly in favour of Linear Compression 
(F1(2,31)=15.4, p<.001; F2(2,141)=13.2, p<0.001). 
Furthermore, there is a significant interaction between 
Compression Type and Stress Position (F1(2,31)=10.33, 
p<.001; F2(2,141)=6.89, p=0.001). This interaction also 
showed up (almost significantly) in the previous experiment 
[5], but then in the opposite direction: UC intelligibility was 
better than LC for initially stressed words, but it was worse 
for finally stressed words. This opposite interaction effect is 
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probably related to the carrier phrase context vs. full sentence 
context difference between the two experimental set ups. 

 

Figure 1. Percentages correct recognition for words 
with initial stress and words with final stress, broken 
down by the three types of time-compression. 

The intelligibility of words with initial stress decreases when 
the prosodic pattern is made less pronounced (i.e. by UC 
compression), but the intelligibility of words with final stress 
does not decrease. A possible explanation might be that word 
recognition has a left-to-right aspect in that speech unfolds 
over time. Some experimental results on Dutch suggest that 
misstressing of initially unstressed words is more disrupting 
than misstressing of initially stressed words [8]. Apparently, 
two tendencies are at work. In the UC case the unstressed 
syllable of a finally stressed word is relatively long. This 
makes the first syllable relatively prominent, which helps 
initial alignment with possible word candidates right at the 
start of the unstressed syllable. The second tendency is that 
the stressed, and most informative, syllable itself is shorter in 
the UC condition, which has a negative effect on the target 
word’s intelligibility. The same tendencies affect the 
intelligibility of initially stressed words in the UC condition. 
Initial alignment with possible word candidates is more 
difficult because the first syllable is shorter. As the first 
syllable is in this case also the stressed syllable, intelligibility 
is only affected negatively. 
 Further confirmation for these two tendencies can be 
found in the distribution of monosyllabic responses. A closer 
study of the responses showed that in the majority of the false 
responses either the correct stress pattern is heard, or subjects 
respond with a monosyllabic (i.e. stressed syllable) answer. 
The percentages of monosyllabic responses for the three types 
of compression are shown in table 1. 

 
 LC SC UC 

Initial stress 15 17 14 
Final stress 12 23 8 

 
Table 1: Percentages of monosyllabic responses, broken down 

by stress position and compression type. 
 
Table 1 shows that the effect of Selective Compression on the 
percentage monosyllabic responses is greatest for words with 
final stress. Alignment with word candidates clearly fails here 
because of the very short duration of the unstressed first 
syllable. 
 Overall, one can conclude that linear compression wins. 
For words with initial and final stress, making the prosodic 
pattern of the disyllabic target words more like natural fast 

speech timing (SC) does not improve intelligibility over LC. 
Giving priority to the segmental intelligibility of both the 
stressed and the unstressed syllable (UC) does not improve 
intelligibility either. The disadvantage of using the 
articulation test is that, in order to avoid ceiling effects in 
performance, the speech signal has to be time-compressed 
rather drastically. One would actually want to compare 
differences in speech communication quality at the rate of 
speech humans can achieve. In the next section the perception 
experiment is rerun with the speech-interference technique.  

3. Speech-interference test 

The previous section showed that, at a very heavy rate of 
time-compression, word-level intelligibility is not improved 
by either type of non-linear time-compression. In this section 
the three ways of time-compression are compared at the fast 
speech rate found in our duration study [1]: i.e. compression 
to 65% of the normal duration. 

3.1.  Method 

The speech-interference technique, as developed by Nakatani 
& Dukes [6] involved that speech is presented at different S/N 
ratios in order to find out at which S/N ratio the speech is 
50% intelligible. The technique was developed to be an 
indication of the quality of several types of synthetic speech, 
relative to a certain reference condition (i.e. natural speech). 
In [6] and [9] interfering speech is used as the masker, read 
by the speaker who also read out the test materials. In [6] it is 
argued that the sensitivity of the speech interference test 
increases by making the speech masker and the test stimulus 
perceptually more similar. As the contributions of the word-
level timing were the central issue in this research, the target 
word should, in all three compression conditions, be equally 
affected by the interfering noise. The masking sound should 
not fluctuate randomly in intensity as this might confuse the 
intelligibility in a random way. Therefore, in the present 
experiment USASI noise was used, which has the long-term 
spectrum of speech. The USASI noise was made by filtering 
white noise (by combining the effects of two filters: one 
highpass with a cut-off frequency of 100 Hz and one lowpass 
with a cut-off frequency of 320 Hz) with a –6 dB/octave 
slope. As the stressed and unstressed syllables are unequal in 
amplitude, the intensity curve of the speech signal was 
applied to the noise, such that the S/N ratio at each point in 
time would be constant. An intensity contour was computed 
for each time-compressed sentence, and this contour was then 
multiplied with the noise signal. These two signals (speech 
and noise) were to be presented to the subjects at a particular 
S/N ratio. Four S/N ratios were considered to be a minimum 
requirement for a relatively accurate estimation of the 50% 
intelligibility point. 
 The sentence material was the same as that described in 
section 2.1. After the target word and the rest of the sentence 
were compressed to 65 or 45%, according to their stress level, 
the speech was expanded again to an overall compression rate 
of 65% of the original rate. The design was chosen to be a 
between-subjects design with type of compression as the 
between-subjects factor.  Half of the items were to be 
presented as the reference condition (i.e. at the original rate), 
in four blocks of 18 sentences (9 items with initial and 9 with 
final stress). Each block had a particular S/N ratio. The other 
half of the items were presented in one of the three time-
compressed conditions, also in four blocks of 18 sentences, 
each block at a particular S/N ratio. There were three 
experimental lists, and for each list the difference in the 50% 
intelligibility S/N ratio between reference and time-
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compressed condition could be computed. In a pilot 
experiment, the speech was presented at several S/N ratios in 
order to estimate at which S/N ratios it should be presented to 
the subjects in the test experiment. 
 Ten subjects were assigned to each list, so that 30 subjects 
participated in the experiment.  

3.2.  Results 

Quality measures are defined as the difference in 50% 
intelligibility S/N ratio between the uncompressed reference 
speech and the compression condition of that particular list. 
The reference part was the same for all subjects: they all got 
the same target items presented in the same four blocks of a 
particular S/N ratio. The test (compressed) items were 
presented at different S/N ratios across the experimental list. 
For each subject 50% intelligibility points were computed for 
the reference condition and for the test condition. First, the 
raw percentages correct for the four blocks of target items 
presented at different S/N ratios were computed. Then a trend 
line was computed to fit the four data points. The trend line 
equation could be used to compute the exact 50% 
intelligibility point. The mean 50% intelligibility points were 
computed for each list, together with their 95% confidence 
intervals. The Q measure for each experimental condition was 
computed by subtracting the intelligibility point in the test 
condition from that of the reference condition. The Q 
measures (with their 95% confidence intervals) for the three 
types of time-compression are presented in figure 2. 

 

Figure 2. Quality measure for the three types of time-
compression with 95% confidence intervals. 

Figure 2 shows that the LC condition has the smallest Q 
measure: it has the smallest decrease in intelligibility from the 
reference to the test condition. Yet, given the small 
differences between the three Q measures (about 1 dB) and 
the relatively big confidence intervals, the three conditions 
are statistically indistinguishable. The intelligibility 
differences found in the articulation test cannot be 
demonstrated with the speech-interference technique. This 
technique might not be sensitive enough to show the effect of 
different prosodic structures on the speech quality of time-
compressed natural speech. 

4. Discussion and Conclusion 

The central question was whether the intelligibility of time-
compressed speech might be improved if the word-level 
timing would be more like that of natural fast speech. A 
second question was whether intelligibility is improved by a 
very unnatural timing: if segmental intelligibility of all 
stressed and unstressed segments plays a role, intelligibility 
might be better in case prosodic timing differences are made 
smaller than found in natural speech. These two questions 
were addressed in two experiments at two rates of speech: at a 
very heavy rate of time-compression (about three times 

normal rate), and at the fast speech rate speakers attained in a 
previous duration study (about 1.5 times normal rate). At both 
speech rates the word-level intelligibility of time-compressed 
speech did not improve by using non-linear time-compression 
instead of linear compression. Neither making the prosodic 
pattern more pronounced (as found in fast speech timing), nor 
making the prosodic pattern less pronounced improved word-
level intelligibility over linear compression. This means that 
linear compression offers the best of two worlds: a ‘natural’ 
or standard prosodic pattern and segmental intelligibility of 
both the stressed and the unstressed syllable. 
 Compression based on fast speech timing could yield 
more natural sounding speech than linear compression. 
Furthermore, at sentence-level one might find that applying 
the speaker’s strategy of leaving intact the most informative 
parts would improve sentence-level intelligibility. In [10] a 
nonlinear time-compression algorithm is described, ‘Mach1’, 
which is also based on natural fast speech timing. The results 
obtained with Mach1 show that it is possible to obtain a 
significant increase in intelligibility over linear time-
compression. The results of the present experiment suggest 
that this increase in intelligibility may mainly be caused by 
those aspects of fast speech timing that are found above the 
word-level (such as pause reduction). 

5. Acknowledgments 

I thank Sieb Nooteboom and Hugo Quené for their useful 
advice and comments on this study. 

6. References 

[1] Janse, E., Sennema, A., and Slis, A.,  “Fast speech timing 
in Dutch: durational correlates of lexical stress and pitch 
accent”, 6th Internat. Conf. Spoken Language Proc., 
2000. 

[2] Port, R.F. “Linguistic timing factors in combination”, 
J.Acoust.Soc.Am. Vol. 69(1), 262-274, 1981. 

[3] Cutler, A., Dahan, D., and Donselaar, W., “Prosody in the 
Comprehension of Spoken Language: A literature 
review”, Language and Speech, Vol. 40 (2), 141-201, 
1997. 

[4] Sluijter, A., Phonetic correlates of Stress and Accent. 
Doctoral dissertation Leiden University, 1995. 

[5] Janse, E., “Intelligibility of time-compressed speech: three 
ways of time-compression”, 6th Internat. Conf. Spoken 
Language Proc., 2000. 

[6] Nakatani, L.H. and Dukes, K.D., “A sensitive test of 
speech communication quality”, J. Acoust. Soc. Amer., 
Vol. 53(4), 1083-1092, 1973. 

[7] Quené, H. and Kager, R., “The derivation of prosody for 
text-to-speech from prosodic sentence structure”, 
Computer Speech and Language, Vol. 6, 77-98, 1992. 

[8] Leyden, K. van, and Heuven, V.J. van., “Lexical stress 
and spoken word recognition: Dutch vs. English”. In C. 
Cremers & M. den Dikken (Eds.), Linguistics in the 
Netherlands, John Benjamins, Amsterdam, 159-170, 
1996. 

[9] Eggen, J.H. On the quality of synthetic speech: Evaluation 
and Improvements. Doctoral dissertation Eindhoven 
University, 1992. 

[10] Covell, M., Withgott, M. and Slaney, M. “MACH1 for 
Nonuniform Time-scale modification of Speech: Theory, 
Technique and Comparisons”. IEEE Trans. Speech and 
Audio Proc., 1998. 


