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Abstract
This paper addresses the problem of classification of speech
transition sounds. A number of non parametric classifiers are
compared, and it is shown that some non-parametric classifiers
have considerable advantages over traditional hidden Markov
models. Among the non-parametric classifiers, support vector
machines were found the most suitable and the easiest to tune.
Some of the reasons for the superiority of non-parametric clas-
sifiers will be discussed. The algorithm was tested on the voiced
stop consonant phones extracted from the TIMIT corpus and re-
sulted in very low error rates.

1. Introduction
Automatic speech recognition systems use hidden Markov
models (HMM) for classification of speech sounds ([1], [2]).
It is widely accepted that such models are unsuitable for speech
transition sounds, which are short and transient. In this work the
effectiveness of various alternative classifiers was studied with
the main focus on classification of the voiced stop consonants
(B, D, G). Comparative results of various algorithms using the
TIMIT data base for training and testing will be shown. In par-
ticular, support vector machines (SVM)([3]), boosting ([4]) and
regularized neural nets ([5]) were studied.

However to start with, some results relevant to the choice
of training data will be presented. The classifiers which were
used were trained on observations consisting of the concatena-
tion of a fixed number of frames. In current practice a sequence
of frames is labeled with a phone label, and many sub sequences
of that sequence are used in training the model. It will be shown
here that a classifier trained in this manner, on several observa-
tions has an increased Bayesian error compared to a classifier
trained on a single ”best” observation.

We conclude by comparing our result with previous works.

2. Classification of phones in large
vocabulary automatic speech recognition

systems
2.1. overview

In large vocabulary automatic speech recognition (ASR) prob-
lems, the task of constructing the acoustic representation of the
words in the dictionary is simplified through the representation

of words in terms of phonemes or phones. In most languages
there are only several dozen phones.

A typical ASR system contains a front end, which con-
verts each frame into a vector of coefficients. The signal is di-
vided into segments, each segment corresponding to one phone.
While the frame duration is fixed, the segment duration varies
since it depends on the phone length. The coefficients from
several frames are combined into a vector of features, which is
input to the classification unit. The classification unit assigns
probabilities to the relevant labels (phones) and these are used
for the purpose of computing the probabilities that a particu-
lar sentence which was uttered produced the observed acoustic
data. In this way the most likely sentence to have produced the
data is selected.

In current systems, the classification unit contains an HMM
model for each phone. Given all the observations produced
from a segment, the classifier evaluates the likelihood of the
model. Many of the properties of the classifier are deter-
mined by the training method. In most systems, the model
is trained on examples of only one phone. Such training is
non-discriminative, and results in inability to distinguish phones
with similar models.

2.2. Hidden Markov Models in ASR

The HMM used in ASR is a finite state machine. Each frame,
the machine updates its state, and outputs a uniform length ob-
servation vector. The state transition and the emission probabil-
ities depend only on the state before the update.

The training stage consists of estimating the HMM model
characteristics based on the observations. The characteristics
include the number of states, the state prior, the state transi-
tion probability and the state emission probability. The contin-
uous states emission probability can be approximated either by
a codebook or by a neural net. The latter kind of systems are
called hybrid HMM.

In most systems, the training is done with maximum likeli-
hood criterion, using the Baum-Welsh algorithm. The objective
is to find the most probable model given that the training exam-
ples are independent samples of one phone class. Consequently,
the training is non-discriminative.



 Eurospeech 2001 - Scandinavia

2.3. Some drawback of existing systems

Although phones differ greatly in their characteristics, current
systems use a single stage classification - a phone is discrimi-
nated from all other phones in a single stage. Such architecture
forces the use of uniform set of features and a uniform model
family (an HMM is trained for each phone). The need to clas-
sify many classes, some of them similar, results in complex de-
cision boundary, which is more difficult to learn.

Furthermore, whereas HMMs are very efficient in describ-
ing variable length sounds, they are very poor in representing
the dynamical behavior of transition sounds. These sounds are
short, their features vary fast and the signal length varies within
narrow bounds. Also, the outputs of successive states are not at
all independent as HMM assumes.

3. Classification of transition sounds
In this section we show that a classifier trained on several sub-
sequences of a contiguous set of frames, results in an increased
Bayesian error compared to the ’best’ subsequence.

3.1. Some definitions

Let x 2 R
n denote an observation vector. Let y be the label

attached to the observation, whose values belong to a finite set.
We assume that the observations and label are an independent
sampling of the source having probability p(x; y). Let E(f ; p)
denote the error of classifier f over probability p:

E(f ; p) =
X
y

Z
f(x)6=y

p(x; y)dx (1)

The Bayesian classifier, fp
B
(x) = argmaxy p(x; y), achieves

the lowest possible error for probability p. The error of the
Bayesian classifier is called the Bayesian error.

3.2. Alignment issues

Thus let the classifier f be trained on on several uniform length
subsequences of each given phone occurrence. Each such sub-
sequence consists of a contiguous set of frames. Let the ’true’
start of the phone sequence be located at t0. Thus the train-
ing sub sequences of each phone contain sequences whose start
times are at t0 + t for a number of values of t. Assuming the
subsequences are all of fixed length, the end times will be at
t0 + t + T for the subsequence length T . Let pt(x; y), de-
note the probability density of observations whose contiguous
sequence of frames start at time t (relative to the phone sample
start time). Define the observation alignment to be t, the start-
ing time of the observation. Assume a training set which is a
sampling of pmix(x; y), a mixture of alignments. Let qt denote
the probability density of observations with alignment t in the
mixture. We will also refer to qt as the mixing density. The
explicit expression for pmix(x; y) is given in equation 2.

p
mix(x; y) =

Z
t

qtpt(x; y)dt (2)

Let Et

B denote the Bayesian error of pt(x; y) (e.g. align-
ment t), and let Emix

B denote the Bayesian error of the mixture.
It is relatively easy to show that mixing alignments results in an
increased Bayesian error (see equation 3). The Bayesian error
of a mix of alignments is larger than the single best alignment.
It is also larger than the average Bayesian error. The inequalities

in equation 3 become equalities, if the process is stationary.

E
mix

B �

Z
t

qtE
t

Bdt � inf
t

E
t

B = E
�
B (3)

The mixing of alignments may be due to errors in marking the
start locations of a given phoneme in the data as well as the in-
clusion of multiple observations per phoneme in the training set.
While the former might be unavoidable, there is much freedom
in choosing which alignments to include in the training set.

The best way to estimate the observation alignment is to
use a temporal anchor point as a reference point. The segment
start or end should serve as the anchor point. For example, for
stop consonants, the burst start is easy to find, and it usually
coincides with the segment start.

The HMM is trained on all sequences whose labels belongs
to the given phone. The number of observation is usually larger
than the number of states in the Markov model for that phone.
Consequently, several observations are included per state. Fur-
thermore, while the phone labeling and segmentation is known
in advance, the Markov model is hidden. The association of
observations with states is estimated during the training. Since
the HMM trains a separate classifier for each state, the mixing
source for HMM also includes the ”state segmentation error” -
the error in estimating which observation belong to which state.

The Bayesian error of p(x; y) (x 2 X)) defines the lower
bound for classifiers which decodes based on a single observa-
tion fromX, or based on several observations constructed from
subspaces ofX. From the above it follows that the use of mod-
els with multiple observations per phone has a double adverse
effect on final recognition results. There is the effect resulting
from the fact that each observation contains less information.
There is also the increase in error rates due to training on a mix-
ture of alignments.

3.3. Consideration for real world problems

The derivation in the previous section assumes that the obser-
vation probability is known in advance. In practice, the train-
ing set is finite and there is segmentation error. Consequently,
we cannot estimate precisely the alignment of a single observa-
tion. Also, the alignments available are discrete due to the frame
based processing. Additionally, due to the finite size of the
training set, the mixture density probability cannot be estimated
with an infinite precision. Due to segmentation error, the data
set might contain alignments with significant density, which are
underrepresented in the training set. Consequently, the resulting
classifier performs poorly on these alignments. Consequently,
it is desirable to include these alignments in the training set. If
we add a few alignments, the increase in the Bayesian error will
be small, yet we can gain in performance. It is not simple to
define the phone length, since there is a transition phase to the
next phone. In this work the classifier is expected to adapt and
cope with the separation of relevant from irrelevant data in the
next phoneme.

3.4. Improved classification

The use of hierarchical classification is advocated here. Firstly,
the sound is classified into a phonetic group, and then, it is clas-
sified within the group. The classification of the phonetic group
is easy for transition sounds. Keshet et. Al. ([7]) achieved
high classification rates at discriminating plosive sounds from
the rest of the phones. As the stop consonants length is not too
variable, we expect most of the observation to contain meaning-
ful information.
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For classification of phones within the phonetic group, we
advocate the use of a non-parametric classifier. The classifier is
trained on a very small set of alignments for each phone occur-
rence, and it decodes based on a single alignment.

3.4.1. Training the Non-Parametric classifier

It is assumed that an observation is produced at each frame. De-
note by x

k the observation produced in frame k relative to the
segmentation start. The following algorithm is used for train-
ing the classifier. The results were obtained by executing the
algorithm separately for each of a several observation lengths.

� Determine the optimal alignment relative to the first
frame labeled with that phoneme tag for each se-
quence of frames corresponding to that phoneme in
the training data. This is done by selecting the start
point of the subsequences which are added to the train-
ing set at some integer value k relative to the marked
phoneme start (k can be negative). Let k be the corre-
sponding hypothesis. Test on observations having align-
ment k (use validation set for the testing). Choose hy-
pothesis k0, which yields minimal error.

� Compensate for the finite sample — For hypothesis n
(n is non-negative integer) include observations having
alignments k0�n; k

0
�n+1; : : : ; k0+n in the training

set. Test on observations having alignment k0. Choose
hypothesis n, which yields minimal error.

During evaluation, the observation having alignment k0 is input
to the classifier for testing.

4. Classifier comparison
To choose the non-parametric classifier, we compared the per-
formance of several classifier families. As a case study, we used
the voiced stop consonants.

4.1. The classifiers which were compared

4.1.1. Margin based classifiers

Two powerful classification schemes appeared in recent years,
namely support vector machines (SVM) and Boosting. Let
yf(x) denote the sample margin for observation x and labeling
y. The classifier margin is the largest sample margin. Vapnik
([8]) has derived distribution free bounds for classification er-
ror. Classifiers having larger margin result in lower error bound.
Following this idea, structural risk minimization (SRM) min-
imizes a trade off between the usual loss function and a risk
term, which contains the margin. Classifiers with larger mar-
gin have smoother decision boundary. Both SVM and boosting
methods result in classifiers with large margins.

For SVM, the loss is
P

i
(yif(xi)� 1)+ and the risk term

is
P

i;j
�i�jyiyjK(xi; xj), where �i is a non negative coeffi-

cient, yi is the labeling of example i and K is positive definite
symmetric function. For boosting, the term

P
i
exp(�yif(xi))

is both the risk and the loss. Rätsch, ([5]) derived a version
of boosting which similarly to SVM contains a dedicated loss
term.

Based on general consideration related to the locality of the
SVM classifier, SVM with radial Gaussian Kernel was selected.
The boosting method called AdaBoostReg ([5]) was used. The
boosted ”weak” learner was a regularized neural net (see ap-
pendix in [5]), with clustering stage only. Both SVM and Boost-
ing possess the following properties:

� Discriminative Training — The algorithm learns the
difference between class models, and not the models
themselves.

� Regularization — The optimization criterion contains a
term which penalizes complex models.

� Locality — The effect of a training example decays
away from the example.

� Invariance — Shift or scaling invariance.

We compared the SVM and boosting with more traditional
classifiers, a mixture of Gaussians, K nearest neighbor, Parzen
windows, and linear classifiers. The mixture of Gaussians is the
regularized neural net used by Rätsch. This variant possesses
all the four properties mentioned above.

4.2. Results for a sample binary problem

Table 1 contains the error rates for a binary problem (B vs. G
phones in the TIMIT data set, Bark scale cepstral coefficients).
In all the cases we examined, SVM was the most powerful clas-
sifier. The regularized neural net and the boosted neural net
were close behind the SVM. The rest of the classifiers did not
perform as well. It is interesting though, that a linear classifier
(the oblique hyperplane) can achieve such a high classification
rate.

Table 1: Error rate for a sample binary problem: B versus G
phones

Classifier Error Rate (%)

SVM 6.0
Regularized neural net 8.2

Boosting of ”weak” regularized neural net 8.7
K nearest neighbor 13.8

Parzen windows 12.4
Oblique hyperplane 17.5

Boosting of oblique hyperplane 14.5

The regularized neural net had to contain hundreds of Gaus-
sians to approach the performance of the SVM. The large num-
ber of Gaussians in the neural net and the SVM indicate that the
decision boundary is complex.

4.3. Extending SVM to the more than two classes

The SVM problem is defined for binary problem only. Methods
for extending the classification to more than two classes can be
found in [10]. For the stop consonants we found that the best
extension is to train all binary classifiers, which discriminate
one class from the rest of the classes. The classifier decision
is the binary classifier, which has the largest output. Using the
hierarchical notion, the algorithm in section 3.4.1 was applied
separately to each binary classifier.

5. Results
5.1. Experimental setting

We used the voiced stop consonants as a test case. The data
set was constructed from all /B/,/D/,/G/ phones in the TIMIT
data set. The front end produced Bark scale cepstral coeffi-
cients every 5 milliseconds. The processing window was 10
milliseconds long. The feature vector was constructed by the
concatenation of the k first coefficients of the Bark Cepstrum
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for each of n consecutive frames. The error rate was estimated
using 5-fold cross validation. Table 2 contains the error rate of
the resulting classifier. The first stage denotes the estimation of
the optimal alignment. The second stage denotes the compen-
sation for finite sample size.

Table 2: Error rate for voiced stop consonants

Example Duration (msec) 30 40 50
Example Length (frames) 5 7 9
Error rate after the first stage (%) 9.6 8.7 7.3
Error rate after the second stage (%) 9.2 7.8 7.6

6. Discussion
The best result for similar data was reported by Abdelatti Ali
([11]), who achieved 14% error rate for stop consonants from
the TIMIT corpus. We preferred to classify the voicing and
the place of articulation separately because of three reasons.
Firstly, the voiced and unvoiced sounds have different typical
length. Secondly, psychological experiments ([12]) indicate
that the two tasks are different and require different features.
While short processing windows are preferred for classifying
the place of articulation, longer window should be used for clas-
sifying voicing. Thirdly, Abdelatti Ali ([11]) reached 95% clas-
sification rate for voicing. Using his method it is possible to
first estimate voicing, and then apply a different classifier, de-
pending on the voicing decision.

Additional good results were reported by Gidas et. al.
([13]), which achieved 96% classification rate for stop conso-
nants in consonant vowel (CV) syllables. They used features
extracted from wavelet representation and non-linear discrimi-
nant analysis of transformation of these features. However, their
algorithm was tested on syllables uttered by 5 speakers (possi-
bly having similar accent). Such dataset has much less diversity
than the stop consonants in the TIMIT corpus, and is therefore
an easier classification problem.

Lukasik ([14]) used wavelet packets based feature selec-
tion, and achieved 87% classification rates for Polish unvoiced
stop consonants. Similarly to ([13]), the dataset was produced
by a small number of speakers.

Similarly to our method, all work which reported good re-
sults did not use HMM modeling of the phone. Reported cor-
rect classification rates of transition sounds are much lower for
HMM methods. We have shown that the usual HMM training
results in an increased Bayesian error compared to other classi-
fiers (such as non-parametric classifiers or classifier which use
acoustical features). The increase in Bayesian error incurred by
the HMM is larger when the sounds are far from stationary, and
when the observations are short.

Non-parametric classification uses a single observation. For
the method to work well, most of the observation signal should
belong to the transition sound. These requirements are met well
by groups of transition sounds (e.g. voice or unvoiced stop con-
sonants), whose length varies in a narrow range.

The features of vowels vary slowly, and therefore few fea-
tures are required to contain the relevant information. This is
not the case for transition sounds. Until recently, classification
problems having more than a few dimension were difficult to
solve. The regularized training used by SVM relaxes the prob-
lem by extracting the relevant information from a given set of
features.

7. Conclusions
An algorithm which has shown good performance for the voiced
stop consonants was demonstrated. The improvement is a due
to the discriminative ability of SVM, as well as the classifier
training procedure. Our study has shown that different classi-
fiers should be used for classification of transition sounds and
other sounds. Using different classifiers requires the use of hi-
erarchical classification. When using regularized neural nets,
the mixture had to contain hundreds of centers to reach similar
performance to SVM. The latter suggest that the model order
is highly underestimated in current systems which use several
dozens centers per model.
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