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Abstract

In this article, a methodology is presented regarding the
design of a segment database for use with a time-domain
speech synthesis system for the Greek language. The main
issue of this process is the systematic generation of a corpus
containing all possible instances of the segments for the
specific language. Particular issues such as the phonetic
coverage, the sentence selection as well as iterative evaluation
techniques employing custom-built tools are discussed. The
resulting corpus is characterised by a near-minimal size,
provides a complete coverage of the Greek language and its
distribution of phonemes is similar to that of natural corpora.
A typical spoken acquisition procedure may then be
performed, resulting in a segment database for use with a
time-domain Greek synthesizer. The corpus creation
procedure allows for the fine-tuning of the segment database’s
language-dependent characteristics and thus assists in the
generation of high-quality text-to-speech synthesis.

1. Introduction

Following the rapid advancement of information technology
in recent years, the need to provide high quality Text-To-
Speech (TTS) synthesis systems has increased dramatically.
This increase has been spurred by the requirement for
automated high-level services in a multitude of areas. These
should interact with humans in the most natural way, which in
turn necessitates high quality synthetic speech in many cases.
Several possible applications are evident. These include
information-announcing systems, interfaces for the disabled,
dialogue systems, services allowing the access of textual
information via the telephone, etc.

According to the underlying philosophy used in order to
generate the synthetic speech signal, TTS systems can be
grouped into two major categories: rule-based and
concatenative-based synthesisers. The first family of
synthesisers describes the influence of neighbouring
phonemes on one another via formal rules [1], while
concatenative-based synthesisers use speech segment
databases to store phonetic transitions and co-articulation
phenomena which are naturally present in the segment [2],[3].

Several speech synthesis platforms have been developed
at the Institute for Language and Speech Processing (ILSP).
The first platform, developed in the early 1990s, performed
LPC-based concatenative synthesis. A formant synthesis
platform was developed in the late 1990s. More recently,
time-domain (TD) techniques have been developed. In this
article a methodology is reviewed which has been employed
in the systematic design of a segment database for use with
ILSP’s new TD-speech synthesis platform.

2. General characteristics of the new ILSP
TD-synthesis system

The need for high-quality synthetic speech has to a large
extent determined the principal characteristics of the ILSP’s
new synthesiser. A time-domain technique was chosen due to
the high quality that may readily be achieved, in conjunction
with relatively low processing requirements.

Due to the selection of the time-domain technique, it is
straightforward to generate a family of synthesisers, each
employing a different voice, in order to suit the requirements
of a specific application. Up-to-date, a single speaker system
has been developed (alternative speakers being projected in
the near future).

Several concatenative approaches have been proposed, in
recent years. These vary regarding the type of segment used in
order to produce synthetic speech output. Such segment types
include half-phones, syllable-based segments, diphones etc.
The diphone-based approach has been selected, though
provisions have been made during both design and
implementation to allow the use of longer segments so as to
improve the quality of the synthetic speech signal.

In order to create the source material for a database of
segments several techniques have been proposed in literature,
spanning from single-word utterances up to sentence-based
corpora. For the ILSP system the corpus-based approach has
been chosen, the sentences being extracted from natural texts.

In Section 3 the methodology developed for the corpus
creation shall be presented. In Section 4, the characteristics of
the corpus are studied in detail, emphasis being placed on
comparing the coverage of large natural corpora with these of
systematically-constructed corpora. The article is concluded
in Section 5, with a general discussion of the results.

3. Corpus creation

3.1. Phonemic representation of the Greek language

Since the chosen synthesis approach uses diphones as the
elementary speech segments, the first step of the corpus
creation process involves defining the set of phonemes
needed to describe the Greek language. The phoneme
transcription system detailed in [4] has been selected, though
alternative transcription systems exist (for example, [5]). This
system uses a total of 26 consonants and 5 vowels.  A custom-
built program implementing the phonemic transcription (i.e.
the conversion from free-running text to the corresponding
sequence of phonemes) is used in the remainder of this article.

Since the characteristics of a given vowel within a word
vary depending on whether it is stressed or unstressed,
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different phonetic symbols are used for stressed and for
unstressed vowels. Additionally, to model the beginning and
end of a sentence as well as pauses within a sentence, silence
has been introduced as a distinct phoneme.  Thus the final
phoneme set consists of 37 phonemes in total.

To create the diphone dataset, a complete list of the
possible phoneme combinations needs to be compiled and
these combinations should be included in the corpus.
However, to allow for the creation of a flexible, robust TTS
system, all diphones that might be encountered should be
covered (such as diphones encountered in foreign names,
diphones spanning grammatical word borders, etc). To
summarise, the systematic approach needs to fulfil the
following requirements:

(i) to create a near minimal-size corpus, in order to
assist the application of quality-control
procedures (detailed in [6]) during recording;

(ii) to create a corpus which provides a complete
coverage of the Greek language; and

(iii) to generate a corpus whose distribution of
phonemes is similar to that of natural corpora,
so that the most frequent diphones are
encountered in a variety of instances and thus
most probably in a variety of environments.

Points (i) and (ii) are intended to generate a corpus, which
provides a complete coverage of the language, allowing the
creation of a segment database containing one instance per
diphone. Indeed, requirements (i) and (ii) are in principle
contradictory; thus to achieve a trade-off a near-minimal size
is stated in requirement (i). Point (iii) serves to provide
multiple diphone instances, allowing the expansion of the
database so that it contains multiple instances of the most
frequent diphones. This allows the improvement of the
synthetic speech quality [7].

3.2. Design decisions for spoken corpus acquisition

At this point, aspects related to the recording process are
briefly reviewed. A target speaking tempo was selected by
which the synthetic speech was easy to follow and pleasant to
the ear. This tempo can be described as medium to slow and
its choice has been defined by the need for rich phonemes
within segments, in terms of pitch periods, since it is better to
eliminate pitch periods during synthesis than adding missing
ones according to the global duration rules module.

The recording of the corpus was to be based on a formal
way of reading, with neutral stress utterances and no emphasis
whatsoever being placed on any particular word, coupled with
relatively low pitch variations. In this respect, segmental
instances in the database would be as non-emphatic as
possible, providing neutral inputs to the prosodic module. To
ensure the quality of the recorded material, various quality-
control mechanisms were incorporated [6].

3.3. Determining the set of diphones in Greek

To estimate the set of diphones that might be encountered
when using a Greek TTS system, initially a set of phonetically
rich sentences was assimilated. This consisted of just over 100
sentences, selected from a large corpus based on the number
of phonemes contained in each sentence.  This gave for our
phonetic alphabet of 37 phonemes a total population of 684
diphones (the corresponding set being denoted as
DIPH_100S).  Using only the 50 phonetically richest

sentences (set DIPH_50S), the total number of diphones was
615.   This illustrates the fact that after a certain point, the
introduction of phonetically rich (though randomly-selected)
sentences in a corpus results only in a modest increase of the
diphone-coverage. Furthermore, it was found that these
sentences were relatively long (over 30 words on average) and
possessed a complex structure. Thus, they were not
appropriate for the production of the diphone database since
consistent recording could not be guaranteed.

Instead, it was decided to create a homogenous corpus of
similarly sized sentences.  To achieve that, initially the text-
to-phoneme transcription program was applied to a large
corpus of approximately 250,000 words (DIPH_250K).  This
program calculated the number of diphones in DIPH_250K as
equal to 874, giving an estimate of the number of diphones
that needed to be included in the dataset (the set of diphones
generated by this process is denoted as DIPH_SET0).

3.4. Creating a representative corpus

Thereafter, a sub-corpus of newspaper articles -covering a
variety of topics- was used to extract a number of equal-
length sentences (their length varying from 10 to 15 words).
This corpus was increased up to the point where it covered
the 300 most frequent diphones, as defined in DIPH_SET0
(the corpus comprising 60 sentences). Afterwards, an iterative
process was followed where the coverage of sentences within
the corpus was calculated.  The purpose-built diphone-
registering program was employed, which determined the
frequencies of occurrence for all diphones and extracted
samples of the missing diphones. Thereafter, new sentences
containing the missing diphones were inserted to increase the
corpus coverage.  In each iteration, a limited number of
sentences were introduced and the coverage was recomputed
in order to achieve the final coverage with a near minimal
corpus, thus fulfilling requirement (i) of section 3.1.  By
performing a number of iterations the coverage was
progressively increased.
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 Figure 1: Schematic description of the iterative
algorithm for the corpus creation.

Following the completion of this automated process, after
five iterations, a two-step fine-tuning stage was performed. In
the first step of this fine-tuning stage, certain diphones of the
Greek language were also included in the corpus since they
might be required during synthesis even though they were
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very rare (this dataset shall hereafter be denoted as
DIPH_SET6). Finally, a second fine-tuning step was
performed where the corpus was further augmented to
completely cover all possible combinations of diphones in the
Greek language (the resulting dataset being denoted as
DIPH_SET7).  It is worth noting that in DIPH_SET7,
sentences were also inserted to include instances of the 200
most frequent words of the Greek language.
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Figure 2: (a) Coverage obtained and (b) Corpus size
in words as a function of the iteration step, compared

to the phonetically rich corpus.

The block diagram describing the corpus-based iterative
algorithm together with the fine-tuning stage is depicted in
figure 1. The evolution of diphone coverage in terms of
diphones is depicted in the diagram of figure 2a as a function
of the iteration step. The resulting corpus size (in words) is
shown in figure 2b.  For comparison purposes, in figures 2a
and 2b the coverage and size respectively of the DIPH_100S
corpus of phonetically rich sentences are also depicted,
indicating the improved coverage obtained by the purpose-
designed procedure proposed here. As can be seen from figure
2, up to and including step 6, the diphone coverage is
substantially higher than that of DIPH_100S, though the
corpus size is smaller, illustrating that requirement (i) is
fulfilled.  It is only following the second fine-tuning step
(iteration 7) that the corpus size increases substantially.
However, this increase in size is coupled to a complete
coverage of possible diphones for the Greek language,
fulfilling requirement (ii) of section 3.1.

Hence, both requirements (i) and (ii) are fulfilled. In the
following section, the focus shifts to examining whether the
corpus creation procedure fulfils requirement (iii).

4. Evaluating the resulting corpus

It should be noted that all diphones do not have the same
frequency of occurrence. Additionally, as would be expected,
by increasing the size of a corpus, the diphone coverage is not
increased accordingly. For example, at 684 diphones, the
diphone coverage of DIPH_ 100S is only 10% higher than
that of DIPH_50S, though corpus DIPH_100S is twice the
size of DIPH_50S. The difference in diphone coverage
between the two corpora is attributable to the lack of
appearance of infrequent diphones belonging to the ‘hapax
legomena’ class (i.e. diphones that occur only once in the
corpus) in DIPH_50S.  This is confirmed by the diphone
frequency distribution, depicted for the two corpora in figure
3.  It can be seen that the distribution of most frequent
diphones is similar for the two corpora. Considerable
differences are notable only for less-frequent diphones (for
frequencies less than 0.25 per one thousand words), where the
smaller corpus contains substantially fewer diphones.
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Figure 3: Distribution of diphone population over
their corresponding frequencies of occurrence
(normalised over 1,000 diphones) for corpora

DIPH_50S and DIPH_100S.

In figure 4, the frequency of occurrence of diphones is
depicted using a histogram both for the corpus corresponding
to DIPH_SET7 as well as for the database of 250,000 words
(DIPH_250K). For comparison purposes, the frequencies for
corpora DIPH_SET0 and DIPH_100S are also depicted.

A comparison of these histograms indicates that,
regardless of minor differences, the relative frequencies of
occurrence of diphones are similar in DIPH_SET7 and
DIPH_250K for diphones occurring at least once in every
1,000 diphones.  Additionally, the fraction of diphones from
DIPH_SET7 for which three or more instances exist exceeds
70%. Thus, diphones with higher frequencies of occurrence
are expected to appear in multiple contexts. This supports the
extraction of multiple segment instances in a variety of
contexts and provides the foundation for a considerable
improvement in the quality of the synthetic speech output.

To illustrate this fact, the frequencies of occurrence of the
most frequent diphones have been studied in more detail for
the two corpora. It should be noted that in this study,
diphones containing the ‘silence’ phoneme are excluded as
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their frequency depends on the size of sentences in the corpus
(consequently, as the size of sentences was smaller in
DIPH_SET7, diphones including silence were more frequent).
The relative frequency of occurrence in the large natural
corpus is compared to the respective frequency of the same
diphone within DIPH_SET7. The distribution of deviations
with respect to DIPH_250K is shown in table 1.
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Figure 4: Diphone distribution over their
corresponding frequencies of occurrence (normalised
over 1,000 diphones) for DIPH_SET0, DIPH_SET7,

DIPH_250K and DIPH_100S.

Table 1: Difference of frequency of occurrence of
diphones in DIPH_SET7 in relation to DIPH_250K

for the 50 and 100 most frequent diphones.

Deviation
(%)

Occurrences
(50)

Occurrences
(100)

³50 2 4

[25,50) 7 19

[10,25) 18 32

[0,10) 10 14

[-10,0) 5 12

[-25,-10) 7 12

(-50,-25) 1 6

£-50 0 1

As shown in the shaded rows of table 1, 80% of the 50
most frequent diphones in a natural large corpus
(DIPH_250K) have a relative frequency within ±25% of the
respective value within the artificially created corpus
(DIPH_SET7). When examining the 100 most frequent
diphones, this percentage is still 70%. Thus, the existence of
multiple instances is guaranteed for the most frequent
diphones, i.e. the diphones expected to occur most frequently
during synthesis.

In the case of low-frequency diphones, this frequency
varies more widely. More specifically, 89 diphones for
DIPH_250K have an absolute frequency equal to or less than
3 (over a total of 1,511,000 diphone instances). Out of these,
85% have a similar frequency (between 1 and 3) within
DIPH_SET7, and less than 8% have a frequency exceeding 6
instances.  However, most such diphones are hapax legomena
even for very large corpora and thus one instance suffices.

5. Conclusions-Discussion

In this article, a methodology has been presented regarding
the design of a segment database for use with a time-domain
speech synthesis system for the Greek language. The
methodology consists of an iterative process intended to
generate the core of the corpus, followed by a two-stage
enrichment process. The various steps of this process have
been discussed with specific emphasis being placed on
creating a near-minimal sized corpus, which however
provides a complete coverage of diphones. Additionally, the
results of the corpus-design process have been shown to
provide the foundation for a high-quality speech synthesis
system by generating a corpus with multiple instances, in
particular for the most frequently used diphones.  Though the
creation of a segment database is a laborious task -in many
cases, more laborious than the synthesis algorithm itself- the
proposed methodology provides a sound basis and addresses
several quality-control issues, thus contributing to a highly
intelligible and near natural synthetic speech.
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