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ABSTRACT

In this paper we derive upper and lower bounds on the mean of
speech signals corrupted by additive noise. The bounds are de-
rived in the log spectral domain. Approximate bounds on the first
and second order time derivatives are also developed. It is then
shown how to transform these bounds to the MFCC domain to
be used by conventional cepstrum-based speech recognizers. The
proposed bounds define the mismatch neighborhood for minimax
classification. Speech recognition experiments, using artificially
added noise, and a real-life mismatch scenario, illustrate that this
parametric neighborhood works quite well in practice. We also
beleive that the proposed bounds will find various applications in
noisy speech recognition.

1. INTRODUCTION

The performance of speech recognition systems significantly de-
grades when they are operated in noisy environments. Many re-
search efforts were invested in alleviating this deterioration and
hence increasing the system robustness to additive noise. A good
survey of these techniques can be found in [1]. Some of the
promising techniques operate in the log spectral domain which
is closely related to the popular Mel frequency cepstral coeffi-
cients (MFCC). In particular the vector Taylor series (VTS) [2],
and the MAX [3] approximations facilitate obtaining tractable so-
lutions of the noisy speech statistics in the log spectral domain,
and allow defining compensation algorithms that potentially im-
prove system performance in noise.

Although using approximations may lead to acceptable so-
lutions, the performance is always limited by the quality of the
approximation. In this paper we take a different avenue. We ob-
tain upper and lower bounds on the noisy speech mean in the log
spectral domain. These bounds are exact and lead to simple closed
form expressions. Interestingly they turn out to be closely related
to the approximations in [2] and [3]. In addition, they possess a
tightness property that ensures that both tend to the clean speech
mean as the signal to noise ratio (SNR) increases. We also derive
approximate bounds for the first and second order time derivatives
which are known to be popular in speech recognition systems.
These bounds have similar tightness property to that of the static
coefficients.

A recent trend in robust speech recognition is designing ro-
bust decision rules to replace the conventional plug-in MAP rule.
A good overview can be found in [6]. A notable example is the
minimax decision rule [5, 4] which minimizes the worst case mis-
match over an uncertainty domain. This requires the definition of
a suitable mismatch region and the one proposed in [5] is tradi-
tionally used. Here we propose to use the derived bounds to define

the mismatch neighborhood in a minimax framework. Compared
to the neighborhood of [5] the proposed bounds use knowledge
of the mismatch process (additive noise in this case) to derive a
parametric form of the mismatch region. This leads to two im-
portant consequences: no manual adjustment of the parameters
of the neighborhood is required, and the neighborhood adaptively
adjusts, even at the Gaussian level, to the SNR. The latter is a
particularly interesting property because even at the same global
SNR level, different classes may be affected in a different way by
noise. For example, it is known that high energy vowels are less
influenced by additive noise than low energy consonants, and thus
may require a different uncertainity neighborhood.

The paper is organized as follows. Section 2 gives the up-
per and lower bounds for the static coefficients and their first and
second order time derivatives in the log spectral domain. It also
shows how these bounds are transformed to MFCC. The corre-
sponding theoretical derivations are omitted for space limitation
and we refer the reader to [7] for details. The minimax classifi-
cation approach and minimax search are briefly reviewed in Sec-
tion 3. In particular, we use a recently proposed minimax search
technique[4] which extends the minimax algorithm to continuous
speech recognition. Experimental results are presented in Sec-
tion 4. Connected digit recognition experiments with artificially
added Gaussian noise and a practical mismatch scenario are used
for evaluating the proposed method. Finally we summarize our
findings in Section 5.

2. PROPOSED BOUNDS

This section presents the proposed bounds. We start with bounds
on filterbank outputs in the log spectral domain in Section 2.1, fol-
lowed by bounds on their first and second order time derivatives
in Section 2.2. We then show how corresponding bounds can be
derived in the MFCC domain in Section 2.3. All derivations are
omitted for space limitation and can be found in [7].

2.1. Bounds for Static Coefficeints

In the following we present bounds on the filterbank (channel)
outputs in the log spectral domain. We refer to these channel
ouputs as static coefficients. Let y, x, and n denote the noisy
speech, clean speech, and noise respectively for one channel in
the log spectral domain. We drop explicit dependence on channel
for notational convenience. We also assume that different chan-
nels are independent. Thus, we present the derivations in scalar
form, and consider that the same arguments can be applied to each
individual channel. We further assume that

1. x and n are statistically independent.
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2. x � N (�x; �
2
x) , and n � N (�n; �

2
n), where N is a

Gaussian distribution, and �x, �n, �2
x, and �

2
n are the

means and variances of x and n, respectively.

We note that when clean speech is represented by a more compli-
cated model, e.g. Gaussian mixture or hidden Markov model, the
same argument can be applied separately to each Gaussian com-
ponent.
In the log spectral domain, the noisy speech y can be expressed
as [2]

y = x+ log(1 + exp(n� x)) (1)

Our aim is to develop, under the above conditions, upper and
lower bounds on the noisy speech mean �y � E[y]. The two
bounds are presented below. Equation (2) shows the upper bound
while Equation (3) gives the lower bound. Interestingly, the up-
per bound turns out to have a very similar form to first order VTS
approximation [2], and the lower bound is closely related to the
MAX approximation [3]. See [7] for discussions.

�y � �x + log(1 + exp((�n � �x) + (�2x + �
2
n)=2))

� �x +�� (2)

�y � (�x � �n)�(S) + �n +
p
�2x + �2n�(S)

= �x +
p
�2x + �2n (�(S)� S(1� �(S)))

� �x + Æ� (3)

where

S =
�x � �np
�2x + �2n

(4)

�(w) =
1p
2�

exp(�w2
=2) (5)

�(w) =
1p
2�

Z
w

�1

exp(�v2=2)dv (6)

The bounds in Equations (2) and (3) possess the following prop-
erties (discussed in [7])

� They both tend to the clean speech mean (�x) as the SNR
(�x � �n)!1.

� The increments Æ� and �� are positive.

2.2. Bounds for Derivatives

This subsection presents some approximate bounds on the means
of the first and second order time derivatives of noisy speech in
the log spectral domain. We start with the first order derivatives
followed by the second order derivatives. Related derivations are
given in [7]. In what follows we denote the correlation coefficient
of variables a, and b as ra;b, and the standard deviation of variable
a as �a.
For the first order derivatives in the log spectral domain we as-
sume that Equation (1), and the assumptions and definitions of
Section 2.1 hold. In addition, we introduce the following defini-
tions and assumptions:

1. _y � dy=dt, _x � dx=dt, and _n � dn=dt.

2. _x � N (� _x; �
2
_x) and _n � N (� _n; �

2
_n) where N is a Gaus-

sian distribution, and � _x, � _n, �2
_x, and �

2
_n are the means

and variances of _x and _n.

3. u � n� x , and _u � _n � _x. It follows that u � N (�n �
�x; �

2
x + �

2
n), and _u � N (� _n � � _x; �

2
_x + �

2
_n).

4. Take F (u) � 1=(1 + exp(�u)) � �(u).

5. Let jrF (u); _uj � A, where 0 � A � 1:0.

We arrive at the following bound for the mean of the first order
time derivative:

jE[ _y]�E[ _x]j � E(�(u))j� _n � � _xj+A��(u)

q
�2_x + �2_n

= �

�
�n � �xp
�2x + �2n + 1

�
j� _n � � _xj

+A��(u)

q
�2_x + �2_n (7)

where ��(u) can be evaluated as

�
2
�(u) =

2
p
�2x + �2np

�2x + �2n + 1
�

�
�n � �xp
�2x + �2n + 1

�

��

 
�n � �xp

(�2x + �2n + 1)(2�2x + 2�2n + 1)

!

��2

�
�n � �xp
�2x + �2n + 1

�
(8)

For the second order time derivatives, we again consider that all
assumptions and definitions of Section 2.1, and those made for
the first order derivatives still hold. In addition we introduce the
following definitions and assumptions:

1. �y � d
2
y=dt

2, �x � d
2
x=dt

2 , and �n � d
2
n=dt

2.

2. �x � N (��x; �
2
�x), and �n � N (��n; �

2
�n) where again N is

a Gaussian distribution, and ��x, ��n, �2
�x, and �

2
�n are the

means and variances of �x and �n.

3. �u � �n� �x. It follows that �u � N (��n � ��x; �
2
�x + �

2
�n).

4. Take G(u) � dF (u)=du � �(u). This follows from dif-
ferentiating both sides of Assumption 4 for the first order
derivatives.

5. Let max(jrF (u);�uj; jrG(u); _u2 j) � B, where 0 � B � 1:0.

We arrive at the following bound for the mean of the second order
derivative:

jE[�y]�E[�x]j � E(�(u))j��n � ��xj+E(�(u))E[ _u2]

+B

�
��(u)

q
�2_x + �2_n + ��(u)� _u2

�

= �

�
�n � �xp
�2x + �2n + 1

�
j��n � ��xj

+
1p

�2x + �2n + 1
�

�
�n � �xp
�2x + �2n + 1

�

�E[ _u2] +B��(u)

q
�2�x + �2�n

+B��(u)� _u2) (9)

where ��(u) is evaluated as in Equation (8), and E[ _u2], � _u2 , and
��(u) are evaluated below:

E[ _u2] = (� _n � � _x)
2 + �

2
_x + �

2
_n (10)

�
2
_u2 = E[ _u4]�E

2[ _u2]

= 3�4_u + 6�2_u�
2
_u + �

4
_u �E

2[ _u2] (11)
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and

�
2
�(u) =

1p
2�

1p
2�2x + 2�2n + 1

�

� p
2(�n � �x)p

2�2x + 2�2n + 1

�

� 1

�2x + �2n + 1
�
2

�
�n � �xp
�2x + �2n + 1

�
(12)

Again as done for the static coefficients we can rewrite the bounds
for the first and second order derivatives as

� _x + Æ _� � � _y � � _x +� _� (13)

��x + Æ�� � ��y � ��x +��� (14)

where in this case Æ _� = �� _�, and Æ�� = ����, and both can be
calculated as given in Equations (7) and (9) above. These bounds
have the same tightness and positivty properties discussed for the
static coefficients.

2.3. Bounds in the MFCC Domain

So far we have considered bounds on single channels in the log
spectral domain. In this subsection we show how these bounds are
transformed into the MFCC domain. We will outline the proce-
dure for the static coefficients. The same technique can be applied
for the first and second order time derivatives. This is because the
static coefficients and their derivatives are linearly related1, and
the transformation from the log spectral domain to the MFCC
domain is also linear. Assume we have M channels in the log
spectral domain, and denote the clean and noisy observations of
the jth channel xlj , and y

l

j respectively. Superscript l is used to
denote the log spectral domain. The bounds derived above apply
to each such channel. Thus from Equations (2) and (3) we can
write

�
l

xj
+ Æ�

l

j � �
l

yj
� �

l

xj
+��lj (15)

where the channel index j has been added. We further assume that
we have N MFCC coefficients, and denote the clean and noisy
observations of the ith cepstral coefficient xci and yci , respectively.
Superscript c is used to denote cepstrum domain. Our goal is to
calculate Æ�ci , and ��ci , from Æ�

l

j , and ��lj , such that

�
c

xi
+ Æ�

c

i � �
c

yi
� �

c

xi
+��ci (16)

We calculate Æ�ci and ��ci in Equation (16) as follows:

Æ�
c

i =
X

j:cij<0

cij��
l

j +
X

j:cij�0

cijÆ�
l

j (17)

��ci =
X

j:cij<0

cijÆ�
l

j +
X

j:cij�0

cij��
l

j (18)

where cij is the element (i; j) of the usual DCT matrix used in
MFCC computation. As noted above the time derivatives are usu-
ally calculated as a linear combination of the static coefficients,
and the transformation from the log spectral to the MFCC do-
mains is also linear. Hence the above procedure is also applied
to calculate the bounds for the first and second order derivatives.
This is done by replacing Æ�

l

j and ��lj in Equations (17) and
(18) by the corresponding values of the derivatives. It should be
noted that Equations (17) and (18) tend to produce looser bounds
than those in the log spectral domain. More discussions about this
point can be found in [7].

1In speech recognition systems the first and second order time deriva-
tives are approximated using linear regression or simple difference.

3. MINIMAX CLASSIFICATION AND SEARCH

The minimax decision rule proposed in [5] can be written as:

ŵ = argmax
1�w�V

max
�2�w

p(Oj�) (19)

where V is the vocabulary size, �w is the uncertainty domain for
word w, O is the observation sequence, and ŵ is the recognized
word. To implement this rule we need to define a suitable neigh-
borhood structure, and implement the search in Equation (19).
Both these issues will be discussed briefly below.

The uncertainty in the parameters is usually restricted to the
means of the Gaussian distributions. Moreover, a certain neigh-
borhood structure developed by Merhav and Lee in [5] is used in
most works on minimax classification. This neighborhood, using
the notation of the previous section, is written as:

�
c

xi
� C�

i
i
�1 � �

c

yi
� �

c

xi
+C�

i
i
�1 1 � i � N (20)

where N is the cepstrum dimension, C, and 0 < � < 1 are
user defined parameters. This neighborhood requires exhaustive
search of the C and � values to obtain best performance which are
usually dependent on the mismatch condition. In this paper we
propose to use the bounds defined above as an alternative para-
metric neighborhood in minimax classification, which no longer
require any exhaustive search.

In the original paper [5] the minimax rule was implemented
in a rescoring framework for isolated word recogniton. In a re-
cent paper [4] the minimax search was applied recursively during
Viterbi search. This extends the minimax procedure to continuous
speech recogniton. For this reason we use the algorithm of [4] in
all our experiments. The reader is referred to [4] for details of the
algorithm.

4. EXPERIMENTAL EVALUATION

The proposed bounds are tested in the framework of minimax
classification for connected digit recognition. The purpose of the
experiments is to validate the theoretically developed bounds and
to compare to the popular bounds of [5]. Two CDMA wireless
databases are used in the experiments. Both databases consist of
connected digit strings. The first called “Handset” is collected
with telephone handsets and has 769 utterances for training , and
256 utterances for test. The second is “Lapel” which is collected
with microphones located on speakers’ lapels. The test part of
“Lapel” is used in the experiments and consists of 517 utterances.
Each utterance consists of 10 digits, hence the test set sizes of
“Handset”, and “Lapel” are 2560, and 5170 digits respectively.
Speech is parametrized into 39-dimension feature vectors consist-
ing of 13 cepstral coefficients (including the zeroth coefficient)
and their first and second order derivatives. Cepstral mean sub-
traction is applied on the utterance level. 11 digit HMMs are
constructed, in addition to a one state silence model. Digit mod-
els consist of 10 states with 8 Gaussian components/state, while
the silence model has 32 Gaussians. Training utterances from
“Handset” are used to build context-independent digit models.
The recognition netwrok consists of a simple word loop to allow
any number of digits in a recognized string.

In the new bound implementaion the constants A and B re-
quired for calculating the first and second order derivatives bounds
are set to 1.0. This is a very conservative choice, and it was found
in some early experiments that performance is not very senstive
to these parameters. The noise mean �n, and variance �2n are es-
timated from the first ten frames of the utterance. This is a very
crude estimate, and more refined estimates are possible but were
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not explored in this work. As may be noted the quantity �x��n is
crucial for the implementation of the proposed bounds, and may
be considered as a measure of the instantaneous SNR. In initial
experiments we noticed that �x � �n sometimes underestimates
the expected SNR for various degrees of additive noise and hence
leads to wide bounds. For this reason we introduced an additive
positive bias Q that might be tuned experimentally. Thus �x��n
is replaced by �x��n+Q in all equations related to bounds eval-
uation. Fortunately, it turned out in the experiments that values of
Q from 1.0-2.0 are adequate for all tested SNRs. In the current
paper we use a value Q = 2:0

For the bound of [5] we vary the values of C from 1.0-9.0,
and � from 0.1-0.9 to arrive at the best combination for each SNR.
This is a very expensive simulation especially it has to be repeated
for every mismatch condition. Unfortunately, there is no system-
atic way of determining beforehand the best or even good param-
eter values. We performed this simulation for all the tested SNRs
and for the “Lapel” database. The full tables are omitted here
due to space limitation and can be found in [7]. Table 1 com-
piles the best results of the Merhav and Lee bound, the results
with the proposed bound, and the baseline without any minimax
compensation under different testing conditions. For the additive

Condition Baseline Merhav-Lee Proposed
Clean 3.2 2.2 2.1
20 dB 5.5 2.5 2.3
10 dB 22.0 6.5 9.4
5 dB 49.9 17.2 30.0
Lapel 11.4 7.8 8.3

Table 1: Percentage word error rate for Handset database cor-
rupted by different levels of additive Gaussian noise and Lapel
database when applying Minimax classification with the Merhav
and Lee bound, and the proposed bound. Models are trained on
769 utterances from Handset.

noise experiments, the proposed bounds outperfrom those of [5]
for the clean and the 20 dB conditions although the latter use an
exhaustive search for the best parameter values. This can be ex-
plained by the ability of the proposed bounds to adapt locally to
the Gaussian and even vector component level. This effect can be
introduced to the bounds of [5] by allowing different C and � for
different Gaussians and components. However, this will be very
difficult to optimize exhaustively due to the excessive number of
free parameters. On the other hand, the Merhav and Lee bounds
outperform the proposed bounds as the SNR level decreases. This
can be explained as follows. As the SNR decreases the mismatch
between the clean speech means and the noise mean increases and
leads to a bias in the calcualtion of �x � �n. At low SNR a con-
stant correction (the Q correction discussed above) may not be
sufficient to compensate for this bias. Also the transformation to
the MFCC domain leads to loose bounds as discussed in Section
2.3, and this loosness is more pronounced for low SNR level. This
leads to wide bounds which tend to deteriorate the performance.
The previous explanation is supported by observing that the per-
formance difference between the two bounds is more significant
in the 5 dB case than in the 10 dB case.

For the “Lapel” database the proposed bounds performance
is very close to the best result of the Merhav-Lee bound. This
result is interesting because the mismatch in “Lapel” violates the
theoretical conditions used in the derivation of the new bounds.
This can be explained by the relatively high SNR of the Lapel
database. In additon, it may suggest that general mismatch effects

can be locally (at the Gaussain level) approximated as additive
noise.

5. SUMMARY

In this paper we present upper and lower bounds on the noisy
speech mean in the log spectral domain. In contrast to other ap-
proximations of the noisy speech mean in the log spectral do-
main these bounds serve in defining a mismatch region by simple
closed form expressions. The bounds are tight in the sense that
both tend to the clean speech mean as the SNR ! 1. To sup-
port the applicability to practical speech recognition systems we
also derive approximate bounds on the means of the first and sec-
ond order time derivatives in the log spectral domain. In addition
we show how the bounds are transformed to the corresponding
bounds in the MFCC domain. This transformation tends to loosen
the bounds especially for low SNR as discussed in the paper.

The derived bounds are applied to continuous speech recogni-
tion in the framework of minimax search. Traditionally minimax
uses the mismatch neighborhood of [5] which requires empirical
tuning to find the best parameter values. The proposed bounds can
serve to define a parametric mismatch neighborhood for the addi-
tive noise case with minimal tuning. Furthermore this neighbor-
hood can be adaptively adjusted to match even the Gaussian distri-
bution level in Gaussian mixture HMMs. Interestingly it turns out
that the bounds still work reasonably for a more general practical
mismatch scenario. This suggests that general mismatch effects
can be approximated by additive noise at the Gaussian level.

The emphasis in this paper is on the theoretical derivation of
the bounds, and their validation in speech recognition experiments
with minimal or no tuning. Further tuning is believed to further
enhance system performance. For example, a very crude estimate
of the noise mean and variance was employed in this work, and
more refined estimates could lead to even better performance.
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