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Abstract

In this paper, we describe the design procedure for a wireless
communication interactive voice response system. The applica-
tion must work in a very noisy environment which has imposed
many design constraints. We will address the sensible aspects of
three components of the application: the voice activity detector
(VAD), the automatic speech recognition (ASR) system, and the
confidence measure (CM) determination. In order to get a sat-
isfactory product, it has been necessary to reduce the important
mismatch between available linguistic and acoustic resources
and the operational environment. Adaptation techniques for the
acoustic models of the speech recognition system have proven
to be effective to speed up the application deployment time.

1. Introduction
It is widely accepted that speech technology is nowadays ma-
ture enough for the deployment of practical, commercial ap-
plications in the real-world. In the last years, many services
and products have shown up specially in the telecommunication
arena[1]. Also, many resources as speech and text databases,
recognition engines, text-to-speech engines are available to the
developers for building up applications and products [2]. Nev-
ertheless, the concourse of highly specialized and well-trained
personnel is required in order to get a quality product. Even af-
ter a careful design of the project specifications and an adequate
selection of linguistic and software components, an error-and-
trial strategy must be conducted in order to tune and debug all
the components. This is even more delicate when there is a sig-
nificant mismatch between the available linguistic resources and
the actual acoustic and linguistic environment. This is the case
of the project we will describe in this paper. The application
itself, a command-control system, is simple in nature, but the
acoustic environment (a very noisy lumberyard), the transmis-
sion channel (a half-duplex radio channel), and the two possible
languages (Galician and Spanish) are factors that make very dif-
ficult the transfer of technology from off-the-shelf components
to a complete product.

A state-of-the-art system may perform poorly when the test
data are collected under a totally different environmental con-
dition. Regarding to the possible mismatches, both linguistic
and acoustic mismatches might occur. A linguistic mismatch
is mainly caused by incomplete task specification, inadequate
knowledge representations, and insufficient training data. On
the other hand, an acoustic mismatch between training and op-
erational conditions arises, being in this case changes in trans-
ducers, channel, speaker environment, background noise, etc.

We will address how some techniques must be applied in
order to improve the performance and ergonomy of the appli-

cation. We have selected three subsystems that required of spe-
cial attention: the voice activity detector (VAD), the automatic
speech recognition (ASR) system, and the confidence measure
(CM) determination. Before describing the most relevant as-
pect of each of them, we will show an overview of the whole
application. Some conclusions will be drawn at the end of the
paper.

2. Application Description
“Aserradero” (“Sawmill” in Spanish) can be regarded as a com-
mand and control application working in a difficult environ-
ment: a lumber- yard and mill with a high level of background
noise (machinery of the sawmill) and non-stationary noises pro-
duced by trucks or fork-lifts.

The task to be accomplished is to label a pile of boards.
The final aim is to calculate the volume in m3 of the lumber
and to print out a report with the characteristics of each board.
So far, two workers are required. One is in charge of most of
the job: measuring, piling and packing the planks. Another
worker is required to fill a form up. An automatic system like
“Aserradero” can do this latter job.

Strategies must be designed at all levels of the applica-
tion in order to achieve a sufficient level of robustness with a
good compromise between speed and performance. Some op-
erational constraints led us to take the following decisions:

� The wide area to cover with a radio of approximately
300 meters takes us to select a radio channel. Low-cost
hand-held transceivers were selected because a license is
not required. One transceiver is connected to the com-
puter, and another with a VOX (voice operated transmis-
sion) option for hands-free operation is carried by the
user. These devices have also the capability of sending
audible tones. This feature is used by the VAD as we will
present next.

� The application will be used by many workers, so a
speaker-independent automatic speech recognition sys-
tem (ASR) is the right choice. Moreover a flexible vo-
cabulary ASR is recommended in order to have the pos-
sibility of tuning the vocabulary at the testing phase with-
out any further data collection and acoustic modelling
training. Since the collection of a big database in this ra-
dio environment was out the scope of the project, we de-
cided to use a large telephone database already recorded
and labelled [3]. A number of adaption techniques might
be used to reduce the mismatch between training and op-
erational conditions [4].

� The application must be bilingual: Spanish and Galician
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Figure 1: Block diagram of “Aserradero”.

can be used at any time. Due to the phonetic similari-
ties between these two languages, we use a single set of
phone models that cover both languages. We must ex-
pand some commands in two different pronunciations:
one in Spanish and one in Galician. For example, the
number “3” is pronounced equally in both languages,
while “8” is different. This increases the size of the lexi-
con.

� The poor SNR requires user confirmation of the output
of the ASR system. Explicit confirmation (using for ex-
ample tone transmission) is out of consideration since
the worker has no free hand to push the button. An im-
plicit confirmation scheme has been designed: a TTS is
used to utter the ASR output. Therefore, the user can
reject the output by a voice command, or if he agrees
with the recognized word, proceed to the next item. The
performance of this scheme strongly relies upon the per-
formance of the recognition system. If many errors oc-
cur and many rejections and repetitions are required, the
procedure of labelling becomes slow and tedious, of no
use at all. Nevertheless, to assume that the recognition
performance is 100% accurate and no rejection capabil-
ity is necessary, is not possible as it will be shown in the
experimental section.

� The channel is half-duplex which requires of a protocol
communication observance. That is, the user can not talk
while the TTS is working. So, a careful design of system
responses is important in order to speed up the whole
process. The application also requires a hands-free mi-
crophone system with a VOX option. This has been a
problem in ergonomy of the application. The VOX de-
vice opens the channel approximately 50 ms after the
user has started to talk cutting up the beginning of the
uttered words.

A block diagram of the application is shown in the Figure
1. The intelligence of the application resides in the application
agent.

3. VAD description
The design of a Voice Activity Detector (VAD) is crucial in any
voice interactive system. A VAD is in charge of detecting the
beginning and end of a spoken set of words. Typically this de-
tection is mainly based in energy measurements. A typical VAD
is activated when a transition from silence to speech, or in other
words from low energy to high energy, appears. In this partic-
ular application this strategy is not feasible. So, the required
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Figure 2: Example of a recorded waveform.

VAD is quite different from the VAD typically used in a tele-
phone application [5] and a significant development time and
resources must be devoted to the VAD design.

In our system, the received signal by the computer when no
transmission is taken place is the noise of the closed radio chan-
nel. The amplitude of the channel noise is usually greater than
the amplitude of the speech as it can be seen in Figure 2. Nev-
ertheless, the actual ratio depends on the selected volume in the
receiver (which affects only to the noise), and in the transmitter
(which affects both to the channel noise and the speech). Also,
due of the delay introduced by the VOX device, the voice often
appears connected to the noise, with no silence intercalated. As
a result, the energy may suffer no appreciable change in a tran-
sition between channel noise and speech. The discrimination is
therefore not easy and must be done using additional spectral
information.

So, in our VAD channel noise is modelled as a continuous
density hidden Markov model. The feature vector is the same
as in the ASR system, but with a different energy normalization
strategy. If the likelihood of the channel HMM is below certain
threshold it is assumed that the user is talking. Both the maxi-
mum energy of the channel noise, and the probability threshold
are computed at the initialization stage, at power up.

A second VAD is applied to the frames marked up as voice.
The goal now is to remove the silence frames at the end of the
utterance. These frames have no impact in the recognition accu-
racy, but causes an important delay in the response of the ASR
system. The threshold used by the second VAD is very sensible
to changes of the background noise, and to variations of volume
in the transmitter. An algorithm is provided to recalculate the
threshold on user demand. This is an important feature because
the user may be working in a non-stationary noisy environment.
The signaling tone of the transceiver is used for this task. The
tone is detected using an ad-hoc trained HMM. Whenever the
tone is detected, the threshold for the second VAD is updated.

4. ASR System Description
The speech input is sampled at 8 KHz and preemphasized using
a first order filter with a coefficient of 0.97. Frames are 25ms
long with a frame shift of 10ms. 12-mel cepstral coefficients
and the c0 coefficient plus 1st and 2nd order time derivatives
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Figure 3: Upper plot: Estimated frequency response of the
channel radio. Lower plot: Frequency response of the chan-
nel filter

were used as acoustic features. A real-time cepstral mean nor-
malization is performed. All phone models have three emitting
states and a left-to-right topology except for the “inter word” si-
lence unit. The acoustic models are context-independent mod-
els and have been trained using a subset of the large telephone
database VOGATEL described in [3].

It is important to emphasize that the system is speaker in-
dependent in nature since the characteristics of the database for
the acoustic models training are:

� 1.017 male and female speakers.

� vocabulary of 3.902 words

� total number of words equals to 19.076.

� high signal to noise ratio.

The recognition engine has been developed for real-time
large-vocabulary continuous-speech recognition, although in
this application is used in batch mode and in a command-control
task. Some of the commands are expanded to different pronun-
ciations in order to have into account the two languages (Span-
ish and Galician).

As a first attempt to reduce down the mismatch between
VOGATEL and the actual operational environment, we filtered
out the training database through an estimation of the radio
channel and trained a new set of phone models. This estima-
tion of the channel was implemented with a 200-tap linear-FIR
filter which frequency response is plotted in Figure 3. This was
effective, but not enough to consider the problem solved as we
will present in the experimental result subsection.

Adaption techniques can be also applied to build improved
acoustics models. We use maximum likelihood linear regres-
sion (MLLR) adaptation in static mode using HTK software [6].
A regression constraint is directly imposed on the model mean
vectors and the linear regression parameters are estimated us-
ing the EM algorithm. The objective is to perform an adaption
to the environment and not to a particular speaker. It is widely
acknowledged that if a small amount of data is available then a
global or single regression class is the best choice. However as
more adaptation data becomes available, improved adaptation

is possible by increasing the number of transformations. Nev-
ertheless, it is an open question how many classes are required
to achieve the highest improvement.

4.1. Testing Corpora Description

Along the project development, we have collected three dif-
ferent corpora for carrying out our experiments and adjusting
the different components of the system. The main character-
istics of each corpus are described in Table 1. Corpus 1 has
been recorded in our lab using the radio transceivers with sev-
eral speakers and different sessions. The estimation of the filter
was computed from data of this corpus. At the lumberyard two
different corpora were collected in two distinct days denoted
corpus 2 and corpus 3 respectively. The adaptation data for the
MLLR adaptation algorithm consists of one session from each
speaker of corpus 2. Corpus 3 was used as testing corpus.

Table 1: Description of the speech corpora used at the develop-
ment stage of the system.

corpus no of ses./ no of environment
spk tokens/ses.

5
1

corpus 1 5 100 lab
(5 spk) 2

(1800 tokens) 5

3 35
2 32

corpus 2 1 34 sawmill
(6 spk) 1 36

(312 tokens) 1 56
1 17

1 38
2 34

corpus 3 2 28 sawmill
(7 spk) 2 34

(340 tokens) 1 39
1 32
1 39

4.2. Results

The system is assessed by the computation of the percentage
of correctly recognized commands and summarized in Table
2. The mismatch between the training and testing conditions
is quite clear for the case of using a set of HMMs trained from
the telephone database (HMM1 column). The performance of
the system is quite poor, unacceptable for a deployed system.
A clear improvement is achieved when HMMs are trained from
the filtered database (HMM2 column). Almost seven points of
improvement for the corpus c2, but still a little far away from
what will be required in a high-quality application. The three
last columns of table 2 show the performance of the ASR when
MLLR model adaption with 1, 5 and 8 regression classes are
used respectively. The best results are achieved with 5 classes.
Similar results are also obtained using the telephone HMMs as
seed models for the adaptation algorithm.
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Table 2: ASR performance for three different sets of speaker-
independent context-independent HMMs. HMM1 are models
trained from telephone data. HMM2 are models trained from
the previous telephone database filtered out by a estimated
channel impulse response. Adapted HMMs are models obtained
from HMM2 that have been adapted using data from Corpus 2.

Corpus HMM1 HMM2 Adapted HMMs
1RC 5RC 8RC

c1 87.27 % 89.84 % 91.42 % 92.03 % 89.76
c2 85.48 % 92.26 % 96.45 % 97.74 % 96.45
c3 81.54 % 88.98 % 91.44 % 92.84 % 91.44
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Figure 4: Histograms of the confidence measure for the system
keyword and non-keyword over Corpus 1.

5. Confidence Measure
Even in an application like this where the cooperation from the
user is assumed, a confidence measure is required in order to
reduce the false alarm rate and so reject the out of vocabulary
events and the misrecognized words. Our decoder provides a
confidence measure based on the ratio between the likelihood
of the recognized command and the likelihood of a phonemic
recognizer for the same time interval. This is considered as
a typical confidence measure used in many keyword spotting
systems.

Figure 4 shows the histograms of this confidence measure
for the keywords and non-keyword respectively. Corpus 1 has
been used as input data. As expected, there is an overlap be-
tween this two distributions that implies a false acceptance rate
and a false rejection rate. This two rates are plotted in Figure 5.
It is clear, that there is room for improvement and more reliable
confidence measures must be designed. In the application, the
threshold has been set to 1,6 in order to get a low false rejection
rate assuming a high degree of user cooperation.

6. Conclusions
In this paper, we have described three components of a real-
world IVR system that require of special attention at the design
stage. We have tested how effective adaptation techniques for
the acoustic models are both in performance improvement and
development time saving. Some more work must be done re-
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Figure 5: Receiver Operating Curve (ROC). An equal error rate
of approximately 6 % is achieved over Corpus 1.

garding the VAD. A joint design of the VAD and the linguistic
specification of the ASR might help to increase the ergonomy
the application.

“Aserradero” is now under assessment by the actual work-
ers of the sawmill. Our preliminary impression is that the next
step in the project is to convince them about its usefulness and
reduce their innate rejection to the new technologies. This is
more a PR work than a technical one, but somehow even more
important and crucial.
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