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Abstract

In this paper we propose an approach to high-level clas-
sification of video into genre: sport, cartoon, news, com-
mercial and music.

An important issue for automatic high-level classifi-
cation systems is the amount of time needed to classify
a video. Here we investigate classification performance
as a function of the test sequence length. In addition we
present performance against different orders and combi-
nations of static and dynamic mel-frequency cepstral co-
efficients (MFCC). We find that static and delta MFCCs
perform well for this classification task. A test sequence
length of approximately 25 seconds for the 5 class prob-
lem gives approximately 80% correct identification.

1. Introduction

Motivation for content-based multimedia analysis arises
from applications associated with content based queries,
such as labeling of videos, video summeriasation and broad-
casting applications. There exists a hierarchy of classifi-
cation ranging from high-level video genre classification
to low-level object recognition e.g person recognition.
Video sequences are multi-modal data sources, contain-
ing both audio and visual information. The most success-
ful classification system will use all available discrimina-
tory information. Fischer et al [1] present an approach
that uses both visual and audio sources when considering
5 classes: news, car race, tennis, commercials, cartoon.
The precise make up of the classes is an important factor
in determining performance and obviously limiting the
domain and the within-class variation tends to improve
performance. For example Fischer [1] suggests that sport
is too diverse to be categorised into one class. Here we
constrain sport to mean fast moving sport and propose an
approach to high-level classification of video into genre:
sport, cartoon, news, commercial and music.

Approaches that are targeted at mid-level and low-
level classification rely on higher levels of pre-classification.
For example, Shearer et al [2] incorporate video and au-
dio data for news broadcast classification into 3 classes:

anchor shot, voice over and sound bite. Their work intro-
duces an iterative approach directed at higher-level pro-
cessing to determine the structure of news casts. In this
case pre-classification of the video into news is assumed.

Most approaches are presented using only one mode:
either audio or visual. We also adopt the philosophy of
considering a single mode and here concentrate on au-
dio analysis. Also performance comparisons of audio and
video are presented in Section 4. See also [3].

Pfeiffer et al [4] report on using the audio data mode
for two applications: first, they apply fundamental fre-
quency analysis for recognition of a different instance of
the same piece of music and present results for different
test sequence lengths. Second, they include more fea-
tures, e.g. spectra and transitions calculated over 30ms,
and classify the audio into ’logical units’, detecting vio-
lent scenes and music. This approach is applied within
the frame work of the MoCA project (Movie Content
Analysis).

Liu et al [5, 6] present two approaches applied to TV
genre classification. They investigate a range of statis-
tical time and frequency features extracted from the au-
dio. First they present results using a neural net classifi-
cation [5]. Then for the same experimental setup in [6]
they present an 11.9% improvement when using hidden
Markov models. The latter approach achieves an accu-
racy 93.4% on 3 classes: sport (basketball and football),
reports (news and weather) and commercials. However
the authors report a difficulty when trying to expand to 5
classes. In Section 4 we also test the same 3 classes.

Spina et al [7] present classification of general audio
data into 7 classes. They investigate how many differ-
ent general audio data classes can be successful distin-
guished and how well the system can group the audio into
homogeneous regions. They present a feature extraction
based on 14 mel-frequency cepstral coefficients and clas-
sification using Gaussian distributions. This application
is analogous to video genre classification in that the clas-
sification is high-level.

Carey et al [8] also report on high-level classification
of audio data into speech and music. They investigate
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the performance of a range of features including cepstral
coefficients, amplitude, pitch and zero-crossings. They
report that in each case including the derivatives of the
feature improves accuracy and conclude that using cep-
stra and delta coefficients gives the best performance.

This paper is presented as follows: in Section 2 a de-
scription of the feature extraction is given. In Section 3
the experimental conditions are described. Then compar-
isons to three previously reported results [3], [9] and [6]
are made in Section 4, leading to conclusions in Section
5.

2. Audio features

A wealth of research has been directed at short-term spec-
tral representations of audio signals for the primary appli-
cations of automatic speech (ASR), speaker recognition
and speech communications. Therefore an obvious start-
ing point for the classification task here would seem to
be the features proved to be successful in these neighbor-
ing applications. The most widely used for ASR today
is MFCCs combined with delta and double delta coeffi-
cients. Here the task is different to that of ASR where
the task is to classify sub-classes within speech. How-
ever, speech is present in all of the classes considered
with varying degrees of occurrence and predominance.
Therefore the tasks are only loosely comparable. A task
further analogous to the one presented here is tackled by
Spina [7] who reports results using 14 static MFCCs for
general audio data classification. Here classes also con-
tain speech with varying degrees of occurrence including
no speech. Given this evidence and that of Carey et al [8]
here we investigate the effect of using different MFCC
features applied to video genre classification. For model-
ing we use the Gaussian mixture model (GMM) approach
popular in speaker recognition [10].

3. Experiments

3.1. Experimental conditions

The database used for the experiments consists of ap-
proximately 8 minutes of each of the five classes. Each
class contains 8 different sequences of approximately 1
minute long. The database was captured using a sam-
pling rate of 11025 Hz, mono. The five classes include as
a subset the 3 classes used by Liu et al [5, 6] and are the
same as the five used by Truong et al [9]: sport, cartoon,
news, commercial and music. The one minute sequences
were taken from arbitrary recordings of each class with-
out manual editing. The cartoons were recorded from a
dedicated cartoon channel, the music from a music chan-
nel, the commercials are taken form a range of commer-
cial channels, and the news contains both studio and field
report scenes. The only conscious within-class selection
was in the case of sport where only fast moving types
were considered, namely rugby, football, ice hockey and

car racing.

3.2. Experimental objectives

There are two primary objectives for the following ex-
periments. The first objective is to assess MFCC-based
features in this classification task. The second objective
is then to compare our approach against previously re-
ported results.

� Roach’01 [3] visual dynamics on 3 classes: sport,
cartoon and news.

� Lui’98 [6] audio features on 3 classes: commer-
cial, report (news and weather) and sport.

� Truong’00 [9] visual statics, dynamics, and editing
features on 5 classes: as [3] plus commercials and
music videos.

4. Results

4.1. MFCC-based Features

In this section we present the experimental results for
MFCC-based features. Classification performance against
feature order for static, delta and double delta MFCCs
are compared individually and in combination. The static
window length used is 23 ms with a sample rate of 11.5
ms. The test sequence length determined from prelimi-
nary observations and was set at 25 seconds. The classi-
fication task attempted is the 5 genres listed above.
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Figure 1: Classification % error against number of
MFCC-based coefficents for 5 class problem

Figure 1 shows profiles against the feature order for:
static, delta, double delta and static plus delta. The pro-
files show that the double delta features posses little dis-
crminatory information. A range of window lengths were
concidered with for the double delta features but no im-
provement was found. The static features exhibit dicrmi-
naotry properties and improve upto 10 - 12 coefficeints
after which no further imporovment is seen. This result
was indicated by Spina [7] where 14 static MFCCs were
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used for classification of general audio data. Interestingly
the delta features are also shown to be good for this task.
This was also found by Carey et al [8] in an analogous
task, speech/music discrimination. Carey isuggests that
the music spectra changes more slowly than that of the
speech, resulting in te good performance of the delta fea-
tures. For video genre the discriminating patterns in the
audio are predicted to be longer term.

4.2. Comparison of results

First, we compare audio classification with previously
reported visual dynamic-based classification [3]. The 3
classes used in this comparison are: sport, news and car-
toon. In Figure 2 the two profiles are the audio and visual
dynamic error rates plotted against test sequence time.
The figure shows that the audio classification is better
than the visual dynamics classification for these three classes.
This is perhaps predictable because the audio of news
is generally clean speech, sports have commentary with
background crowd noise and cartoons often have music.
Conversely, for the visual dynamics it can be proposed
that cartoon and sport are both fast changing genres.

Roach’s audio classification

Martin’s camera motion

Roach’s visual classification
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Figure 2: A comparison of audio and visual [3, 11] dy-
namics approaches; Classification error plotted against
test sequence time, 3 classes: sport, news and cartoon

In the next experiment the cartoon class is replaced by
that of commercials and now the classes are the same as
those investigated by Liu et al [5, 6]. Classification error
rates are plotted against test sequence time in Figure 3.

With this test scenario it is seen that the audio ap-
pears far less discriminatory than that with the previous 3
classes reaching 4% error when the test sequence is �30
seconds. The difference is explained by the diversity in
the class ’commercial’. However as also indicated in Fig-
ure 3 Liu’s approach [6] uses only 1.5 seconds to obtain
a classification accuracy of 93%. In order to achieve this
performance it is assumed that Liu’s database has been
validated to include only sequences with an audio signal
present and excluding silences.

Liu’s audio classification

Roach’s audio classification
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Figure 3: A comparison of our audio and Liu’s [6] au-
dio approaches; Classification error plotted against test
sequence length 3 classes: sport, news, commercial

Lastly, a comparison against the results of Truong et
al [9] is presented. The classification genre are: sport
(Spo), cartoon (Car), news (New), Commercial (Com)
and music (Mus).

Roach’s audio calssification

Truong’s visual clasification

Classification sequence length (seconds)
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Figure 4: 5 classes. A comparison of our audio and vi-
sual approaches with Truong et al [9]; Classification er-
ror plotted against test sequence time

In Figure 4 the performance of MFCC-14 considered
here, visual features as in [3] and Truong’s [9] approach
are compared. Truong reports a classification accuracy of
� 80% over 40, 60 and 80 seconds.

The results for our visual and audio approaches are
further analysed. In Table 1 the audio confusion matrix
for the above classification task is shown, for a test se-
quence length of 25 seconds. The actual classes are listed
by row and the classified class is listed by column. It can
be seen that sport and news are classified with the most
success. There is greatest confusion between the three
classes: cartoon, commercial, and music; these confu-
sions can be explained by observing that music is com-
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mon to all three classes.

Table 1: Audio confusion matrix for 5 classes.

Spo Car New Com Mus

Spo 100 0 0 0 0
Car 0 64 0 22 14
New 0 0 100 0 0
Com 14 29 0 57 0
Mus 0 21 0 21 58

Table 2: Visual dynamics confusion matrix for 5 classes.

Spo Car New Com Mus

Spo 75 0 6 13 6
Car 0 100 0 0 0
New 0 0 90 0 10
Com 0 14 14 71 0
Mus 13 17 29 38 4

In Table 2 a confusion matrix for the same problem
using our visual dynamic features is shown. It can be
seen that cartoons and news are classified most reliably.
Conversely music videos are shown to be the cause of
approximately two thirds of the total error. It can be seen
from both matrices that the audio features once again per-
form better than the visual dynamics. However it is likely
that the visual features are complementary and could add
discriminatory information to a combined system.

A significant difference between the approaches and
performance results presented here is the classification
time. Liu’s et al [6] classification time is significantly
shorter than ours and that of Truong [9]. As we know
that our database and Truong’s test data are not in any
way validated then we hypothesise that Liu et al [6] use
a validated database. When a system using audio or vi-
sual dynamics encounters a short sequence of silence or
no motion then the recognition performance can be no
better than chance for the experimental setup considered
here. Furthermore we can not condition a video genre
into something it is not i.e. we must except sequences
as they arrive and attempt to classify them according to
content. Although obviously it is possible to detect an
absence of sound or video dynamics and respond accord-
ingly.

5. Conclusions

We have investigated the performance of different arrange-
ments of MFCC. It is shown that static and delta features
perform equally well for the application investigated here.
However double delta features which are reported to con-
tribute to ASR do not seem to contribute to video genre
classification. It is possible that they need more training

data since they are more noisy than the static and delta
features. We have compared our results with the works
of others and shown comparable results for similar 3 and
5 class problems. Also we show with reasonable success
that the amount of time needed to classify video genre is
in the order of tens of seconds and obviously performance
improves with time. We argue that 25 seconds is suffi-
cient. In practice discriminatory information is likely to
be included within this sort of duration. Our experimental
results support this hypothesis.
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