
 Eurospeech 2001 - Scandinavia
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Abstract
In this paper, we compare the state-level and model-level

tying of continuous density hidden Markov models for the mul-
tilingual acoustic modelling. Using the model-level tying tech-
nique, the number of the language dependent (LD) phoneme
models of five European languages were reduced to the desired
number. This tying was based on dissimilarity measure between
the LD phoneme models in a bottom-up agglomerative cluster-
ing technique. This system provided 87.3% word recognition
accuracy on the test set, while a comparable multilingual recog-
nition based on the SAMPA phone inventory obtained 84.6%
accuracy on the same set. The above model-level tying tech-
nique was also used for obtaining an alternative phone inventory
to SAMPA such that both inventories have an equal number of
phones for these five languages. The multilingual recognition
systems trained for the SAMPA and alternative phone inveton-
ries obtained 80.9% and 83.7% word accuracies on the same test
set, when state-level tying was used for reducing the number of
the parameters from 199k to 76k in both systems. The original
LD recognition systems obtained 89.0% recognition rate with
the same test set, which contained approximately 200 isolated
words from SpeechDat(II) databases for each of the five lan-
guages. In this paper, the test set results are also given for the
recognition systems after performing MAP language adaptation
for the multilingual phone models.

1. Introduction
Speaker-dependent speech recognition technology, e.g.
speaker-trained name dialling, is widely used in cellular phones
today. Currently, there is an increasing need for more advanced
speaker-independent ASR applications which are capable of
supporting several languages simultaneously [1, 2]. However,
the implementation aspects, such as memory constraints in
the cellular phones, set concrete limits for such applications.
Taking an advantage of the acoustic similarities across lan-
guages, it has recently been shown that multilingual recognition
systems can be built on a reasonable sized set of multilingual
phones [3, 4]. The acoustically similar sounds across languages
have been derived e.g. from the phonetic classification of
sounds, by data-driven methods, or by combination of both
[1, 3, 4]. For example, the phonetic classification can be
based on the SAMPA (Speech Assessment Methods Phonetic
Alphabet) phone inventory. This means that the LD phonemes
that share the same SAMPA phone symbol across languages are
represented with one multilingual phone model. Data-driven
tying of similar acoustic models has been studied in [3]. This

approach, entitled MUL-CLUS, has the advantage of being
able to generate tyings of the desired degree in the model-level.
Thus it makes possible to reduce the number of parameters
in the multilingual phone model set in order to comply with
memory constraints. Also, a method for sharing mixture
distributions across phoneme models of different languages
has been presented in [3]. In this paper, Sections 2 and 3
describe an approach called MT which combines ideas from
the latter two methods. This system is also compared to a
multilingual recognition system based on SAMPA phone
models. In addition, the SAMPA-based and MT system are
also compared when the model- and/or state-level tying of
HMMs were applied to them. The results are given for these
recognition systems in Section 4, which also contains the
results after performing MAP language adaptation for these
multilingual recognition systems [5].

2. LD recognition systems and data sets
The first step towards multilingual speech recognition consisted
of training a set of language dependent (LD) recognition sys-
tems. For that purpose, five European languages were chosen
from SpeechDat(II) database [6]. These languages were En-
glish, Finnish, German, Italian and Spanish which contained a
total of 219 phonemes. These phonemes are represented using
the symbols from the SAMPA phone inventory. Each of these
phonemes was modelled with a three-state monophone hidden
Markov model (HMM), in which the covariance matrices were
assumed to be diagonal.

The training set was generated for each LD recognition sys-
tem from the SpeechDat(II) databases using the corpus codes
S[1-9], which means that only phonetically rich sentences were
included [6]. The contents of the training sets are shown in Ta-
ble 1. The last column [spk] of the Table 1 indicates whether
the training utterances included speaker specific noise e.g. lip
smack, cough, grunt or tongue click. Utterances with any other
type of noise were discarded during training and testing. More-
over, the number of monophone HMMs in each LD recognition
system, which equals to the number of the SAMPA phone sym-
bols in the language, is shown in Table 1.

The contents of the test sets are shown in Table 2. For
each language, the grammar of the test set was defined such
that it contained approximately 200 isolated words. These in-
cluded approximately 30 application words (SpeechDat(II) cor-
pus codes A1, A2 and A3), 10 isolated digits and 150 persons’
names (corpus codes I1 and O7, respectively) [6]. Although
each person’s name contained the first name and surname, it
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Table 1: Training data sets for each language.
Language Utterances Speakers Phonemes [spk]
English 4000 916 44 no
Finnish 4000 1018 46 no
German 4000 1010 47 yes
Italian 4000 1000 51 yes

Spanish 4000 1089 31 no
Total 20000 5039 219 yes

Table 2: Test data set for each language.
Vocabulary

Language Utterances Speakers size [spk]

Finnish 4000 964 194 no
English 4000 1269 194 no
German 4000 1740 191 yes
Spanish 4000 1303 193 no
Italian 4000 1330 201 yes

was handled as one word in the recognition system. Each of
these five sets had 800 samples for each language in the test
set. Moreover, the training and test sets did not have speakers
in common.

The training and test data sets were parametrized using the
widely-used mel frequency cepstral front-end. A feature vector
consisted of the first 13 cepstral coefficients of which the first
one was replaced with the energy of the frame. These 13 coef-
ficients were appended with their first and second order deriva-
tive coefficients. The cepstral mean normalization was also ap-
plied for each element of the feature vector, and the energy and
its derivative coefficients were normalized using the technique
presented in [7]. Moreover, neither alignment nor endpoint in-
formation were available for the training and test sets.

3. Generation of multilingual phone models
In this section, a method called MT will be described for ob-
taining a set of multilingual phone models from LD phoneme
models explained in Section 2. This method is based on the
bottom-up agglomerative clustering of the LD phoneme mod-
els, which has similarities to the method presented in [3]. The
clustering is based on dissimilarity measure d(�i; �j) between
two continuous density HMMs �i; �j and it is defined as in [8],
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in which Xi;z refers to the zth sequence of the feature vectors,
i.e. token, assigned for the model �i. Ti denotes the total num-
ber of frames in all the Ni tokens assigned for model �i. Hence,
a distance matrix can be obtained by evaluating Equation (1)
for each pair of LD phoneme models. Based on the obtained
distance matrix, the clustering of LD phoneme models can be
performed using the complete linkage criterion [9]
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until the desired number of clusters has been reached. Since the
merging is performed at the symbol level, the original distance
matrix is used during each iteration of the cluster algorithm.

When the desired number of clusters is obtained, the mul-
tilingual models are formed by tying the models within each
cluster. The initial parameters for the tied models are obtained
from the LD phoneme models in the following way. First, the
mixture densities in each sub phone unit (state) are collected to
a common pool of densities. The first pool of the cluster holds
the mixture densities of the first states of the models in the clus-
ter, the second pool of the cluster holds the mixture densities of
the second states of the models in the cluster, and so on. More-
over, the mixture weights wk are normalized using the softmax
criterion such that

ŵk =
e
wk

X
j

e
wj

(5)

where the sum is over all mixtures in the pool. After that,
the number of mixtures in the pool is reduced by agglomer-
ative clustering to a prespecified number. In this clustering,
the distance measure is defined to be the negative logarithm of
Bhattacharyya upper bound for classification error between two
Gaussian mixtures. [9].

In every step of the clustering algorithm, the two mixture
densities that are the closest to each other are merged as fol-
lows1:
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in which ci = ŵi=(ŵi+ ŵj). In addition, �j and Sj denote the
mean vector and covariance matrix of density j, respectively.
The two original distributions are replaced in the mixture pool
by the merged distribution. After obtaining the predefined num-
ber of mixture densities for each state, the transition probabili-
ties are reset to 1=2 in each multilingual phone model. Finally,
the multilingual models are reestimated using the expectation-
maximization (EM) algorithm.

4. Experiments and results
The experiments presented in this section are divided into three
subsections. The first one of them explains the experiments with
the language dependent recognition systems, while the second
subsection deals with four different parameter tying approaches
for the purposes of multilingual acoustic modelling. The last

1Unlike here, language dependent mixture weights and global vari-
ance were used in [3]
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Table 3: Word recognition rates of the recognition tests.
Recognition Number of

System phones parameters English Finnish German Italian Spanish Average

LD 219 415k 78.4 95.4 83.3 92.1 95.8 89.0
SAMPR 105 199k 63.4 92.3 79.6 93.2 94.6 84.6

ST 105 76k 57.5 88.8 74.9 91.2 92.2 80.9
105 199k 74.5 93.3 79.5 94.2 95.2 87.3

MT 64 121k 69.2 91.7 78.7 93.4 93.4 85.3
40 76k 55.7 85.0 71.8 91.5 90.7 78.9

MTST 105 121k 69.4 90.9 81.8 93.3 94.1 85.9
105 76k 64.2 89.0 79.5 92.0 93.6 83.7

subsection describes the experiments with the MAP language
adaptation of the multilingual recognition systems. In addition,
the recognition systems systems will be referred in this section
using the abbreviations shown in the first column of Table 3.
These abbreviations are explained below in more detail.

4.1. Language dependent systems

The training of the language dependent (LD) recognition sys-
tems was performed with the HTK 3.0 and using the train-
ing sets explained in Section 2 [10]. The HMMs were ini-
tialised with "the flat start" procedure and trained using EM
method [10, 11]. During training, the silence and short pause
models were added and the mixture splitting increased the num-
ber of the mixture densities to eight in each state. The result-
ing English, Finnish, German, Italian and Spanish recognition
systems had 83k, 87k, 89k, 97k, and 59k parameters, respec-
tively, making totally 415k. The test set results are shown for
LD recognition systems in the row LD of Table 3. English and
German obtained lower recognition rates than the other, more
vowel-rich, languages. The test set results were determined sep-
arately for each language such that only the vocabulary of the
particular language was active. The same test procedure was
also applied to the following recognition systems.

4.2. Multilingual systems

Using the 219 LD phoneme models, the distance matrix was
generated with 50 tokens per LD phoneme model2. After that,
the multilingual phone models were obtained using the method
described in Section 3. Each of the resulting models contained
eight mixtures in each state. Furthermore, these models were
re-estimated with the EM algorithm four times using all the
material described in Table 1. This recognition system is ab-
breviated with MT in Table 3. In addition, Figure 1 shows the
word recognition rates of this recognition system for the five
languages as a function of the number of the phone models.

An other multilingual reference recognition system was
created such that the LD phonemes sharing the same SAMPA
phone symbol were represented with one multilingual phone
model [3]. This system contained 105 monophone models
which included separate models for long wovels and double
consonants. The HMMs were trained using all the material de-
scribed in Table 1 and with the same procedure as explained in
Section 4.1. The results of this system are shown in the row
SAMPR in the Table 3. However, the number of the parameters
of this recognition system can also be reduced using conven-
tional, unconstrained, state-level tying technique that is avail-

2It is likely that better cluster contents could be obtained, if more
tokens were used per LD phoneme model.

able in the HTK3.0 [10]. In this case, the training procedure
of the HMMs is coinciding to SAMPR except the tying of the
states is performed before first mixture split. The states were
grouped for the tying using the bottom-up agglomerative clus-
tering and the divergence of the two gaussian distributions as
the distance measure. The test set results of this recognition
system is shown in Table 3, in which this system is abbreviated
as ST.

The results of Table 3 and Figure 1 show that, in our case,
the average recognition rate decreases slightly compared to LD
and SAMPR models (except for English), when using at least
64 multilingual phone models in the MT recognition system.
The biggest performance degradations occured in English and
German, while the accuracies of the other languages remained
roughly at the original level. Figure 1 also shows that moderate
performance can be reached in this isolated word recognition
task even with 40 phone models in the MT recognition system.

When comparing MT with 105 phone models to SAMPR,
the MT obtains slightly higher recogniton rate. This led to an
idea that this particular MT recognition system might provide
better phone clusters for the five languages than SAMPA phone
inventory. Based on this, the word transcriptions in the lexicon
were rearranged using the multilingual phone cluster obtained
with the MT recogntion system of 105 phone models. After
that, a multilingual recognition system MTST was trained with
the procedure that was coinciding to ST. The test set results in
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Figure 1: The word recognition rates of the MT recognition
system as a function of the number of the multilingual phone
models.
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Table 4: Word recognition rates of test sets after MAP language adaptation.
Recognition Number of

System phones parameters English Finnish German Italian Spanish Average

SAMPR 105 199k 71.7 94.4 86.1 95.2 95.6 88.6
ST 105 76k 66.4 91.8 82.5 94.0 93.9 85.7

105 199k 78.8 95.2 86.9 95.7 96.2 90.6
MT 64 121k 75.1 93.6 96.0 94.9 95.5 89.0

40 76k 64.0 90.3 82.7 94.3 94.5 85.2
MTST 105 121k 75.5 92.7 85.9 95.1 94.6 88.8

105 76k 70.7 91.0 83.4 94.5 93.9 86.7

the Table 3 show that, in our case, MTST provided better word
recognition rates compared to SAMPR with a smaller number
of parameters. In addition, MTST had a better performance
compared to MT and ST when these recognition systems had
the same number of parameters.

The statistical significance of the results were tested using
two-tailed McNemar’s and binomial tests [12]. These tests
have been widely used in the field of speech recognition and
they were evaluated over the five languages for each pair of the
recognizers in Table 3. The McNemar’s test indicated statisti-
cally significant difference between each of the pairs. In each
case, the confidence level was higher than 99%. On the other
hand, the binomial test indicated that all the other recognizer
pairs than (SAMPR, MT 121k) and (MTST 121k, MT 121k)
were significantly different at 95% confidence level.

4.3. Language adaptation of multilingual systems

Since multilingual acoustic models do not characterize the
language-specific information as accurately as their monolin-
gual counterparts, the model adaptation techniques provide a
way to increase recognition accuracy for the target language [1,
2]. An improved recognition accuracy could be obtained by
applying speaker adaptation methods. However, SpeechDat(II)
database does not contain enough adaptation data for a speaker
in the particular application domain. Therefore, only language
adaptation was performed using the MAP adaptation technique
for SAMPR, MT, ST and MTST recognition systems [5]. The
adaptation sets contained application words, isolated digits and
person names (corpus codes A1-3, I1 and O7) from a number of
speakers that were not involved in the training or test sets shown
in Tables 1 and 2. Adaptation was performed for all the recogni-
tion systems such that only the mean vectors of the HMMs were
adapted. In addition, the adaptation was performed without any
endpoint information of the adaptation utterances. In Table 4,
the results are shown for each language after 100 adaptation ut-
terances. This was found experimentally to be enough for the
language adaptation.

5. Conclusions

In this paper, we researched model- and state-level tying tech-
niques for generating a compact set of multilingual acoustic
models. The best results were obtained when the described
data-driven clustering method defined an alternative phone in-
ventory for the multilingual recognition system. It was also
shown that, in our case, the multilingual recognition systems
could be adapted to the target language using a moderate num-
ber of the adaptation words. In future, these kinds of parameter
tying techniques will be needed in embedded systems, where
the memory usage and processing power are limited.
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