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Abstract

In this paper we look at the parameterized feature-set
that has been used in connected alpha-digit speech recog-
nition and evaluate it on a speaker identification SID
system. Compared to the popular mel-scaled feature-
set (MFCC) the parameterized feature-set gives over
21% improvement in identification rate on the NTIMIT
database in some cases. On average it has a 14.0% im-
provement. This demonstrates how feature-sets can be
used to improve the performance of speaker identifica-
tion systems.

1. Introduction

Much of speaker identification research has focused on
modelling issues. This has yielded successful systems.
Fewer efforts have been made into investigating the
feature-sets. Most speaker recognition systems use the
same feature-sets that have been developed for speech
recognition such as mel-cepstrum feature-sets. This is
because the person information is still retained by the
feature-sets. Not much work has been done to research
differences between feature-sets for speech recognition
and speaker identification. In this paper we use a novel
parameterized feature-set to evaluate the performance of
a speaker identification (SID) system. The parameterized
feature-set has been successfully used before for a speech
recognition task[1].

2. Speaker recognition systems

There are three basic subsystems of a speaker identifi-
cation system. As shown in Figure 1 the system can
be divided into a training (or sometimes called enrol-
ment) and identification parts, then the three subsystems
are clearly seen. The three subsystems are the feature-
processing, modelling and evaluation (or classification).
The feature-processing subsystem is used to generate fea-
tures from the input speech signal according to a specific
feature-set algorithm. Most systems use the mel-scaled
cepstral feature-set produced from the LPC, via the bi-

linear transform, or derived from discrete Fourier trans-
form (DFT). The modelling subsystem is used to create
non-parametric models such as with vector quantization
(VQ) codebooks or parametric models as with Gaussian
mixture models[2],[3] and its variations[4]. The evalua-
tion subsystem is used to classify an unknown utterance
to be belonging to some person. For non-parametric sys-
tem some norm or distance measure is used while in the
parametric case a likelihood measure is used.
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Figure 1: Speaker Recognition System

Much research has been done on the modelling and
evaluation subsystems. This has improved SID systems
to the level that continuous, text-independent speech can
be used. It is not easy to compare the performance of
different systems because of the multiple databases that
are being used and different system parameters. In this
paper we evaluate the performance of the parameterized
feature-set[1] that had been developed earlier on a con-
nected speech alpha-digit database. The parameterised
feature-set has been compared on the model and classi-
fier that Gish[4] has developed. Since the database that
was used is not widely available it was felt that a bet-
ter comparison will be with the work that was done by
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Reynolds[3] on the NTIMIT database. The advantage
of this database is that it is generally available and there
are 630 people in the database. This is a comparatively
large database given that many researchers on SID have
used databases of less than 100 people and mostly clean
speech. The problem of clean speech has been largely
solved as shown by Reynolds.

3. Feature-sets

The feature-set processing system is important since it
limits the effectiveness of the modelling subsystem. In
this paper we compare the performance of the popular
mel-frequency cepstrum coefficients (MFCC) as reported
in [3] with the parameterized feature-sets.

3.1. Mel-cepstrum feature-sets

These are the popular feature-sets that are used in speech
recognition. They work very well for speaker iden-
tification and hence most systems are still based on
these feature-sets. Earlier mel-cepstrum feature-sets were
based using the bilinear transformation on the LPC coef-
ficients, but current systems prefer the discrete Fourier
transform (DFT)-based version. The number of coeffi-
cients varies from 12 to 30 with the lower figure used
mostly in speech recognition and the higher figure used
in speaker identification. This may indicate the impact
of the feature space for the task. The other difference
is that in speech recognition difference features are nor-
mally used as part of the feature-set.

The successful use of mel-cepstrum (MFCC) feature-
sets shows that they retain both the semantic information
and person information from the speech signal. No one
has shown how this information can be usefully separated
and much of the current research efforts are based on im-
proving the modelling system. We assume that if it were
possible to separate this information the current identifi-
cation rates of SID systems would be greatly improved.

3.2. Parameterized feature-sets

The parameterized feature-set is based on the discrete
Fourier transform (DFT). It attempts to incorporate
many of the optimal characteristics of the mel-cepstrum
feature-set such as spectral compression or non-linearity
and filtering. The spectral compression is controlled by
two parameters � and � related in the equation

�X

i=1

A�
i�1

= N=2; (1)

whereN is the length of the spectrum, andA is calculated
such that the equation is true. The parameters � and �

characterize the spectral compression of the feature-set.
The algorithm works as follows:

1. Compute the N-point log magnitude of the DFT
spectrum Y (r), of a windowed speech.

2. Remove the pitch effects from Y (r) by smoothing
the log magnitude with a lowpass FIR filter.

3. Nonlinearly sample the spectrum for a particular
set of parameters � and �.

4. Convert the samples into the cepstral domain by a
cosine transform and use the resulting coefficients
as features.

Y (r) is the logarithmic magnitude of a DFT computed
spectrum. In step (2) the pitch is removed by liftering the
spectrum with a 21-point optimal FIR filter. The liftering
process is achieved by reflecting the ends of the spectrum
about 0 and N

2
then applying the lifter. This has a ten-

dency to reduce the distortion at the beginning and at the
end of the wrapped spectrum.

Shown in Figure 2 are the spectral compressions for
parameters � = 4:0 and various � terms. The spectral
compressions are compared to the usual mel-scale com-
pression. As shown in the diagram mel-scale compres-
sion is approximated near � = 2:5. The length of the
spectrum is N = 256:
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Figure 2: Compressions of the parameterized feature-sets
with � = 4:0 and various values of �:

4. Results and Discussion

4.1. Experimental set-up

For the parameterized feature-sets the classifier and mod-
elling system are nearly similar to those in [3]. The only
difference is in the modelling subsystem. Reynolds used
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the Expectation-Minimization (EM) algorithm to opti-
mize the estimated model parameters during enrolment.
In this case we use the simpler kmeans clustering al-
gorithm to find model parameters estimates. In [3] the
kmeans clustering is used for initialization and then the
EM used to estimate the parameters. For the tests we did
using the EM algorithm our results were improved. How-
ever, the EM algorithm was too computationally expen-
sive and the gains were in the order of 1-3% more. The
results using the non-optimal kmeans clustering are suf-
ficient to show the impact of the parameterisation system
and thus the EM was not used. The size of feature-set
used is 30 and the length of each frame is 256 samples.

The database used in this experiment is the NTIMIT
database as stated earlier. For a short description: the
database contains 630 people, each person has been
recorded saying 10 utterances, each utterance is on av-
erage 3 seconds of speech. The first two utterances (sa1
and sa2) of each person are common across all the speak-
ers. The next eight are different and are known as the
si# and sx# utterances. The NTIMIT speech has been
passed through various telephone loops and thus contain
enough telephone noise as might be expected in a regu-
lar telephonic conversation. In all the reported tests only
two utterances (about 6 seconds) are used for evaluation.
Those two utterances are not used in the training or enrol-
ment phase. This helps to find the statistical significance
of the feature-set used. Therefore in all cases 24 seconds
is used to enrol a speaker by generating their model, and
6 different seconds of speech used in the evaluation.

4.2. Results

In the followingsection we take a look at the performance
of a parameterized feature-set at � = 4:0 and various
values of �: Table 1 below shows the identification rates
for various � values and when several utterances are used
in the evaluation. For example the row marked 0,1 means
that utterances 2 to 9 (the si and sx utterances) are used
in the enrolment and sa1 and sa2 utterances are used in
the classification. The results are repeated with leaving
out other different utterances and enrolling with the other
8. Each number in the table represents three hours of
computation on AMD 1.1GHz with 256 MB on the Linux
system with usual daemons running.

Table 1 also shows the average identification rate ex-
cluding the sa1 and sa2 utterance tests. The sa# utter-
ances are common across all speakers and may be useful
for some normalization process. It can be seen that in
general the identification rates are lower for the sa# utter-
ances and this may be due to a smaller model space being
created. Figure 3 shows the graph of the average iden-
tification rates from the table. The thicker line labelled
“MFCC results” refers to the results obtained in [3] of
60.7%. The other line labelled “mel-scale compression”
refers to the compression that will approximate mel-scale

compression using the parameterized feature-set. At ev-
ery measured point there is a line showing the mean value
and mean � standard deviation. For the � from 1.2 to 3.5
better than 60.7% identification rate is obtained.
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Figure 3: Average identification rate

5. Conclusions

In this paper we have evaluated a novel parameterized
feature-set and compared its performance on the 630 tar-
get NTIMIT database against a mel-cepstrum feature-
sets. The results confirms what is already known that
spectral compression tends to improve performance of
machine speech systems. This is the reason that all
speech research feature-sets incorporate some form of
spectral compression. The parameterized feature-sets
gives a best average identification rate of 69.2% at � =

1:7. The mel-like compression � = 2:5 identification rate
is about 67.0%, which is 10% better than MFCC results
as reported in [3]. The top identification rate was reached
twice at 73.2 using � = 1:7.

It is clear from the results that the feature-set research
is also likely to improve the identification rates of SID
systems as much as the modelling system. Work on
auditory-based feature-set has been undertaken.
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Utts,� 1.0 1.2 1.5 1.6 1.7 1.8 2.0 2.5 3.0 3.5 4.0 4.5 5.0

0,1 49.0 58.3 64.8 63.2 65.2 64.1 62.4 59.5 60.3 61.3 56.7 57.0 51.6
2,3 52.6 59.9 65.3 65.5 64.6 62.2 64.1 65.2 62.1 59.8 55.7 57.0 55.4
2,4 56.7 62.1 68.1 66.6 68.3 67.3 68.1 66.2 66.0 64.3 59.7 59.4 56.8
2,5 56.3 65.4 67.3 68.9 67.1 66.1 65.7 66.5 62.9 63.5 60.3 58.7 57.5
2,6 58.1 62.9 68.3 69.2 67.6 68.7 64.4 64.4 66.8 62.1 60.3 57.5 57.8
2,7 59.2 66.1 70.8 72.0 73.2 69.1 72.5 71.1 67.0 66.7 61.9 60.3 57.5
2,8 56.8 60.8 67.8 67.8 67.3 66.2 66.6 66.0 63.3 61.9 61.1 57.5 57.5
2,9 58.7 63.0 69.5 67.9 70.2 70.0 69.1 68.6 64.8 62.9 61.0 59.2 57.8
3,4 55.4 62.1 68.4 67.3 67.5 66.7 67.6 66.0 64.1 63.2 59.7 59.0 56.3
3,5 55.8 63.3 70.5 69.2 70.6 69.1 67.5 67.5 66.3 64.6 59.7 60.2 58.6
3,6 54.4 60.2 65.4 65.2 67.3 66.8 64.6 64.6 62.2 61.3 55.9 55.4 53.8
3,7 57.9 64.8 72.2 68.6 70.3 69.4 69.7 69.7 65.1 64.3 63.3 60.8 60.9
3,8 57.9 63.0 69.0 69.9 69.1 67.5 68.9 66.8 64.6 62.8 61.6 59.5 57.4
3,9 56.0 62.9 70.8 69.7 73.2 70.8 67.9 68.1 66.3 63.0 62.7 56.2 57.1
4,5 58.9 62.5 68.4 68.8 69.7 66.5 68.1 65.4 65.6 62.5 60.3 56.7 56.6
4,6 53.7 58.1 64.1 64.4 67.3 66.2 64.8 63.0 63.2 60.5 57.5 57.5 54.0
4,7 57.7 65.1 71.6 68.6 70.1 68.7 69.2 69.5 67.1 64.3 62.7 58.4 59.1
4,8 57.5 62.2 70.0 70.3 68.1 68.3 67.1 68.7 64.9 62.7 61.1 60.6 58.6
4,9 57.3 63.7 70.3 69.6 70.0 66.8 68.0 67.2 64.3 61.8 57.2 55.9 56.7
5,6 55.1 60.8 66.2 67.6 67.6 66.7 65.1 65.9 63.2 61.9 61.1 57.1 54.3
5,7 56.0 63.0 68.6 70.3 71.3 68.9 68.3 71.1 65.9 63.8 59.8 57.9 57.9
5,8 54.8 59.7 68.7 68.4 68.8 64.9 66.4 66.0 65.1 62.0 59.9 59.3 57.1
5,9 60.6 64.8 70.6 69.0 68.9 69.7 68.4 69.0 65.7 64.1 61.9 63.1 56.7
6,7 58.3 63.0 69.0 69.4 71.7 70.3 67.5 67.9 64.9 63.5 64.3 58.4 56.2
6,8 53.5 57.0 64.0 64.4 65.6 64.4 64.1 61.6 60.0 58.3 55.4 56.8 53.8
6,9 54.1 61.6 67.3 66.2 68.6 64.8 63.8 66.3 65.1 61.4 58.7 53.7 53.8
7,8 60.3 63.0 70.5 68.9 71.6 68.3 65.2 66.7 63.8 62.4 60.8 58.6 58.4
7,9 58.6 63.2 72.2 71.8 69.5 71.3 68.9 67.9 66.7 65.2 61.7 57.3 59.1
8,9 56.6 62.2 68.7 68.9 72.1 69.0 67.0 68.3 66.9 63.9 58.9 62.2 55.4

Average 56.7 62.4 68.7 68.4 69.2 67.7 67.1 67.0 64.8 62.8 60.2 58.4 56.9
STD 2.02 2.06 2.20 1.91 2.09 2.08 2.04 2.16 1.70 1.68 2.20 2.01 1.76

Table 1: Identification rates (%) with different � values with � = 4:0.
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