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Abstract 
Audiovisual information is integrated in speech perception. 
One manifestation of this is the McGurk illusion in which 
watching the articulating face alters the auditory phonetic 
percept. Understanding this phenomenon fully requires a 
computational model with predictive power. Here, we describe 
an ordinal model, in which the response categories are ordered 
cyclically, that can account for the McGurk illusion. We 
compare this model to the Fuzzy Logical Model of Perception 
(FLMP), which is not an ordinal model, based on an original 
data set. While the FLMP fitted the data better than the ordinal 
model it also employed 30 free parameters where the ordinal 
model needed only 14. Testing the predictive power of the 
models using a form of cross-validation we found that, 
although both models performed rather poorly, the ordinal 
model performed better than the FLMP. Based on these 
findings we suggest that ordinal models generally have greater 
predictive power because they are constrained by a priori 
information about the adjacency of phonetic categories. 
Index Terms: audiovisual speech perception, ordinal models, 
FLMP, McGurk illusion 

1. Introduction 

Speech perception, as we encounter it in normal face-to-face 
conversation, is mediated both by sound and sight. This 
manifests itself in that watching the talking face articulating 
(i.e. visual speech) enhances speech perception [1]. Another, 
more striking demonstration of this multisensory nature of 
speech perception is the McGurk illusion in which the speech 
sound is heard differently when perceived dubbed onto an 
incongruent video of a talking face [2]. The best-known 
example of the illusion is when a voice /ba/ dubbed onto a 
face saying /ga/ is heard as /da/. 

Although our understanding of the neural correlates of 
audiovisual speech perception have greatly increased during 
the last decade or so, very little progress have been made 
towards a computational account of how the brain integrates 
information from eye and ear when perceiving speech. Since 
the discovery of the McGurk illusion, a computational account 
for the underlying integration of audiovisual information has 
been sought after. McDonald and McGurk suggested the 
manner-place hypothesis of audiovisual integration of speech 
[3]. The reasoning behind this account of integration relies on 
the principle of information reliability (for a discussion see 
e.g. [4]), which states that information is integrated so that the 
more informative or reliable sensory modality is weighted 
higher. For speech, the manner of articulation, e.g. the 
voicing, can be heard reliably from the voice while the place 
of articulation, e.g. bilabial or velar, is more reliably seen in 
the articulatory movements of the face. Accordingly, McGurk 
and McDonald suggested that the perceptual system integrates 
information by taking the manner from the voice and the place 
from the face. They further noticed that this model has 

predictive power as it attempts to predict the audiovisual 
speech percept given the auditory and visual percepts. This 
valuable property of a model is central to the model evaluation 
in the current study. 

The manner-place hypothesis remains specified mostly at the 
computational level [5], and not at the algorithmic level, i.e. 
by a specified algorithm that can be implemented and tested. 
For this, an algorithm for extracting the manner and place 
from auditory and visual speech is needed. The most 
prominent model that has been developed to the algorithmic 
level is the Fuzzy Logical Model of Perception (FLMP, [6]). 
The FLMP can be expressed as 

P Rr | Aa,Vv( ) =
P Rr | Aa( )P Rr | Vv( )
P R!r | Aa( )P R!r | Vv( )

!r
!

 

In this expression, Rr denotes the response category given the 
auditory stimulus, Aa, and the visual stimulus, Vv. Since the 
FLMP characterizes auditory and visual information not in 
terms of acoustical features but in terms of observers’ 
response probabilities, it can be tested directly on response 
proportions.  

The FLMP has been shown to fit very well to data from a 
variety of audiovisual speech experiments. This has led to 
discussions of whether the model actually captures the way 
humans integrate audiovisual speech or whether the good fits 
are due to over-fitting, i.e. whether it is merely too flexible a 
model. To answer this question, several model evaluation 
approaches taking model flexibility into account such as 
Bayesian methods [7, 8], correcting the goodness-of-fit for the 
model’s degrees of freedom [9] and Minimum Description 
Length [10] have been taken into account but the outcome has 
been subject to controversy. Here, inspired by Massaro 
(1998), we employ a form of cross-validation to test the 
predictive power of the FLMP. Massaro separated 
experimental data in test and training sets. First, he fitted the 
FLMP to a subset (the training set) of the data consisting in 
responses to some of the stimuli. He then tested the model’s 
predictions for the remaining data (the test set). This simple 
procedure is a very direct way of testing how well a model 
generalizes to new data. The method is known as 
generalization criterion methodology (GNCM, [11, 12]) and 
differs from standard cross-validation in the way it divides 
data into test and training sets. Massaro found that the FLMP 
performed poorly in predicting observer’s responses to stimuli 
that were not included in the training set although, when 
compared to a benchmark, this depended to some degree on 
the relative size of the test and training sets.  

If the FLMP is too flexible a model, the search for a better 
model could well begin with a search for realistic constraints 
to impose on the model. This may seem difficult as the FLMP 
models only the unisensory response probabilities with no free 
parameters assigned to modeling the integration process itself. 
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However, there is often a more parsimonious way of modeling 
the unisensory response probabilities. The FLMP is a nominal 
model, assuming no ordering of the response categories, as do 
ordinal models. At first this might seem reasonable, since we 
do not have an immediate method for ordering the response 
categories, but noticing that a common response category is 
combinations of consonants, such as responding PK to 
auditory /k/ dubbed onto visual /p/, a hint of order appears: 
combination response categories should lie between their 
component response categories, i.e. PK should lie between P 
and K. This simple observation has inspired us to develop an 
ordinal model of audiovisual integration of speech for a 
particular experiment, which we report here. The purpose of 
the current study is not so much to advocate this particular 
model, which may well be of limited scope, but more to 
advocate the use of ordinal models in modeling audiovisual 
speech perception in general. 

2. Methods 

2.1. Experiment 

10 native Finnish speakers, who reported normal hearing and 
normal or corrected-to-normal vision, were presented with 
auditory, visual or audiovisual speech stimuli produced by a 
native Finnish speaker at a sound level of approximately 50 
dB(A) in background noise of 30 dB(A) from computer 
ventilation. The stimuli consisted of /epe/, /eke/, /ete/ and all 
of the nine possible audiovisual combinations. Each of the 3 
auditory, 3 visual and 15 audiovisual stimuli was presented 20 
times. Observers were free to respond with any consonants or 
combinations of consonants but their responses were binned in 
response categories K, KP, P, PT, T, TK making no distinction 
between voiced and unvoiced consonants in the binning.  
Response categories with two consonants are pooled across 
order, i.e. KP is a sum of responses KP and PK. 0.5% of 
observers’ responses did not fit into the response categories. 
These responses were ignored in the modeling. 
 

2.2. Modeling 

We assume that the ordered categories occur by dividing an 
underlying continuum into response categories. Placing the 
response categories in such a continuum, based on the 
assumption that the combinations must fall between their 
components, can be done using a triangular arrangement 
where the response categories K, P and T are at the vertices 
and the response categories KP, PT and TK at the edges. 
Notably, such a triangular continuum has been synthesized by 
Summerfield [13]. In an attempt at reducing the complexity of 
this two-dimensional model, we simplify the arrangement to a 
one-dimensional representation where the order of the 
response categories is cyclic (i.e. K–PK–P–PT–T–TK–K– 
etc.). Each of the three auditory and three visual stimuli fall on 
the cyclic continuum but their position is influenced by noise 
much as in signal detection theory. This noise is modeled as a 
von Mises distribution, which has the probability function 
  

! x |µ, k( ) = 1
2!

x + 2
I0 k( )
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In this expression, x, is the position on the cyclic continuum. 
The mean, µ, of the distribution is specific to the stimulus 
requiring three free parameters for the auditory stimuli and 
another three for the visual stimuli. The variable k defines the 

(angular) variance of the distribution requiring one additional 
free parameter. The function, Ij, denotes the incomplete Bessel 
function of the j’th order. Note that this expression contains an 
infinite sum and is thus not an analytical expression. As such, 
this expression may seem rather complex, but we know of no 
distributions defined on the circle more tractable than the von 
Mises distribution, which is our main reason for using it.  In 
our calculations we used an approximation [14, 15]. 

Dividing the cyclic continuum into six response categories 
requires six category boundaries, c1,...,c6 , which are free 
parameters. This allow us to calculate the response 
probabilities as the probability that x lies between the 
boundaries defining the category: 

P Rr | Aa( ) = Φ cr |µa ,  ka( ) − Φ cr−1|µa ,  ka( ) , 2 < r < 6  

P R1| Aa( ) =1! P Ri | Aa( )
i=2

6

"  

Central to the model is that the mean of the distribution for 
audiovisual stimuli is the weighted angular sum of the means 
of the distributions for auditory and visual stimuli:  
 

µa,v = atan2
wcos µa( )+ 1!w( )cos µv( )
wsin µa( )+ 1!w( )sin µv( )

"

#
$$

%

&
'' , 0 < w <1  

 
This weighted angular sum is simply a sensible way to obtain 
a weighted average of bearings, which is not what you get 
from a weighted arithmetic sum of angles. To see why this is 
so, calculate the average of bearings 350° and 20°. The 
weighted arithmetic sum arrives at 370°/2=185° while the 
more sensible result of 360° (or 0°, which is the same) is 
obtained using the angular sum. The weight, w, requires one 
additional free parameter. Thus the model employs a total of 
14 free parameters. Compare this to the FLMP which requires 
one parameter for each of the five independent response 
categories for each of the six unisensory stimuli which sums to 
30 free parameters.  
 
This model was fitted to the entire data set, separately for each 
observer, by minimizing the Root Mean Squared Error 
(RMSE) between the model’s response probabilities and the 
observed response proportions. We also fitted the FLMP to the 
same data. For both models, we used random initial conditions 
in the optimization procedure, which we repeated 100 times in 
order to avoid ending the optimization in a suboptimal local 
minimum far from the true global minimum.  
 
In order to test the predictive power of the two models, we 
separated the data in 15 training and test sets. Each test set 
consisted of the responses to one of the auditory, visual or 
audiovisual stimuli. The corresponding training set consisted 
of the remaining data. We fitted the model to each of the 
training sets, again by repeating the optimization 100 times 
using random initial conditions. We then calculated the 
squared error of model’s prediction for the corresponding test 
sets. Summing the squared error across the test sets, we 
obtained a squared error for the entire data set. We term this 
error the cross validation error and from this we calculate the 
cross validation RMSE for each subject. 
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3. Results 

3.1. Experiment 

The across observers mean response proportions are displayed 
in Figure 1. For each of the three auditory stimuli, the mean 
proportion correct was above 99%. This leaves little room for 
the improvement typically offered by concurrent congruent 
visual stimuli. The mean proportion correct for the congruent 
audiovisual stimuli was not higher but still very high at 97-
98%. Visual speech was perceived well although not as well 
as auditory and congruent audiovisual speech. Visual /epe/, 
distinct with its bilabial closure, was correctly identified in 
99% of all trials while visual /eke/ and /ete/ were confused. 
The proportion correct for visual /eke/ was 76% due to 
confusion almost exclusively with /ete/ and /etke/. The 
proportion correct for visual /ete/ was 92% due to confusion 
with /eke/ and /etke/.  

The incongruent audiovisual stimuli elicited a variety of 
McGurk illusions. Auditory /epe/ with visual /eke/ elicited an 
illusion of hearing /ete/ in 29% of all trials. This fusion type 
McGurk illusion, in which the audiovisual percept /ete/ differs 
from both the auditory and the visual percept, is often the most 
common percept but in the current study the visual dominance 
type of illusion, in which observers hear the phoneme 
presented visually, was more common (48%). This occurs 
when visual /k/ is articulated very clearly [16, 17]. In 18% of 
trials, observers perceived the auditory stimulus veridically 
without any illusory effects. These average response 
proportions cover a fairly large individual variability. For 
example, one observer was little influenced by the McGurk 
illusion and experienced the visual dominance illusion in only 
15% of all trials and no illusion in the remaining trials. 
Another observer was strongly influenced by the McGurk 
illusion and experienced the fusion illusion in 85% of all trials 
and the visual dominance illusion in the remaining trials.  
 
Auditory /eke/ with visual /epe/ caused the combination 
illusion of hearing /epke/ in 48% of all trials and no illusion in 
48% of all trials. Again this covers over large individual 

differences ranging from never perceiving the auditory 
stimulus veridically to always perceiving it so. Auditory /ete/ 
with visual /epe/ also caused a relatively frequent combination 
illusion of hearing /epte/ (52%).  
 
Auditory /epe/ with visual /ete/ caused a strong visual 
dominance illusion of hearing /ete/ in accordance with the 
visual speech stimulus in 88% of trials. Auditory /eke/ with 
visual /ete/ caused no illusion in 89% of trials. Likewise 
auditory /ete/with visual /eke/ also caused no illusion in 89% 
of trials.  
 
To summarize the experimental results, we note that they 
demonstrate a reasonably strong and varied McGurk illusion 
with incongruent combinations causing no illusion, fusion 
illusion, visual dominance illusion or combination illusions. 
This makes the data set suitable for testing models of 
audiovisual integration of speech.  

3.2. Modeling 

The mean (across observers) RMSE of the ordinal model and 
the FLMP were 0.034 and 0.009 respectively. The FLMP thus 
fitted the data much better than the ordinal model. This is not 
surprising as the FLMP contained more free parameters than 
the ordinal model. One way to correct for this is to calculate a 
corrected RMSE (Massaro, 1998) by multiplying the RMSE 
by d/(d-f) where d is the number of independent data points 
and f is the number of degrees of freedom in the model. The 
mean corrected RMSE of the ordinal model and the FLMP 
were 0.042 and 0.015 respectively, so even after this 
correction the FLMP fits the data better than the ordinal 
model. One way to benchmark the (uncorrected) RMSE is to 
compare it to the theoretical standard deviation of the response 
proportions. This is the expected value of the RMSE under the 
assumptions that the data are distributed according to the 
multinomial distribution and that the observed response 
proportions reflect the true underlying response probabilities. 
For the current data set this number was 0.034, which is very 
close to the RMSE of the ordinal model but much higher than 
the RMSE of the FLMP. This could indicate that the FLMP is 
over-fitting.  

Figure 1 - The mean observed response proportions across the 10 observers. Error bars indicate the standard error of the 
mean. Plots are arranged so that columns indicate the visual stimulus and rows the auditory stimulus. 
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The fits the ordinal model for one representative observer are 
illustrated in Figure 2. The observed response proportions for 
the same observer are represented in Figure 3. Hence Figure 2 
illustrates how the ordinal model can account for observed 
data in Figure 3.  
 
The mean cross validation RMSE of the ordinal model and the 
FLMP were 0.23 and 0.30 respectively. Thus, both models 
performed rather poorly in predicting observers’ responses to 
stimuli that had not been included in the trainings set, but, of 
the two, the ordinal model performed somewhat better. 

4. Discussion 

The ordinal model more than match the predictive power, as 
measured by the cross validation RMSE, of the FLMP. 
Notably, it does so with less than half as many free 
parameters. This demonstrates that incorporating a priori 
knowledge about the adjacency of phonetic categories into 
ordinal models can lead to more parsimonious models with 
greater predictive power. It also indicates that the superior fit 
of the FLMP could be due to over-fitting. To our knowledge, 
this is the first report of a model of audiovisual speech 
integration that is able to account for the McGurk illusion as 
well as the FLMP while being more parsimonious. 

This study is not the first attempt at designing an ordinal 
model of audiovisual speech perception. Braida’s pre-labeling 
model also assumes that phonetic categories are ordered on a 
continuum [18]. The pre-labeling model assumes that phonetic 
categories lie in a multi-dimensional feature space. This is in 
good agreement with the ordinal model described here as the 
one-dimensional circular continuum can be thought of as an 
approximation to a two-dimensional continuum. We 
acknowledge, as does Braida, that the true dimensionality of 
phonetic feature space is unknown. This is not a problem as 
long as reasonable few dimensions provide an approximation 

sufficient for modeling experimental results. The pre-labeling 
model has, to our knowledge, only been applied to 
experiments using congruent audiovisual speech stimuli and 
not to the McGurk illusion, but we see no problem in 
extending it to cover the McGurk illusion as well.  

The crucial difference between Braida’s pre-labeling model 
and the ordinal model described here is the way they model 
audiovisual integration. Pre-labeling assumes that the 
audiovisual feature is the Pythagorean sum of the auditory and 
visual feature vectors whereas the ordinal model presented 
here assumes that the audiovisual feature is the weighted 
arithmetic sum. Although this difference might seem minor, 
the two different type of summing pertains to two different 
kinds of integration.  

Integrating using the Pythagorean sum is similar to the way 
Green and Swets modeled signal detection of two independent 
signals [19]. This type of integration employs three 
representations, or feature vectors, one for auditory, visual and 
audiovisual stimuli. The way Green and Swets described the 
model, the task of the observer determines which 
representation was used. If the signal is audiovisual and the 
task is to detect any signal, be it auditory or visual, observers 
tend to base their judgment on the Pythagorean sum of the 
auditory and visual feature vectors. However, if the task is to 
ignore the visual stimulus and detect only the auditory 
stimulus observers can do this as the auditory representation is 
still available. The auditory and visual representations are thus 
complimentary. This, however, is not what observers 
experience in the McGurk illusion in which the veridical 
auditory representation may no longer be available [20] but 
see [21 Massaro, Handbook Multisensory] for a discussion 
favoring the opposite view. This is seen in experiments were 
observers are instructed to ignore the face and report only 
what they hear. In such experiments observers are still 
influenced strongly by the talking face [9, 22]. Note that even 

Figure 2 - The ordinal model illustrated. Each circle represents the circular continuum for one particular stimulus 
(auditory, visual or audiovisual). The outline of the solid dark area represents the von Mises probability density function. 

The spokes in the circles represent the boundaries of the response categories corresponding to the text label. The 
probability for a given response equals the proportion of the dark area that fall within that response category’s boundaries. 
Plots are arranged so that columns indicate the visual stimulus and rows the auditory stimulus as in Figure 1. Model fits are 

from one single observer. Compare this figure to the observed response proportions for the same observer depicted in 
Figure 3. The RMSE for this observer was 0.01 and the weight, w = 0.49. 
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though the manner-place hypothesis also describe auditory 
and visual speech as complimentary it is different from the 
pre-labeling model. The manner-place hypothesis describes 
complimentarity between features while pre-labeling describe 
complimentarity between sensory modalities for each feature.  

Integrating by the weighted arithmetic sum is similar to the 
Maximum Likelihood Estimation (MLE) model [23]. In this 
model auditory and visual representations are redundant rather 
than complimentary. Only the integrated audiovisual 
representation is accessible to the observer, which is in 
accordance with the inaccessibility of the veridical auditory 
representation during the McGurk illusion. The MLE has the 
advantage of linking the weighing of auditory and visual 
information to the information reliability, which is a principle 
that has long been held to characterize audiovisual integration. 
The same applies to the FLMP. The difference between the 
FLMP and MLE is that since the FLMP models integration as 
occurring after categorization, integration is not expressed as 
the arithmetic sum and the weighting term is not explicit. 

Under certain assumptions, MLE is an optimal way to 
integrate redundant information while the Pythagorean sum 
can be an optimal way to integrate complimentary 
information. The human brain may, of course, be based on 
other assumptions that we are unaware of and so whether it is 
pre-labeling or the ordinal model described here that lie more 
close to the true mechanism of audiovisual integration in 
humans awaits further work.  The main conclusion of the 
current work is in support of the Braida’s work in suggesting 
that ordinal models provide a promising direction for 
developing models of audiovisual integration in speech 
perception. 
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