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Abstract
This paper reports on the computational analysis of thin slices of
video fragments showing children that solve either easy or hard
mathematical puzzles. The objective of the analysis is to deter-
mine if head movements reveal whether the children consider
the puzzle to be easy or hard. Our analysis method combines a
facial-expression extraction method with a nonparametric clas-
sifier. Training and evaluating the classifier in a leaving-one-out
cross-validation procedure on extracted head movements, we
obtained a 71% correct classification rate. Children engaged in
solving mathematical puzzles tend to make head movements in
a prevailing orientation that depends on the experienced level of
difficulty of the puzzles, i.e., vertically for easy puzzles and di-
agonally for hard puzzles. We conclude that (1) computational
analysis methods lead to the identification of hitherto unnoticed
nonverbal behaviors that reflect the perceived difficulty of math-
ematical puzzles, and (2) computational analysis methods can
be employed in automatic tutoring systems that automatically
estimate the experienced difficulty of the problems presented.
Index Terms: facial expression analysis, computational analy-
sis, tutoring systems

1. Introduction
Despite the rapid progress in intelligent systems, there is still a
huge gap separating humans and computers. Recent attempts to
bridge the gap include attempts to automatically recognize so-
cial signals, such as, gestures and nonverbal expressions [16].
In combination with speech recognition, methods for visually
recognizing nonverbal expressions may help to make the inter-
action with computers more natural. The aim of this paper is to
study the feasibility of automatically reading the mental states
from visual nonverbal expressions. Recent behavioral studies
have shown that human observers are capable of inferring men-
tal states of subjects from their nonverbal facial expressions
[10].

1.1. Behavioral study of problem-solving children

In a recent study performed in our behavioral lab [2], we pre-
sented 57 children (second and fifth grade) with easy and hard
mathematical problems. We recorded videos of their nonverbal
behaviors immediately following the presentation of the prob-
lems. Subsequently, 31 adults rated soundless versions of the
114 video fragments. They rated all fragments by completing
the sentence “I think the child found the problem...” choosing
from “very difficult” (1) to “very easy” (7) on a seven-point
scale. The performance of the human raters is summarized in
Table 1. Clearly, the adult raters assessed the children’s non-
verbal reactions to easy problems as reflecting a low perceived
difficulty and their reactions to hard problems as indicating a

high perceived difficulty.

1.2. Computational study of problem-solving children

The human assessments of the soundless video fragments sug-
gests that the nonverbal expressions of the children reveal infor-
mation about their mental state with respect to the experienced
level of difficulty of the math problem. State-of-the-art facial
expression recognition methods may be able to capture such
nonverbal information, thereby confirming or complementing
the human assessments. In order to address whether this is the
case, we performed a computational analysis of our 114 frag-
ments using the Active Appearance Models (AAM) method [3].
This method has been successfully applied to facial expression
recognition [4] and requires the manual specification of a grid
of landmarks for a few representative frames of the video frag-
ments. For facial expression analysis, the landmarks are placed
at facial locations whose positions and appearances are of rel-
evance for expressions. Figure 1 is an illustration of such a
grid superimposed on a single frame of a fragment. The blue
dots represent the landmarks and the yellow lines connecting
the dots form the grid. Once representative grids are created
for a single video fragment, the AAM method uses these to au-
tomatically create grids for the rest of the frames in the frag-
ment. Of the 114 video fragments we were able to apply the
AAM method successfully to 110 fragments, which constitute
our data set.

2. Thin slices analysis of facial expressions
Inspired by the notion of thin slicing [1, 6], we restricted our
computational analysis to the first second (25 frames) of each
fragment [8]. The goal of our analysis was to determine to what
extent the head movements that immediately follow the presen-
tation of the math problem, can predict the difficulty class of
the problem (i.e., easy or hard). In contrast to our work, previ-
ous studies on head movements as social signals have focussed
on speech and dialogue. Analysis of head movements in free
speech has shown that head movements can reveal a speaker’s
attitude or emotional state [7]. The context of dialogue has also

type of math problem mean score sd
hard problem 3.31 0.15
easy problem 6.44 0.07

Table 1: Mean scores of adult raters on a seven point scale
ranging from very difficult (1) to very easy (7). Scores reflect the
level of difficulty as assessed from soundless video fragments of
children solving easy or hard mathematical problems. (Repro-
duced from [2].)
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Figure 1: Illustration of a manually applied grid (lines) of land-
marks (dots) superimposed on a single frame in one of our frag-
ments.

Figure 2: Illustration of the subset of four landmarks (the cor-
ner points of the red triangle and the tip of the nose) used for
computing facial movements. The red dot indicates the center-
of-mass of the four landmarks.

proven to help predict certain head movements [12] or synthe-
size the appropriate ones [5]. In order to perform the analysis,
we used the AAM method to fit a grid of 66 landmarks (see
Figure 1) to the faces of all participants. To this end we used a
Matlab implementation of the AAM algorithm kindly provided
by Laurens van der Maaten [13].

2.1. Head-motion vectors

For the measurement of head movements, we used a very small
subset of fitted landmarks, i.e., those located at the two eyes,
the tip of the nose, and at the chin. From this subset of land-
marks, we computed the coordinates of the center-of-mass as
an estimate of the three-dimensional pose of the head. Figure 2
displays the four landmarks (the corner points of the red trian-
gle and the tip of the nose) and the associated center-of-mass
(red dot). The dynamics of the head movements were captured
by analyzing head-motion vectors, i.e., the movements of the
center-of-mass across all pairs of subsequent frames. For each
25-frame fragment, we obtained 24 pairs of coordinates consti-
tuting head-motion vectors. The polar coordinates of the head-
motion vectors were used to represent the angle and magnitude
of the head movements.

2.2. Non-parametric classifier

We employed a non-parametric histogram classifier to predict
the type of math problem (easy versus hard) from a single 25-

frame fragment. The non-parametric histogram classifier relies
on a two-dimensional histogram as a density estimate of the dis-
tribution of the polar coordinates of the head-motion vectors.
The classifier is evaluated in a leaving-one-out cross-validation
procedure as follows. Given the data set of 110 video frag-
ments, one fragment is defined as the test fragment and the re-
maining fragments as training fragments, (about) half of which
belongs to the easy class and the other half to the hard class.
Separate two-dimensional (angle and magnitude) histograms
are created for the training fragments, and both histograms are
normalized. The two-dimensional histogram of the test frag-
ment is multiplied with both training histograms and the results
are summed. If the sum of the multiplication with the easy his-
togram is larger than that of the hard histogram, the test frag-
ment is assigned to the easy class, otherwise it is assigned to
the hard class. This procedure is repeated 110 times in such a
way that each fragment becomes a test fragment once. For each
repetition, the classification of the test fragment can be wrong
or right. The percentage of correctly classified test fragments is
the prediction performance.

3. Model fitting results
The application of the AAM method to our thin slices resulted
in successful fits for all 110×25 frames, except for three frames
where the AAM did not converge.1 We determined the quality
of the overall facial expression model generated by the AAM
method by measuring the shape error and the appearance er-
ror. The shape error is computed by comparing the induced
shape model (grid of landmarks) to the manually specified land-
marks. The average distance in pixels between corresponding
landmarks is the landmark error. The appearance error is the
average difference in pixel value between the appearance model
and the actual image. Table 2 lists the errors.

data set shape sd appearance sd
error error

AK 2.09 2.69 0.0167 0.0119
AR 6.30 - 0.0213 -

IMM 6.43 - 0.0092 -
CK 5.02 - 0.0330 -

Table 2: Fitting errors on our data set (AK) and fitting errors on
three other data sets [13] for comparison (AR, IMM, and CK).
The shape error is the average distance between the induced grid
of landmarks (shape model) and the manually specified land-
marks expressed in pixels. The appearance error is the average
difference in pixel value between the appearance model and the
actual image.

The three lowest rows in the table display the results of [13]
for comparison, viz the AR data set [14], the IMM data set [15]
and the CK (Cohn-Kanade) data set [9]. Our errors are es-
timated using leaving-one-out cross-validation, whereas those
reported in [13] were estimated with 10-fold cross-validation.
(No standard deviations were reported by [13].)

Although the fitting results are obtained using slightly dif-
ferent evaluation procedures, the overall results suggest that our
fitting results are quite good. Visual inspection of the gener-
ated shape and appearance models corroborated this. Figure 3
illustrates the quality of the shape and appearance model fits
superimposed on the original frame. The shape model (grid

1We discarded these frames from the data set.
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of landmarks) agrees well with the annotated locations and the
appearance model seems to recreate the face of the child quite
well. It is important to note that the appearance of the face is
obtained by combining facial features of all faces in the data set.
As a consequence, facial characteristics, such as the eyes, may
be quite different from the actual characteristics.

4. Results of the thin slices analysis
4.1. Task-specific patterns in head positions

Differences in head movements for the easy and the hard prob-
lems are already apparent in the raw coordinates of the center-
of-masses from which the head-motion vectors are created. Fig-
ure 4 shows the center-of-mass coordinates during the first 25
frames for the easy problems (top row) and the hard problems
(bottom row) as sequences of points. (To avoid clutter, we did
not connect the successive points associated with a single frag-
ment.) The left column displays the sequences of points for all
participants, the middle and right columns show the results for
the second and fifth grade participants, respectively. From the
overall pattern of these plots a clear difference in prevailing ori-
entation of the points is visible. Whereas in the top row (easy
problems) the sequences of points are oriented mainly verti-
cally, in the bottom row (hard questions) the sequences of points
are oriented in the diagonal direction.

4.2. Two-dimensional histograms of head-motion vectors

Figure 5 displays the two-dimensional histograms of the polar
coordinates of head-motion vectors (angle and magnitude) for
the easy questions (Figure 5a) and hard questions (Figure 5b).
The differences between the two histograms reflect distinct pat-
terns in head movements that depend on the difficulty class of
the math problem.

4.3. Classification results

Using such histograms, the nonparametric histogram classifier
achieved a prediction performance of 71% as determined using
leaving-one-out cross-validation procedure. This implies that
the difficulty class of the math problem can be predicted from
the first second of head movement with an accuracy of 71%.
When training our classifier on second or fifth grade fragments
only, we obtained performances of 67% and 63%, respectively.

5. Analysis of results
As is evident from the plots in Figure 4, our prediction perfor-
mance is due to a difference in orientation of head movements
during the first second after being confronted with the prob-
lem. We carefully examined the fragments to detect these head
movements. This turned out to be quite hard. Nevertheless, we
were able to identify some illustrative examples, one of which
is shown in Figure 6. The panels in this figure show the begin
frames ((a) and (c)) and end frames ((b) and (d)) of a head-
movement sequence when the participant is confronted with an
easy question ((a) and (b)) or hard question ((c) and (d)). In
each panel, the left part is the original frame and the right part
shows the AAM-fitted grid of landmarks. In (b) and (d), the
right parts show the head-movement traces (red lines). The ver-
tical head movement associated with an easy question is clearly
visible in (a) and (b), whereas the movement in the diagonal
orientation, characteristic for hard questions, is present in (c)
and (d). Although it is not clear why these patterns of behav-

Figure 5: Two-dimensional histograms of the polar coordinates
(angle and magnitude) of the movement vectors. Top: His-
togram for the easy problems. Bottom: Histogram for the hard
problems.

ior occur, a possible explanation is that before answering easy
questions participants tend to take a breath of air, while before
answering the hard question the tendency is to look away as a
sign of contemplation.

6. Discussion
Our computational analysis revealed diagnostic behavioral pat-
terns in thin slices of one-second video fragments after presen-
tation of a math problem. These patterns were not noticed by
any of our human raters of the fragments. Even when know-
ing where to look for (i.e., vertically versus diagonally oriented
head movements) it is still hard to detect these behavioral pat-
terns. Apparently, the behavioral pattern is quite subtle and can
only be revealed through computational analysis based on an
facial expression model and a classifier.

The good shape and appearance fits obtained, came at a
cost. Considerable manual effort was spend on the careful po-
sitioning of the landmarks on the representative frames of the
video fragments. The required manual labor is a major ob-
stacle for the adoption of expression-extraction methods such
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Figure 3: Illustration of the shape model (left) and the appearance model (right) superimposed on the original frame.

Figure 4: Plots of the center-of-mass coordinates during the first 25 frames (x and y are screen coordinates in pixels) for the easy
questions (top row) and hard questions (bottom row). The left column shows the coordinates for all participants, the middle and right
columns those for the second and fifth grade children, respectively.

as AAMs by behavioral scientists. More flexible and robust
expression-extraction methods are needed to enable practical
application in, for instance, automatic tutoring systems. Possi-
bly the combination of AAMs with, e.g., Gabor features, color
features, and motion features may lead to the required improve-
ment (see, e.g., [11]).

It is quite likely that our data set contains more task-relevant
behavioral patterns. To measure head movements, we used only
a fraction of the 66 landmarks constituting the shape model. In
our future work we intend to define features reflecting facial
expressions and to examine to what extent their values are task-
specific.

7. Conclusions
From our thin slices analysis we draw two conclusions: (1)
computational analysis methods lead to the identification of
hitherto unnoticed nonverbal behaviors that reflect the perceived
difficulty of mathematical problems, and (2) future facial ex-
pression extractions methods can be employed in automatic tu-
toring systems that automatically estimate the experienced diffi-
culty of the problems presented. In our future research, we will
contribute to the development of more robust facial-expression
extraction methods.
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Figure 6: Illustration of the behavioral patterns discovered through our computational analysis of the 1-second thin slices. The left and
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the left and the fitted model (grid of landmarks) on the right. The lines superimposed on the fitted models on the right represent the
traces of head movements for both types of questions.
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